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Abstract—Graph processing is an important analysis tech-
nique for a wide range of big data applications. The ability to
explicitly represent relationships between entities gives graph
analytics a significant performance advantage over traditional
relational databases. However, at the microarchitecture level,
performance is bounded by the inefficiencies in the memory
subsystem for single-machine in-memory graph analytics. This
paper consists of two contributions in which we analyze
and optimize the memory hierarchy for graph processing
workloads.

First, we perform an in-depth data-type-aware characteriza-
tion of graph processing workloads on a simulated multi-core
architecture. We analyze 1) the memory-level parallelism in
an out-of-order core and 2) the request reuse distance in the
cache hierarchy. We find that the load-load dependency chains
involving different application data types form the primary
bottleneck in achieving a high memory-level parallelism. We
also observe that different graph data types exhibit heteroge-
neous reuse distances. As a result, the private L2 cache has
negligible contribution to performance, whereas the shared L3
cache shows higher performance sensitivity.

Second, based on our profiling observations, we propose
DROPLET, a Data-awaRe decOuPLed prEfeTcher for graph
applications. DROPLET prefetches different graph data types
differently according to their inherent reuse distances. In
addition, DROPLET is physically decoupled to overcome the
serialization due to the dependency chains between different
data types. DROPLET achieves 19%-102% performance im-
provement over a no-prefetch baseline, 9%-74% performance
improvement over a conventional stream prefetcher, 14%-74%
performance improvement over a Variable Length Delta Pre-
fetcher, and 19%-115% performance improvement over a delta
correlation prefetcher implemented as a global history buffer.
DROPLET performs 4%-12.5% better than a monolithic L1
prefetcher similar to the state-of-the-art prefetcher for graphs.

I. INTRODUCTION

Graph processing is widely used to solve big data prob-
lems in multiple domains such as social networks, web
searches, recommender systems, fraud detection, financial
money flows, and transportation. The high potential of
graph processing is due to its rich, expressive, and widely
applicable data representation consisting of a set of entities
(vertices) connected to each other by relational links (edges).
Numerous vendors such as Oracle [1], Amazon (AWS) [2],
and Microsoft [3] provide graph processing engines for
enterprises. Moreover, companies such as Google [4], Face-
book [5], and Twitter [6], [7] have built customized graph

processing frameworks to drive their products. Graph tech-
nology is also predicted to be the driver for many emerging
data-driven markets, such as an expected $7 trillion worth
market of self-driving cars by 2050 [8].

Prior work in graph analytics primarily spans hardware
platforms such as distributed systems [4], [5], [9]–[11],
out-of-core systems [12]–[16], and customized accelera-
tors [17]–[21]. However, many common case industry and
academic graphs have recently been reported to fit comfort-
ably in the RAM of a single high-end server [22]–[24], given
the availability and affordability of high memory density1.
Consequently, single-machine in-memory CPU platform has
become an attractive choice for many common-case graph
analytics scenarios. As opposed to distributed systems, a
scale-up big-memory system does not need to consider
the challenging task of graph partitioning among nodes
and avoids network communication overhead. Programming
frameworks developed for this kind of platform in both
academia [22], [26], [27] and industry [6], [7], [28] have
shown excellent performance while significantly reducing
the programming efforts compared to distributed systems.
Both out-of-core systems and accelerators require expensive
pre-processing to prepare partitioned data structures to im-
prove locality. Single-machine in-memory graph analytics
can avoid costly pre-processing which has been shown to
often consume more time than the algorithm execution
itself [29], [30].

Figure 1: Cycle stack of PageRank on orkut dataset

However, the performance of single-machine in-memory
graph analytics is bounded by the inefficiencies in the
memory subsystem, which make the cores stall as they wait
for data to be fetched from the DRAM. As shown in the
cycle stack [31] in Fig. 1 for one of the benchmarks used

1A quad-socket Intel Xeon machine with 1.5TB RAM costs about $35K as of
2017 [25].



in our evaluation, 45% of the cycles are DRAM-bound stall
cycles whereas the core is fully utilized without stalling in
only 15% of the cycles.

The goal of this paper is to solve the memory ineffi-
ciency issue for single-machine in-memory graph analyt-
ics. We adopt a two-phase approach to achieve our goal. In
the first phase, we develop an in-depth understanding of the
memory-bound behavior observed in Fig. 1 by characterizing
two features on a simulated multi-core architecture: (1) the
memory-level parallelism (MLP) [32] in an out-of-order
(OoO) core and (2) the request reuse distance in cache
hierarchy. In the second phase, we use the findings from
our characterization to propose an architecture design for an
application-specific prefetcher.

In the first phase, we extend or fill the gaps in prior
characterization work [33]–[37] in two aspects. First, we
perform a data-aware profiling which provides clearer guide-
lines on the management of specific data types for per-
formance optimization. Second, with the flexibility of a
simulated platform, we vary the instruction window and
cache configuration design parameters to explicitly explore
their performance sensitivity. Beyond prior profiling work,
our key findings include:

• Load-load dependency chains that involve specific appli-
cation data types, rather than the instruction window size
limitation, make up the key bottleneck in achieving a high
MLP.

• Different graph data types exhibit heterogeneous reuse
distances. The architectural consequences are (1) the
private L2 cache shows negligible impact on improving
system performance, (2) the shared L3 cache shows higher
performance sensitivity, and (3) the graph property data
type benefits the most from a larger shared L3 cache.

In the second phase, we use the guidelines from our char-
acterization to design DROPLET, a Data-awaRe decOuPLed
prEfeTcher for graphs. DROPLET is a physically decou-
pled but functionally cooperative prefetcher co-located at
the L2 cache and at the memory controller (MC). We
adopt a decoupled design to overcome the serialization
due to the dependency between different graph data types.
Moreover, DROPLET is data-aware because it prefetches
different graph data types differently according to their
intrinsic reuse distances. DROPLET achieves 19%-102%
performance improvement over a no-prefetch baseline, 9%-
74% performance improvement over a conventional stream
prefetcher, 14%-74% performance improvement over a Vari-
able Length Delta Prefetcher (VLDP) [38], and 19%-115%
performance improvement over a delta correlation prefetcher
implemented as a global history buffer (GHB) [39]. DROP-
LET performs 4%-12.5% better than a monolithic L1 pre-
fetcher similar to the state-of-the-art prefetcher for graphs
[40].

II. BACKGROUND

In this section, we first discuss the graph data layout and
the data type terminology used in the rest of the paper.
Next, we briefly review the concepts of MLP, caches, and
prefetchers, which are the three latency tolerance techniques
addressed in this paper.

A. Graph Data Types and Data Layout

One of the most widely used graph data layouts is the
Compressed Sparse Row (CSR) representation because of
its efficient memory space usage. As shown in Fig. 2, the
CSR format consists of three main components: the offset
pointers, the neighbor IDs, and the vertex data. Each entry
in the offset pointer array belongs to a unique vertex V
and points to the start of the list of V’s neighbors in the
neighbor ID array. In the case of weighted graphs, each
entry in the neighbor ID array also includes the weight of the
corresponding edge. The vertex data array stores the property
of each vertex and is indexed by the vertex ID. In the rest
of the paper, we use the following terminology:

• Structure data: the neighbor ID array.
• Property data: the vertex data array.
• Intermediate data: any other data.

Property data is indirectly indexed using information from
the structure data. Using the example in Fig. 2, to find the
property of the neighbors of vertex 6, the structure data is
first accessed to obtain the neighbor IDs (59 and 78), which
in turn are used to index the property data.

Figure 2: CSR data layout for graphs

B. Latency Tolerance in Modern CPUs

Three key latency tolerance techniques used in modern
CPUs are MLP arising from OoO execution, on-chip caches,
and prefetching. First, OoO execution relies on the reorder
buffer (ROB) to look ahead down the instruction stream
and it can support multiple in-flight memory requests with
the help of load/store queues, non-blocking caches, and
parallelism in the DRAM. For memory-intensive applica-
tions, a larger instruction window exposes more MLP and
improves performance by overlapping the long latencies of
multiple DRAM requests [41]. Second, caches reduce off-
chip access latencies by locating data closer to the core
to leverage spatial and temporal locality. A typical modern
cache hierarchy consists of multiple levels of both private
and shared caches, which makes up about 50% of the total
chip area [42]. Third, hardware prefetchers located in the
cache hierarchy monitor simple access patterns, such as



streams or strides with low overhead, and fetch data into
the caches ahead of the demand access [43].

III. EXPERIMENT SETUP

In this section, we present the experimental platform and
the benchmark used for our characterization.

A. Profiling Platform

Profiling experiments have been done using SNIPER
simulator, an x86 simulator based on the interval simulation
model [44]. We selected SNIPER over other simulators
because it has been validated against Intel Xeon X7460
Dunnington [44] and, with an enhanced core model, against
Intel Xeon X5550 Nehalem [45]. Moreover, a recent study
of x86 simulators simulating the Haswell microarchitecture
has shown that SNIPER has the least error when validated
against a real machine [46]. Cache access timings for
different cache capacities were extracted using CACTI [47].
The baseline architecture is described in Table I. We used
fewer cores than typically present in a server node because
previous profiling work has shown that resource utilization
for parallel and single-core executions are similar [33].
Hence, we do not expect the number of cores to change
our observations. We marked the region of interest (ROI) in
the application code. We ran the graph reading portion in
cache warm-up mode and, upon entering the ROI, collected
statistics for 600 million instructions across all the cores.

Table I: Baseline architecture

core

4 cores, ROB = 128-entry, load queue = 48-entry,
store queue = 32-entry, reservation station entries =
36, dispatch width = issue width = commit width =
4, frequency = 2.66GHz

caches

3-level hierarchy, inclusive at all levels, writeback,
least recently used (LRU) replacement policy, data
and tags parallel access, 64B cacheline, separate L1
data and instruction caches

L1D/I
cache

private, 32KB, 8-way set-associative, data access
time = 4 cycles, tag access time = 1 cycle

L2 cache private, 256KB, 8-way set-associative, data access
time = 8 cycles, tag access time = 3 cycles

L3 cache
(LLC)

shared, 8MB, 16-way set-associative, data access
time = 30 cycles, tag access time = 10 cycles

DRAM DDR3, device access latency = 45ns, queue delay
modeled

B. Benchmark

We use the GAP benchmark [48] which consists of
optimized multi-threaded C++ implementations of some of
the most representative algorithms in graph analytics. For
our profiling, we select GAP over a software framework
to rule out any framework-related performance overheads
and extract the true hardware bottlenecks2. We use five
algorithms from GAP, which are summarized in Table II.
A summary of the datasets is shown in Table III (size =
unweighted/weighted).

2Previous study shows a 2-30X slowdown of software frameworks compared to
hand-optimized implementations [49].

Table II: Algorithms
Algorithm Description

Betweenness Centrality
(BC)

Measure the centrality of a vertex, i.e., the
number of shortest paths between any two
other nodes passing through it

Breadth First Search
(BFS) Traverse a graph level by level

PageRank (PR) Rank each vertex on the basis of the ranks of
its neighbors

Single Source Shortest
Path (SSSP)

Find the minimum cost path from a source
vertex to all other vertices

Connected
Components (CC)

Decompose the graph into a set of connected
subgraphs

Table III: Datasets
Dataset vertices edges Size Description
kron [48] 16.8M 260M 2.1GB/2GB* synthetic
urand [48] 8.4M 134M 1.1GB/2.1GB synthetic
orkut [50] 3M 117M 941MB/1.8GB social network
livejournal [50] 4.8M 68.5M 597MB/1.1GB social network
road [48] 23.9M 57.7M 806MB/1.3GB mesh network
* Weighted graph is smaller due to generation from a smaller degree

for a manageable simulation time.

IV. CHARACTERIZATION

To understand the memory-bound behavior in Fig. 1, we
analyze both the core and the cache hierarchy [51].

A. Analysis of the Core and the MLP

Observation#1: Instruction window size is not the factor
impeding MLP. In general, a larger instruction window
improves the hardware capability of utilizing more MLP for
a memory-intensive application [41]. In addition, previous
profiling work on a real machine concludes that the ROB
size is the bottleneck in achieving a high MLP for graph
analytics workloads [33]. However, by changing the design
parameters in our simulator-based profiling, we observe that
even a 4X larger instruction window fails to expose more
MLP. As shown in Fig. 3a, for a 4X instruction window,
the average increase in memory bandwidth utilization is
only 2.7%. Fig. 3b shows the corresponding speedups. The
average speedup is only 1.44%, which is very small for the
large amount of allotted instruction window resources.

Figure 3: (a) Increase in DRAM bandwidth utilization and
(b) overall speedup from a 4X larger ROB

Observation#2: Load-load dependency chains prevent
achieving high MLP. To understand why a larger ROB does
not improve MLP, we track the dependencies of the load
instructions in the ROB and find that the MLP is bounded



(a)

(b)

(c)

Figure 4: (a) Sensitivity of i) L3 MPKI and ii) system performance to shared L3 cache size ((X/Y)=access times for
(tags/data) in cycles); (b) Sensitivity of (i) L2 cache hit rate and (ii) system performance to private L2 cache configurations
(average across all benchmarks); (c) Effect of larger L3 cache on off-chip accesses of different data types (average across
all benchmarks).

by an inherent application-level dependency characteristic.
For every load, we track its dependency backward in the
ROB until we reach an older load instruction. We call
the older load a producer load and the younger load a
consumer load. We find that short producer-consumer load
dependency chains are inherent in graph processing and can
be a serious bottleneck in achieving a high MLP even for
a larger ROB. The two loads cannot be parallelized as they
are constrained by true data dependencies and have to be
executed in program order. Fig. 5 shows that, on average,
43.2% of the loads are part of a dependency chain with
an average chain length of only 2.5, where we define chain
length as the number of instructions in the dependency chain.

Figure 5: load-load dependency in ROB
Observation#3: Graph property data is the consumer in

a dependency chain. To identify the position of each
application data type in the observed load-load dependency
chains, we show the breakdown of producer and consumer
loads by data type in Fig. 6. On average, we find that the
graph property data is mostly a consumer (53.6%) rather
than a producer (5.9%). Issuing graph property data loads is
delayed and cannot be parallelized because it has to depend
on a producer load for its address calculation. Fig. 6 also

Figure 6: Breakdown of producer and consumer loads by
application data type

shows that, on average, graph structure data is mostly a
producer (41.4%) rather than a consumer (6%).

B. Analysis of the Cache Hierarchy

Observation#4: The private L2 cache shows negligible
performance sensitivity, whereas the shared LLC shows
higher performance sensitivity. As shown in Fig. 4a, we vary
the LLC size from 8MB to 64MB and find the optimal point
of 17.4% (max 3.25X) performance improvement for a 4X
increase in the LLC capacity. The mean LLC MPKI (misses
per kilo instructions) is reduced from 20 in the baseline to
16 (16MB) to 12 (32MB) to 10 (64MB). The corresponding
speedups are 7%, 17.4%, and 7.6%. The optimal point is
a balance between a reduced miss rate and a larger LLC
access latency.



Table IV: Prefetch decisions based on profiling observations

Profiling Observation Prefetch Design
Question Answer

Negligible impact of L2 (Observation#4).
In which cache
level to put
prefetched data?

L2 cache, because (1) no risk of cache pollution and (2)
technique to make the under-utilized L2 cache useful.

Intermediate data are mostly cached, struc-
ture/property data are not (Observation#6). What to prefetch? Structure and property data.

• Structure data exhibits a large reuse distance
with a pattern: a cacheline missed in the
L1 cache is almost always serviced by the
DRAM (Observation#6).

• Property data exhibits a randomly large
reuse distance which is larger than the L2
stack depth, leading to heavy LLC and
DRAM accesses (Observation#6).

• In load-load dependency chains, property
data is mostly the consumer, whereas struc-
ture data is mostly the producer (Observa-
tion#3).

How to prefetch?

• Prefetch structure data from the DRAM in a streaming
fashion.

• Prefetch property data using explicit address calculation due
to difficult-to-predict large reuse distance.

• Let the calculation of target property prefetch addresses be
guided by structure data.

• Address calculation of target property prefetches is a serial-
ized process. Decoupling the prefetcher will help break the
serialization.

Load-load dependency chains are short (Obser-
vation#2). When to prefetch?

If property prefetches are guided by structure demand data,
they could be late since dependency chains are short. Hence,
property prefetches should be guided by structure prefetches.

Fig. 4b(i) shows that the L2 hit rate (which is already
very low at 10.6% in the baseline) increases to only 15.3%
after a 2X increase in the capacity while a 4X increase in
set associativity has no impact (hit rate rises to only 10.9%).
Fig. 4b(ii) shows that the system performance exhibits little
sensitivity to different L2 cache configurations (in both
capacity and set associativity). The leftmost bar represents
an architecture with no private L2 caches and no slowdown
compared to a 256KB cache. Therefore, an architecture
without private L2 caches is just as fine for graph processing.

Observation#5: Property data is the primary beneficiary
of LLC capacity. To understand which data type benefits
from a larger LLC, Fig. 4c shows, for each data type, the
percentage of memory references that ends up getting data
from the DRAM. We observe that the most reduction in the
number of off-chip accesses comes from the property data.
Structure and intermediate data benefit negligibly from a
higher L3 capacity. Intermediate data is already accessed
mostly in on-chip caches since only 1.9% of the accesses
to this data type is DRAM-bound in the baseline. On the
other hand, structure data has a higher percentage of off-
chip accesses (7.5%), which remains mostly irresponsive to
a larger LLC capacity.

Observation#6: Graph structure cacheline has the largest
reuse distance among all the data types. Graph property
cacheline has a larger reuse distance than that serviced
by the L2 cache. To further understand the different per-
formance sensitivities of the L2 and L3 caches, we break
down the memory hierarchy usage by application data type
as shown in Fig. 7. In most benchmarks, accesses to the
structure data are serviced by the L1 cache and the DRAM,
which indicates that a cacheline missed in L1 is one that
was referenced in the distant past such that it has been

Figure 7: Breakdown of memory hierarchy usage by appli-
cation data type

evicted from both the L2 and L3 caches. The fact that the
reuse distance is beyond the servicing capability of the LLC
explains why a larger LLC fails to significantly reduce the
proportion of off-chip structure accesses in Fig. 4c. On the
other hand, most of the property data loads missed in the L1
cache cannot be serviced by the L2 cache but can be serviced
by the LLC and the DRAM. Overall, the LLC is more useful
in servicing property accesses rather than structure accesses.
Thus, the property cacheline has a comparatively smaller
reuse distance that is still larger than that captured by the
L2 cache. Finally, Fig. 7 provides evidence that the accesses
to intermediate data are mostly on-chip cache hits in the
L1 cache and the LLC. The reuse distances of the three
data types explain why the private L2 cache fails to service



memory requests and shows negligible benefit.

C. Summary and Opportunities

The memory-bound stalling behavior in graph analytics
arises due to two issues:
• Heterogeneous reuse distances of different data types leads

to intensive DRAM accesses to retrieve structure and
property data.

• Low MLP due to load-load dependency chains, limiting
the possibility of overlapping DRAM accesses.

Our profiling motivates the adoption of prefetching as a
latency tolerance technique for graph analytics. A good
prefetcher can fix the first issue by locating data in on-chip
caches ahead of the demand accesses. Prefetching can also
bring an additional benefit by mitigating the effect of low
MLP. A dependency chain with a consumer property data
means serialization in the address calculation and a delay
in issuing the property data load. However, once issued,
prefetching ensures that the property data hits on-chip, miti-
gating low-MLP induced serially exposed latency. However,
due to heterogeneous reuse distances of the different graph
data types, it is challenging to employ simple hardware
prefetchers that can efficiently prefetch all data types. To
address this challenge, we leverage our observations from
the profiling to make prefetch decisions for DROPLET
architecture, as summarized in Table IV.

V. DROPLET ARCHITECTURE

In this section, we first provide an overview of our pro-
posed prefetcher. Next, we discuss the detailed architecture
design of the components of DROPLET.

A. Overview and Design Choice

We propose a physically decoupled but functionally co-
operative prefetcher co-located at the L2 cache level and
at the MC. Specifically, DROPLET consists of two data-
aware components: the L2 streamer for prefetching structure
data (Fig. 8 1 ) and the memory controller based property
prefetcher (MPP) (Fig. 8 2 ) which is guided by the structure
stream requests from the L2 streamer. Fig. 8 shows the entire
prefetching flow. The blue path shows the flow of prefetch-
ing the structure data using the data-aware L2 streamer. The
stream prefetcher is triggered only by structure data and the
structure prefetch request is almost always guaranteed to go
to the DRAM as observed in our profiling. On the refill
path from the DRAM, the prefetched structure cacheline is
transferred all the way to L2. Also, a copy of the structure
data is forwarded to the MPP, which triggers the property
data prefetching. The green path shows the prefetching flow
of the property data. The MPP reacts to the prefetched
structure cacheline by scanning it for the neighbor node
IDs, computing the virtual addresses of the target property
prefetches using those neighbor IDs, and performing virtual-
physical address translation. To avoid unnecessary DRAM

accesses for property data that may already be on-chip, the
physical prefetch address is used to check the coherence
engine. If not on-chip, the property prefetch address is
queued in the MC. Upon being serviced by the DRAM,
the cacheline is sent to the LLC and the private L2 cache.
Instead, if the to-be-prefetched property cacheline is detected
to be on-chip, it is further copied from the inclusive LLC
into the private L2 cache.
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Figure 8: Overview of DROPLET

Our design choices are based on our profiling observations
as summarized in Table IV. The L2 cache is the location in
which the L2 streamer brings in structure prefetches and
the MPP sends property prefetches. Despite this fact, we
design a decoupled property prefetcher in the MC in order
to break the serialization arising from consumer property
data in a dependency chain. A single prefetcher at the
L2 cache would have to wait until the structure prefetch
returns to the L2 cache before the property address can be
calculated and issued for prefetching. By decoupling the
prefetcher, the property address can be calculated as soon
as the producer structure prefetch arrives on the chip at the
MC. This overlaps the return of the structure prefetch on
the refill path through the caches and the issuing of the
subsequent property prefetch, breaking the serialization. A
previous work, which dynamically offloads and accelerates
dependent load chains in the MC, shows a 20% lower latency
when a dependent load is issued from the MC rather than
from the core side [52]. We use this insight in our prefetching
scheme to achieve better timeliness by aggressively issuing
property prefetch requests directly from the MC.

B. L2 Streamer for Structure Data

First, we discuss the difficulties posed by a conventional
streamer for graph workloads. Next, to address these chal-
lenges, we propose the design of a data-aware L2 streamer.

1) Shortcomings of a Conventional Streamer: A con-
ventional L2 streamer, as shown in Fig. 9(a), can snoop
all cacheblock addresses missed in the L1 cache and can
track multiple streams, each with its own tracker (tracking
address) [53]. Once a tracker has been allocated, the stream



requires two additional miss addresses to confirm a stream
before starting to prefetch [53]. In graph processing, such a
streamer is detrimental to both structure and property data
in terms of prefetch accuracy and coverage. First, due to
the streamer’s ability to snoop all L1 miss addresses, many
trackers in the streamer get wastefully assigned to track
pages corresponding to the property and the intermediate
data types. These trackers are wasteful due to one of the two
reasons: (1) often, a stream is not successfully detected due
to large reuse distances, which results in small property and
intermediate prefetch volumes and low coverage; (2) due
to random accesses, these trackers get the wrong signals,
i.e., random streams are detected, leading to mostly useless
prefetches (low prefetch accuracy). The direct consequence
of property and intermediate data trackers is the reduction in
the effective number of trackers available for structure data
(the data type which actually shows stream behavior) at any
given time. This reduces the volume of structure prefetches
and the coverage for structure data.
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Figure 9: L2 streamer for prefetching structure data. Extra
bits in purple and newly added cache controller decision-
making in blue.

2) Data-aware Streamer in DROPLET: To address the
problems of a conventional streamer, our proposed streamer
is data-aware, i.e., it operates only on structure data to bring
in a high volume of accurate structure prefetches. Fig. 9(b)
shows how this is achieved. We use a variant of malloc to
allocate graph structure data (see Section VI), which updates
page table entries with an extra bit (“1”=structure data).
Upon address translation at the L1D cache, this extra bit
in the TLB entry (Fig. 9(b) 1 ) is copied to the L1D cache
controller. When an access misses in the L1D cache, the
L1D controller buffers this extra bit, together with the miss
address, into the L2 request queue. Hence, the L2 request
queue is augmented with an additional bit (Fig. 9(b) 2 )
to identify whether a request address corresponds to the
structure data. The L2 cache controller in our design pref-
erentially guides into the streamer only the addresses in the
request queue which belong to structure data (as recognized
by the extra bit being “1”). Another input to the streamer is
a feedback from the L2 cache. When a L2 hit occurs to an
address corresponding to structure data, the address is sent
to the streamer. Finally, the L2 streamer buffers its target
prefetch addresses in the L3 request queue and stores the

prefetched data in the L2 cache.
In contrast to a conventional streamer, as shown in

Fig. 9(a), our design contains two fundamental modifications
guided by our observations in Section IV. First, our data-
aware L2 streamer is triggered only by structure data
to overcome the shortcomings of a conventional streamer
mentioned in Section V-B1. Second, as opposed to a conven-
tional L2 streamer that buffers the target prefetch addresses
in the L2 request queue, we buffer them in the L3 request
queue. This design choice is guided by our observation that
new structure cachelines are serviced by a lower level in the
memory hierarchy. Later in Section VII, we quantitatively
analyze the superiority of our data-aware structure streamer
over the conventional design in terms of both performance
and bandwidth savings.

C. Memory Controller (MC)

First, the memory request buffer (MRB) is used to give
the MC the knowledge of (1) whether a cacheline coming
from the DRAM corresponds to a structure prefetch and (2)
which core sent the structure prefetch request. Second, we
incorporate the MPP unit.

1) Memory Request Buffer (MRB): When cachelines are
on their refill path from the DRAM, the MC needs to filter
the ones corresponding to structure prefetches to transfer
their copies to the MPP for property prefetching. To enable
this, we reinterpret the C-bit (criticality bit) in the baseline
MRB, as shown in Fig. 10 (in the lower left corner), which
differentiates a prefetch request from a demand request for
priority-based scheduling purposes in modern MCs [54]. If
the C-bit is set, in addition to indicating a prefetch request,
it specifically indicates a structure prefetch since it comes
from the L2 streamer, which only sends structure prefetch
requests. We also add a core ID field to give the MPP the
knowledge of which core sent the structure prefetch request
so that it can later send the property prefetches into that
core’s private L2 cache.

2) MC based Property Prefetcher (MPP): As shown in
Fig. 10, the MPP consists of a property address generator
(PAG), a FIFO virtual address buffer (VAB), a near-memory
TLB (MTLB), and a FIFO physical address buffer (PAB).
If a cacheline from the DRAM is detected to be a structure
prefetch (see Section V-C1), its copy is transferred to the
MPP.

The prefetched structure cacheline is propagated to the
PAG which is shown in detail in Fig. 10. The PAG scans
the cacheline in parallel for neighbor IDs that are indices to
the property data array. To calculate the target virtual address
of the property prefetch from a scanned neighbor ID, we use
the following equation:

property address = base + 4× neighbor ID (1)

where base is the base virtual address of the property
array and the granularity of the property data is 4B. The



PAG receives two pieces of information from the software
(see Section VI): (1) the base in Equation 1 and (2) the
granularity at which the structure cacheline needs to be
scanned (4B for unweighted graphs and 8B for weighted
graphs). One structure cacheline can generate 8 and 16
property addresses per cycle for weighted and unweighted
graphs, respectively.

The virtual addresses generated by the PAG, together
with the corresponding core ID, are buffered in the VAB
for translation. The translation happens through a small
MTLB (see Section V-C3), upon which the resulting physi-
cal address is buffered in the PAB. The physical address is
then used to check the coherence engine and determine the
subsequent prefetch path of the property data, as described
in Section V-A.
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Figure 10: MC-based Property Prefetcher (MPP)

3) Virtual Address Translation in MTLB: The MTLB
caches mappings of the property data pages to allow virtual-
physical translation of the property prefetch addresses in
the MPP. A MTLB miss is handled by page-walking, but a
property prefetch address encountering a page fault is simply
dropped. Like core-side TLBs, the MTLB should also be
involved in the TLB shootdown process so that the MPP
does not continue using stale mappings to prefetch wrong
data. To optimize the coherency maintenance between the
core-side TLBs and the MTLB, and to reduce the number
of invalidations to the MTLB, we leverage (1) the extra bit
in the TLBs used to differentiate between structure and non-
structure data and (2) the fact that the MTLB caches only
property mappings. Due to these two features, during a TLB
shootdown, MTLB entries are invalidated using only the
core-side TLB invalidations for entries that have an extra
bit with the value “0” (indicating non-structure data).

D. Hardware Overhead

DROPLET incurs negligible area overhead. The data-
aware streamer in DROPLET requires storing extra infor-
mation in the page table and the L2 request queue entries.
In the hierarchical paging scheme in x86-64, each paging
structure consists of 512 64-bit entries, leading to a 4KB
storage [55]. The addition of an extra bit in each page table
entry to identify structure data results in a 64B (1.56%)

storage overhead in the paging structure. Assuming a 32-
entry L2 request queue [56], with each entry containing
the miss address and the status [57], the addition of an
extra bit results in a 4B (1.54%) queue storage overhead.
In addition, property prefetching in DROPLET introduces
the MPP and requires additional storage in the MRB. Using
McPAT integrated with SNIPER, we find the area of the
baseline chip to be 188 mm2 in a 45nm technology node.
The area of the MPP, with its parameters shown in Table V,
is 0.0654 mm2, resulting in a 0.0348% area overhead with
respect to the entire chip. With a 7.7KB storage, the VAB,
the PAB, and the MTLB comprise 95.5% of the total MPP
area. For the MRB, the additional storage required for the
core ID field for our quad-core system is only 64B, if
assuming a 256-entry MRB.

VI. DISCUSSION

System support for address identification. DROPLET is
data-aware in two aspects. First, the L2 streamer is only
triggered by structure data. Second, the MPP prefetches only
property data with the knowledge of the base address of
the property array and the scan granularity of the structure
cacheline. To obtain this information, DROPLET needs help
from the operating system and the graph data allocation layer
of graph processing frameworks. Similar to prior work [58],
[59], we develop a specialized malloc function which can
label all allocated pages with an extra bit in the page table
to help identify structure data during address translation at
the L1D cache (the extra bit being “1” indicates structure
data). The specialized malloc function can also pass in some
information to be written into the hardware registers in the
MPP. When allocating the structure data, the malloc function
writes the scan granularity of the structure cacheline in the
MPP. The malloc function for the property data writes the
base address of the property array in the MPP. We add
a special store instruction to provide an interface for the
processor to write these two registers in the MPP 3.
User Interface. DROPLET requires the above malloc mod-
ification only at the framework level and is transparent
to user source code. This is because, in the system stack
for graph processing frameworks, the layer of graph data
allocation and management (the layer at which we introduce
a specialized malloc) is separate from user code [59]. Hence,
our modification can be handled “behind the scenes” by the
data management layer without modifying the API for users.
Applicability to different programming models and data
layouts. In this work, we assume a CSR data layout and
a programming abstraction focused on the vertex (see Sec-
tion II-A). DROPLET is easily extensible to other abstrac-
tions because a common aspect across most abstractions is
that they maintain data in two distinct parts which can be
mapped to our data type terminology (structure and property

3The configuration registers of the MPP are part of the context and are backed up
and restored when switching between graph analytics processes.
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Figure 11: (a) Performance improvement of the six configurations; (b) Performance summary for Fig. 11a (each entry is the
geomean of the speedups across all the five datasets).

data). For example, in edge-centric graph processing [12],
[29], structure data would be equivalent to a sorted or
unsorted edge array which is typically streamed in from
slower to faster memory [12], [29]. DROPLET can prefetch
these edge streams and use them to trigger a MPP located
near the slower memory to prefetch property data. Moreover,
DROPLET can easily handle multi-property graphs by using
the information from prefetched structure data to index one
property array (in case the property data layout is an array of
vectors) or multiple property arrays (in the case of separate
arrays for each property).
Applicability to larger graphs. DROPLET is based on
the observations obtained from profiling graph processing
workloads on a simulated multi-core architecture. As op-
posed to a real machine, a simulated platform provides much
higher flexibility for data-aware profiling and for studying
the explicit performance sensitivities of the instruction win-
dow and the cache hierarchy. However, the trade-off is the
restriction to somewhat small datasets to achieve manageable
simulation times. However, our profiling conclusions (hence
the effectiveness of our proposed DROPLET design) still
hold for larger graphs because of two aspects. First, we use
small datasets that are still larger than that fully captured by
the on-chip caches, which stresses the memory subsystem
sufficiently. Second, we explain the observed architecture
bottlenecks in terms of inherent data type features such as
dependency characteristics and reuse distances, which are
independent of the data size.
Multiple MCs. Our experimental platform consists of a
single MC in a quad-core system. However, platforms with
more cores may contain multiple MCs and data may be
interleaved across DRAM channels connected to different
MCs. It is possible that a property prefetch address generated
by the MPP of one MC may actually be located in a DRAM
channel connected to another MC. In such a case, we adopt a
technique similar to prior work [52]. The property prefetch
request, together with the core ID, is directly sent to the
MRB of the destination MC for prefetching.

VII. DROPLET EVALUATION

In this section, we discuss the experimental setup and the
evaluation results for DROPLET.

A. Prefetch Experiment Setup

Beyond Table I, the features of the prefetchers used for
evaluation are shown in Table V. Evaluation is performed
for six prefetcher configurations listed below.
GHB [39]: This is a G/DC (Global/Delta Correlation) L2
prefetcher.
VLDP [38]: This is a L2 prefetcher which, unlike GHB,
can use longer and variable delta histories to make more
accurate prefetch predictions.
stream: This is the conventional L2 streamer which can
snoop all L1 miss addresses.
streamMPP1: This is a conventional L2 streamer together
with a MPP. This configuration shows the benefit of let-
ting property prefetching be guided by structure streaming.
However, since the L2 streamer is not data-aware, relying
only on the C-bit in the MRB to identify structure data does
not work. So, we use MPP1 which is equivalent to MPP
equipped with the ability to recognize structure data.
DROPLET: Unlike stream and streamMPP1, the L2 strea-
mer is structure-only. When compared to streamMPP1,
DROPLET shows the additional benefit by restricting the
streamer to work on structure data only.
monoDROPLETL1: This prefetcher is a data-aware strea-
mer + MPP14 implemented monolithically at the L1 cache,
an arrangement close to the state-of-the-art graph prefetching
proposition of Ainsworth et al. [40]. Although [40] uses
a worklist-triggered recursive prefetcher instead of a data-
aware streamer + MPP1, monoDROPLETL1 imitates their
design philosophies of 1) a monolithic prefetcher and 2)
bringing all prefetches into the L1 cache. Hence, we select
this design point to evaluate if DROPLET provides any per-
formance benefit over a [40]-like monolithic L1 prefetcher.

B. Performance Results

Fig. 11a and 11b show the performance improvement of
the six configurations normalized to a no-prefetch baseline.
Among all of them, DROPLET provides the best perfor-
mance for CC (102%), PR (30%), BC (19%), and SSSP
(32%). In these four algorithms, the only exception is the
road dataset (CC-road, PR-road, and SSSP-road) where
streamMPP1 is the best performer (see Section VII-C1). For

4The MPP1 in monoDROPLETL1 can reuse the core-side TLB and does not require
a MTLB.



Table V: Prefetchers for evaluation
L2
GHB index table size = 512, buffer size = 512

L2
VLDP

implemented using code from [56], last 64 pages
tracked by DHB, 64-entry OPT, 3 cascaded 64-
entry DPTs

L2
strea-
mer

implemented as described in section 2.1 of [53],
prefetch distance=16, number of streams=64, stops
at page boundary

MPP

address generation latency in PAG = 2 cycles, 512-
entry VAB and PAB, 128-entry MTLB, 2 64-bit
registers, coherence engine checking overhead=10
cycles

MPP1 MPP augmented with the ability to identify a
prefetched structure cacheline

BFS, DROPLET provides a 26% performance improvement,
but the best prefetcher is streamMPP1 with an average
improvement of 36% (see Section VII-C1). DROPLET could
easily be extended to adaptively turn off the streamer’s data-
awareness to convert it into the streamMPP1 design. In that
case, our design would be no worse than streamMPP1 for
BFS and the road dataset.

Compared to a conventional stream prefetcher, DROP-
LET provides performance improvements of 74% for CC,
9% for PR, 19% for BC, and 16.8% for SSSP. These
improvements come from both the MPP and the data-
aware streamer, as shown by the progressive speedup from
stream to DROPLET. For BFS, streamMPP1 outperforms
the conventional streamer by 5.4% but DROPLET slightly
degrades performance by 2.3%.

Compared to monoDROPLETL1 (close to [40]), DROP-
LET provides performance improvements of 11% for CC,
4% for PR, 6% for BC, 12.5% for BFS, and 4% for SSSP.
DROPLET differs from monoDROPLETL1 by 1) adopting
a physically decoupled design and 2) prefetching into the
L2 instead of the L1. DROPLET performs better because
it achieves better prefetch timeliness by decoupling the
structure and property prefetching (Section V-A). The benefit
of decoupling is more so because computation per memory
access is very low in graph processing. In addition, DROP-
LET does not pollute the more useful L1 cache. Instead, it
prefetches into the L2 cache which is poorly utilized in graph
processing (Section IV-B). In addition to the performance
benefit, DROPLET offers two critical advantages over [40]
in terms of practicality and simplicity. First, [40] triggers
its prefetcher with an implementation specific data structure
called the worklist. However, many all-active algorithms are
the simplest to implement without having to maintain a
worklist [48]. For [40], these algorithms have to re-written
to integrate a worklist data structure. In contrast, DROPLET
does not depend on any worklist, leverages the intrinsic reuse
distance feature of graph structure data to trigger the pre-
fetcher, and introduces a special malloc which is transparent
to user code (Section VI). Second, unlike [40], we do not
require additional hardware to ensure prefetch timeliness.

We achieve timeliness by using a decoupled design to break
the serialization between structure and property data.

DROPLET outperforms G/DC GHB by 115% for CC,
35% for PR, 23% for BC, 19% for BFS, and 31% for
SSSP. GHB is overall the least performing prefetcher in our
evaluation. This is because it is hard to identify consistent
correlation patterns in graph processing due to the hetero-
geneous reuse distances of different data types.

Compared to VLDP, DROPLET provides performance
improvements of 74% for CC, 23% for PR, 14% for BC, and
20% for SSSP. For BFS, streamMPP1 outperforms VLDP by
6% but DROPLET slightly degrades performance by 1.6%.
On average, the performance improvement of DROPLET
compared to VLDP is similar to its improvement compared
to the conventional stream prefetcher. Due to complex reuse
distances of different data types, delta histories may not
always make effective prefetch predictions.

C. Explaining DROPLET’s Performance

In this section, we zoom in on DROPLET to demystify its
performance benefits. Since DROPLET is an enhancement
upon the L2 streamer to include a data-aware streamer and a
MPP, we compare to stream and streamMPP1 configurations
to show the additional effect of each component.

Figure 12: L2 cache performance. The set of numbers shows
the average for the three prefetch configurations across the
five datasets.

1) Benefit to Demand Accesses: L2 cache performance:
Fig. 12 shows that DROPLET converts the seriously under-
utilized L2 cache (Fig. 4b) into a higher performance re-
source by increasing the L2 hit rate to 62%, 76%, 14%, 38%,
and 50% for CC, PR, BC5, BFS, and SSSP, respectively. The
L2 hit rate for DROPLET is the highest on average for CC,
PR, BC, and SSSP. Fig. 12 also explains why streamMPP1
is the ideal prefetcher for the road dataset and most BFS
benchmarks. For these benchmarks, the conventional strea-
mer provides a comparatively higher cache performance, in-
dicating that the streamer may also be effective at capturing
some property prefetches. Hence, by making the streamer
structure-only in DROPLET, we lose the streamer-induced

5The value is relatively lower due to BC-road and BC-urand exceptions which do
not benefit highly from any prefetcher configuration. However, DROPLET causes no
slowdown for them (Fig. 11a).



property prefetches, leading to a lower L2 cache hit rate
when using DROPLET over streamMPP1.

Figure 13: Off-chip demand accesses
Off-chip demand accesses: To understand how the two
components of DROPLET (MPP and data-aware streamer)
affect the off-chip demand accesses to structure and property
data, Fig. 13 breaks down the demand MPKI from the LLC
by data type. Below, we summarize our observations on the
additive benefit of each prefetch configuration:
(1) Compared to the no-prefetch baseline, stream reduces
structure demand MPKI in all cases (71.3%, 58.9%, 21.5%,
39.7%, and 44.4% for CC, PR, BC, BFS, and SSSP, re-
spectively), but it mostly fails in significantly reducing the
property demand MPKI because of its inability to capture
such difficult-to-predict large reuse distances. The only
exception is BFS, in which the property MPKI is reduced
by 23%, corroborating the earlier observation that stream
is comparatively better at capturing property prefetches for
most BFS benchmarks.
(2) Compared to stream, streamMPP1 significantly reduces
the property MPKI for all algorithms (39.5%, 48.7%, 24.8%,
92.8%, and 41.4% for CC, PR, BC, BFS, and SSSP, re-
spectively), but it does not significantly reduce the structure
MPKI. The property MPKI reduction comes from the MPP,
which follows structure prefetches to bring in a high volume
of useful property prefetches. Structure MPKI does not
benefit because the streamers in stream and streamMPP1
are the same.
(3) Compared to streamMPP1, DROPLET further reduces
structure demand MPKI (76.6%, 62.4%, 45.7%, 5.73%,
and 41% for CC, PR, BC, BFS, and SSSP, respectively)
because a structure-only streamer leads to a larger volume
of structure prefetches by dedicating all the trackers to struc-
ture memory regions. Correspondingly, the property MPKI
is also reduced since property prefetches accompany the
structure prefetches (47.5%, 48.5%, 44.6%, 3.6%, and 39%
for CC, PR, BC, BFS, and SSSP, respectively). However,
we observe that the benefit for BFS is small compared to
other algorithms. Hence, the small reduction in the LLC
MPKI, together with a lower L2 cache performance, further
explains why streamMPP1 rather than DROPLET is the ideal
prefetcher for the BFS algorithm.
Prefetch accuracy: Fig. 14 shows the prefetch accuracies

Figure 14: Prefetch accuracy

for the three prefetch configurations and the two data types.
For structure data, DROPLET has the highest prefetch
accuracy for all the algorithms. The accuracies are 100%
for CC, 95% for PR, 53% for BC, 66% for BFS, and
64% for SSSP. For property data, DROPLET’s prefetch
accuracy is the highest for CC (94%), PR (95%), BC (46%),
and SSSP (70%). For BFS, the property prefetch accuracy
for DROPLET (47%) is lower than that of stream (70%).
Overall, CC and PR have a higher prefetch accuracy for
structure and property data than BC, BFS, and SSSP. This
is because the former two algorithms process vertices in very
sequential order. On the other hand, the BC, BFS, and SSSP
algorithms depend on intermediate data structures, such as
bins or worklists, when processing vertices. Consequently,
the access pattern for structure data in BC, BFS, and SSSP
consists of random starting points from which data can start
being streamed.

2) Overheads of Prefetching: One of the side effects
of prefetching is additional bandwidth consumption due
to inaccurate prefetches, which may offset performance
gains. DROPLET incurs low extra bandwidth consumption.
Fig. 15 shows the extra bandwidth consumption for the three
configurations measured in BPKI (bus accesses per kilo in-
structions). Compared to a no-prefetch baseline, DROPLET
requires 6.5%, 7%, 11.3%, 19.9%, and 15.1% additional
bandwidth for CC, PR, BC, BFS, and SSSP, respectively.
The bandwidth requirement for CC and PR is smaller due
to the comparatively higher structure and property prefetch
accuracies.

VIII. RELATED WORK

Graph characterization. Prior characterization on real
hardware [33]–[37] provides insights such as high cache
miss rates [35], under-utilization of memory bandwidth [33],
[34], and limited instruction window size [33]. Our profiling
fills in the gaps in previous work through its data-aware
feature and an explicit performance sensitivity analysis of
the instruction window and the caches.



Figure 15: Additional off-chip bandwidth consumption

Prefetching. Although prefetching is a well-studied topic
[38], [39], [60]–[69], our work shows that many state-of-
the-art prefetchers are not adequate for graph processing
(Section VII-B). Our contributions lie in the in-depth anal-
ysis of the data type behavior in graph analytics and in
the observation-oriented prefetching design decisions (data-
aware and decoupled prefetcher).

IMP [70] is a hardware-only L1 prefetcher for indirect
memory references. Unlike IMP, we use the system support
for data awareness to avoid long and complex prefetcher
training. A data-aware prefetcher removes the need for
IMP’s strict and not-widely-applicable assumption of very
long streams to be eventually able to train the prefetcher. In
addition, we show that, for graph processing, a decoupled
architecture provides performance benefits over a monolithic
prefetcher (the design adopted by IMP) (Section VII-B).

Many prefetchers have been proposed for linked-list type
data structures [60]–[63]. However, they prefetch at multiple
levels of recursion (over-prefetch), whereas the structure-to-
property indirect array access in graph analytics represents
only one level of dependency. Runahead execution [66] uses
a stalled ROB to execute ahead in the program path but can
only prefetch independent cache misses. Dependence graph
precomputation [67] is not data-aware and it requires large
hardware resources to dynamically identify dependent load
chains for precomputation.
Near-memory prefetchers and accelerators. There exist
near-memory prefetchers that perform next-line prefetching
from the DRAM row buffer [71] or prefetch linked-list data
structures [61], [72]. To the best of our knowledge, our work
is the first to propose a data-aware prefetcher in the MC for
indirect array accesses in graph analytics. In addition, our
near-memory MPP is significantly different from previous
approaches [61], [71], [72] in how it is guided by a data-
aware L2 streamer.

Hashemi et al. [52] propose, for SPEC CPU2006 bench-
marks, dynamically offloading dependent chains predicted
to be cache misses to the MC for acceleration. However,
in graph analytics, such a scheme could lead to high over-
heads from very frequent offloading since cache miss rates
are much higher. Instead, we use the concept of issuing
requests directly from the MC to decouple our prefetcher

and to achieve aggressive and timely property prefetching
(Section V-A). Note that acceleration and prefetching are
two orthogonal techniques, and can be combined to gain
benefit from both.

IX. CONCLUSION

This paper analyzes and optimizes the memory hierarchy
for single-machine in-memory graph analytics. First, we
characterize the MLP and the cache hierarchy and find
that 1) load-load dependency chains, with consumer graph
property data, form the bottleneck in achieving a high
MLP and 2) the L2 cache has little impact on the system
performance, whereas the LLC exhibits a higher perfor-
mance sensitivity. Next, using the profiling insights, we
propose the architecture design for an application-specific
prefetcher called DROPLET. DROPLET is data-aware and
prefetches graph structure and property data in a physically
decoupled but functionally cooperative manner. DROPLET
achieves 19%-102% performance improvement over a no-
prefetch baseline, 9%-74% performance improvement over
a conventional stream prefetcher, 14%-74% performance
improvement over VLDP, and 19%-115% performance im-
provement over a G/DC GHB. DROPLET performs 4%-
12.5% better than a monolithic L1 prefetcher similar to the
state-of-the-art prefetcher for graphs.
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