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Code Compression for Embedded VLIW Processors
Using Variable-to-Fixed Coding
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Abstract—In embedded system design, memory is one of the
most restricted resources, posing serious constraints on pro-
gram size. Code compression has been used as a solution to
reduce the code size for embedded systems. Lossless data com-
pression techniques are used to compress instructions, which
are then decompressed on-the-fly during execution. Previous
work used fixed-to-variable coding algorithms that translate
fixed-length bit sequences into variable-length bit sequences. In
this paper, we present a class of code compression techniques
called variable-to-fixed code compression (V2FCC), which uses
variable-to-fixed coding schemes based on either Tunstall coding
or arithmetic coding. Though the techniques are suitable for both
reduced instruction set computer (RISC) and very long instruc-
tion word (VLIW) architectures, they favor VLIW architectures
which require a high-bandwidth instruction prefetch mechanism
to supply multiple operations per cycle, and fast decompression
is critical to overcome the communication bottleneck between
memory and CPU. Experimental results for a VLIW embedded
processor TMS320C6x show that the compression ratios using
memoryless V2FCC and Markov V2FCC are around 82.5% and
70%, respectively. Decompression unit designs for memoryless
V2FCC and Markov V2FCC are implemented in TSMC 0.25- m
technology.

Index Terms—Data compression, memory architecture, memory
management.

I. INTRODUCTION

EMBEDDED computing systems are space and cost sensi-
tive. Memory is one of the most restricted resources, which

poses serious constraints on program size. For example, in an
application such as a high-end hard disk drive [16], an em-
bedded processor occupies a silicon area of about 6 mm , while
the program memory for that processor takes 20–40 mm . In
many embedded systems, the cost of RAM or ROM often out-
weighs that of the main processors. Choosing a processor for
an embedded system is sometimes determined by the code size,
not performance, since the difference between one CPU’s ob-
ject code and another can be as much as a 3:1 ratio.

Even though the cost of memory has decreased considerably
during the past few years, code size reduction is still one of the
most important design goals for embedded systems due to the
following reasons.
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Fig. 1. Codesize (in kilobytes) of an MPEG2 encoder on different architec-
tures.

1) Embedded system designers are adding more functions and
creating more complex programs. Users are always inter-
ested in having more functions in the same memory.

2) More and more embedded system programs are written
in high-level languages, which are then compiled into bi-
nary code that can be executed by processors, such that the
development cost for software can be reduced. However,
the compiler-generated code is often much larger than the
hand-optimized assembly code.

3) Many embedded systems use reduced instruction set com-
puter (RISC) or very long instruction word (VLIW) pro-
cessors, which have a “code size bloating” problem com-
pared to complex instruction set computer (CISC) proces-
sors. For example, Fig. 1 shows the code size of an MPEG2
encoder compiled for different architectures. The code size
is about 50 kB for the Intel x86, which is a typical CISC
architecture; while the code size compiled for SHARC (a
RISC processor from Analog Device) and TMS320C6x (a
VLIW processor from Texas Instruments) are 106.2 and
182.1 kB, respectively.

A. Code Size Reduction

There have been many efforts to reduce embedded system
code size for RISC and VLIW architectures, and they can be
categorized as the following.

• Compiler Techniques: This approach explores the use of
compiler techniques [7]–[9], [32] to accomplish code com-
paction to yield smaller executables. Register renaming,
interprocedural optimization, together with procedural ab-
straction of repeated code fragments, can achieve reduc-
tion in code size. For example, procedure abstraction [28]
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is a program optimization that replaces repeated sequences
of common code with calls to a single procedure that per-
forms the computation, and 11% reduction in code size is
reported for a TMS320C25 processor. The compiler tech-
niques have the advantage of avoiding any runtime decom-
pression overheads and require no hardware change. Typ-
ically, a decompression engine is not required because the
code generated can be directly executed by the processor.
The necessary modifications on software tools, such as
compilers and linkers, make such techniques impractical
in many applications.

• ISA Modification: This approach modifies or customizes
the instruction set architecture to achieve code size reduc-
tion. Normally, the hardware that executes instructions has
to be modified or customized. For example, the Thumb
instruction set [3] is a modification of the original ARM
instruction set (32-bit instructions). It contains 36 instruc-
tions which consist of a subset of the most frequently
used 32-bit ARM instructions. These 36 instructions are
recoded into 16-bit long instructions. MIPS16 [17] is
another approach that is very similar to Thumb. A subset
of 32-bit MIPS-III instructions are mapped to 16-bit
MIPS16 instructions, which can be translated in real-time
into MIPS-III instructions. This approach requires a con-
siderable effort to design the instruction set and requires
a new instruction decoder, a whole new set of software
development tools, such as a specialized compiler, an
assembler, and a linker.

• Code Compression: Another solution to address the code
size constraint problem, which is the approach we take
in this paper, is code compression, which refers to com-
pressing the executable program offline and decompress it
on-the-fly during execution [16], [21], [27], [5]. It was first
proposed in the early 1990s and plenty of work has been
done to reduce the code size for RISC embedded proces-
sors. This approach requires no change of compiler or pro-
cessor architecture. It can also be combined together with
the previous two approaches to achieve further code size
reduction.

B. Code Compression Background

A code compression/decompression scheme typically oper-
ates in a manner transparent to the processor and requires no
change to such tools as compilers, linkers, and loaders. For ex-
ample, in IBM’s Codepack [16], the compressed code is stored
in the memory and the decompression core is placed between
the memory and the cache, such that the instruction cache con-
tains decompressed instructions ready for execution. This archi-
tecture is illustrated in Fig. 2. In this subsection, we describe the
requirements for code compression and give several common
definitions that are used in the code compression area.

Code compression has many unique characteristics that are
not found in general purpose data compression. Many of the
existing state-of-art data compression algorithms cannot be ap-
plied to code compression directly. Compressed codes must be
decompressed during program execution. This implies that it is
necessary to ensure random access during decompression, since
branch, jump, and call instructions can alter the program execu-

Fig. 2. IBM Codepack code compression for Power PC.

tion flow. It is, therefore, necessary to split code into segments or
blocks that can be decompressed individually. However, if pro-
gram compression is done offline when loading the program in
memory, it is possible to use a global probability model for the
whole program. Probability models are used in data compres-
sion to store the input’s statistical properties in order to com-
press more effectively [4]. This is the approach adopted here; a
suitable probability model is built for the whole program, and
the model is used to decompress small blocks while executing.
To make decompression hardware simpler, the compression al-
gorithm poses a byte alignment restriction (i.e., the compressed
block must be byte aligned): if the number of bits in a com-
pressed block is not a multiple of 8, a few extra bits are padded
to ensure that the compressed block is byte aligned. In this way,
we can ensure that all the compressed blocks would start at a
byte-aligned boundary.

The criteria to measure the efficiency of a code compression
scheme is compression ratio, which is defined as the ratio of the
size of compressed instruction segment over the size of original
instruction segment

Another problem associated with code compression is in-
dexing the compressed blocks. Normally the code compression
approach needs no modification of the CPU architecture. The
instruction fetch unit of the CPU generates a program address
and sends it over to the cache and the memory. The program
address increases by the original instruction size and when en-
countering an instruction that alters the flow of the program
(such as a branch instruction), the target address will be calcu-
lated and the target instruction will be fetched from a different
location in the memory or in the cache. If the main memory is
compressed, the original program address will not store the ex-
pected instruction that the CPU needs. Therefore, it is necessary
to build a mapping between the original address space and the
compressed address space. There are two main approaches to
solve this problem. Wolfe and Chanin proposed to use a line ad-
dress table (LAT) [35], which maps a program instruction block
address into a compressed code instruction block address. The
table has to be stored in the memory, and incurs a small overhead
(about 3% of the original program size). Lefurgy et al. [21] pro-
posed an alternative approach. First, compress the whole pro-
gram, then, patch branch offsets during a second phase, to point
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to a compressed code. This approach can save the LAT that
occupies space, but the processor needs some modification to
handle unaligned (compressed) branch targets. In this work, we
follow the LAT approach.

Depending on where to place the decompression engine in
the memory hierarchy, the decompression architecture can be
classified into two categories.

1) Precache Architecture: The decompression engine is
placed between the memory and the cache. The main
memory is compressed but the instruction cache is un-
compressed. Decompression happens whenever there is
a cache miss. The advantage of this architecture is that
decompression is not time critical since it happens only
when the instruction cache needs a refill. Compression
does not improve the utilization of the cache since it is not
compressed.

2) Postcache Architecture: The decompression engine is
placed between the cache and the processor. Memory and
cache contents are both compressed. Decompression hap-
pens at every instruction fetch. Therefore, decompression
is on the critical path of the instruction execution pipeline,
and a fast decompression unit design is critical.

A comprehensive evaluation of these two architectures can be
found elsewhere [36].

C. Code Density for VLIW Processors

VLIW, like RISC and CISC [10], is a processor design phi-
losophy [31], [6]. Several RISC-like instructions are executed
simultaneously at each clock cycle. Unlike superscalar proces-
sors [10], which heavily count on the scheduling hardware to
exploit instruction level parallelism (ILP), VLIW processors
move the complexity from hardware to the compiler. In VLIW,
it is the compiler that exploits instruction level parallelism and
schedules instructions. VLIW architectures have been very at-
tractive since the 1990s due to the hardware simplicity and the
advance of compiler techniques. VLIW processors appear in
many different application areas, from DSP (Texas Instrument’s
TMS320C6x family [13] and Lucent’s StarCore [1]) and VSP
(Philips Semiconductor’s TriMedia [30]), to general-purpose
microprocessors such as Intel’s Itanium, which adopts the IA-64
[2] architecture.

However, VLIW processors have a “code size bloating”
problem compared to CISC processors. Two elements con-
tribute to the increased code size for VLIW architectures.

1) Sparse ILP Encoding: The design philosophy of VLIW
is to move the complexity from hardware to the compiler.
Traditional VLIW architectures tend to need more pro-
gram memory because they use rigid instruction format
and/or special pack/unpack operations [31], [6]. A naive
VLIW implementation keeps a one-to-one correspondence
between functional units and the instruction slots. This in-
struction format is called a canonical instruction format;
whenever there is no instruction that can be executed for a
specific functional unit (FU), it is common to pad a no op-
eration (NOP) instruction in the corresponding instruction
slot.

2) Compiler Techniques: The amount of parallelism avail-
able among a basic block (a sequence of instructions that
have no branch in and branch out except the entry point

and the exit point) is quite limited. In order to explore ILP
and VLIW, compilers use a lot of ambitious compiler tech-
niques [15]. These techniques include: procedure inlining,
cloning, and specialization; loop unrolling; region-sched-
uling compensation code and global code motion. All these
techniques tend to increase the code size for VLIW.

Many modern VLIW processors provide some way to tackle
the sparse ILP encoding problem and remove the inefficiency by
means of clever encoding schemes [13], [1], [2]. Unlike canon-
ical VLIW instruction encoding, which requires rigid instruc-
tion format and wastes bits, modern commercially successful
VLIW architectures allow more flexible instruction combina-
tions. Each subinstruction within the long instruction word does
not necessarily have to correspond to a specific functional unit.
This eliminates most of the NOP instructions found in code for
rigid VLIW architectures, making the code denser. However,
code size bloating caused by compiler techniques is inevitable,
as bloating is a result of the compiler’s attempt to exploit ILP.
Fig. 1 demonstrates the code size bloating problem for modern
VLIW architectures.

D. Paper Overview

In this paper, we propose the use of two variable-to-fixed
length coding algorithms for code compression. One is based
on Tunstall coding and the other is based on arithmetic coding.
These two algorithms are combined with two probability
models. By using a static model, parallel decompression is
achieved and code compression is not application specific. By
using a Markov model, better code size reduction is achieved
for application specific code compression.

The paper is organized as follows. Section II reviews re-
lated work. Section III describes the compression algorithms.
Section IV presents experimental results on a VLIW processor
(TI TMS320C6x). Section V discusses the decompression
engine design. Finally, we conclude the paper in Section VI.

II. RELATED WORK

In this section, we give a brief introduction of previous work
on code compression. We have organized the discussion with
respect to the target architecture, and in particular we focus on
RISC and VLIW architectures.

A. Code Compression for RISC Architectures

The first code compression system for embedded processors
was proposed by Wolfe and Chanin [35], which was called
Compressed Code RISC Processor (CCRP). The instruction
cache holds the uncompressed code and main memory holds
compressed code. Decompression happens whenever there
is a missed cache. They used a byte-based Huffman coding
algorithm [12] with a cache line as the basic block to be com-
pressed. A LAT table is stored in the main memory along with
the instruction code. This table maps program instruction block
addresses into compressed code instruction block addresses.
Since accessing the LAT will increase the cache refill time, a
cache line address lookaside buffer (CLB) is used. The CLB
is essentially identical to a TLB. Their approach achieved
around 73% compression ratio for MIPS instructions [18].
Since Huffman codes are variable length codes, decoding is not
as fast as with dictionary methods.
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Kemp et al., at IBM [16], used the same architecture as
CCRP and proposed a scheme called CodePack. The 32-bit
PowerPC instructions were divided into two 16-bit pieces and
they used two Huffman tables for each piece. To minimize the
indexing table (LAT) requirements, they grouped instructions
into 64-bit blocks. They reported a compression ratio of 60%
for PowerPC code and the performance change in compressed
code was within 10% of native programs. The decompression
overhead was minimized through the adoption of precache de-
compression architecture and the implementation of a prefetch
mechanism: for each cache miss, Codepack fetches and decom-
presses two cache blocks, not just the one that is requested [23].

Lekatsas and Wolf improved the CCRP ratio by replacing
the Huffman coding with two new algorithms: SADC [26] and
SAMC [27]. The SADC algorithm is a hybrid algorithm that
uses both dictionary coding and statistical coding. The average
compression that SADC can achieve is around 52% on MIPS
and 67% on x86 code. The major disadvantage is its decoding
complexity, since it uses both dictionary lookup and Huffman
decoders. Their second algorithm, SAMC, is a statistical coding
algorithm that uses arithmetic coding combined with a Markov
model. They can achieve an average compression ratio of 57%
on MIPS. The compression ratio is much better than Wolfe and
Chanin’s CCRP. However, decompression is more complicated
than CCRP.

Bird and Mudge [5] proposed a dictionary-based method
which outperforms byte-based Huffman coding. Common
instruction sequences are collected and are replaced with a
codeword. This codeword is an index to a dictionary which
contains the original instruction sequence. The dictionary is
accessed during program execution to expand the singleton
codewords back to the original instruction sequence. The final
compressed program is a mixture of codewords and uncom-
pressed instructions. One drawback of this method is that
branch targets should be aligned and the range of branches
is smaller and sometimes requires a jump table. They report
compression ratios of 61%, 66%, and 74% for the PowerPC,
ARM, and i386 instruction sets, respectively.

Previous work mentioned above focused on improving com-
pression ratio, and the decompression speed is typically slow,
and can only be applied to the precache decompression archi-
tecture to minimize the decompression overhead. Lekatsas et
al. [25] proposed a dictionary-based code compression algo-
rithm and a one-cycle code decompression unit is design. It can
achieve a code-size reduction of 35% on average for the Xtensa
1040 processor. Due to its fast decompression, it is suitable for
postcache architecture.

While previous compression methods implemented decom-
pression in hardware, Lefurgy et al. explored the use of software
decompressors [24]. Two hardware modifications are required
to support software-managed decompression. First, an L1 cache
miss must trigger a cache miss exception which runs the de-
compressor program. Second, a privileged instruction used by
the decompressor stores decompressed instructions directly into
the instruction cache.

B. Code Compression for VLIW Architectures

Ishiura and Yamaguchi [14] proposed a compression scheme
for VLIW processors based on automated field partitioning.
The main idea is to produce codes for subfields of instructions,

instead of codes for the whole instructions, thus, keeping the
size of the decompression tables small. They reported average
compression ratios on a VLIW processor of 46%–60%. Nam
et al. [29] also proposed a dictionary-based code compression
scheme using isomorphism among instruction words. They
divided instruction words into two groups: the opcode group
and the operand group. Frequently used instruction words were
extracted from the original code and were mapped into two
dictionaries, an opcode dictionary and an operand dictionary.
They used a SPARC-based trace-driven simulator for a VLIW
processor to do experiments and achieved an average compres-
sion ratio of 63%, 69%, and 71%, for a 4-issue, 8-issue, and
12-issue VLIW architecture, respectively.

Both approaches mentioned above are dictionary-based
schemes and target traditional VLIW architectures, which have
rigid instruction word formats. Modern VLIW processors have
flexible instruction formats. Each subinstruction within the
long instruction does not necessarily correspond to a specific
functional unit. This eliminates most of the NOPs instructions
found in code for rigid VLIW architectures, making the code
denser. This results in VLIW code that is less compressible.
Dictionary compression methods mentioned above work only
for rigid VLIW instruction formats.

Larin and Conte [19] used a statistical algorithm to compress
instructions for embedded VLIW processors. They use Huffman
coding [12] to compress instructions in three different ways: a
byte-based approach, which produce the smallest decoding table
and the simplest decoder; a stream-based approach, which has
better compression ratio than the byte-based approach; and an
instruction based approach that can achieve the best compres-
sion. The tradeoff here is that as the compressed program be-
comes smaller, the Huffman decoder becomes larger. Their ex-
periments are based on the TINKER EPIC Embedded architec-
ture [34]. It is a 40-bit version of the HP PlayDoh VLIW ma-
chine specification adapted for embedded systems.

Xie et al. [37] used a fixed-to-variable code compression
(F2VCC) algorithm for VLIW processors. The F2VCC utilizes
a fixed-to-variable length coding method based on a reduced
precision arithmetic coding algorithm. Decompression speed
is especially important for VLIW architectures, given that the
length of the instruction word is long. The method was applied
to TSM320C6x and the IA64 instruction set. The decompres-
sion architecture design was implemented in TSMC 0.25- m
technology [37].

III. CODE COMPRESSION ALGORITHM

In this section, we present two code compression algorithms
based on variable-to-fixed (V2F) length coding. One is based
on Tunstall coding and the other is based on arithmetic coding.
We first describe the difference between fixed-to-variable (F2V)
length coding and V2F length coding, then discuss the proba-
bility models used for code compression, and finally present the
compression algorithms in detail.

A. F2V Length Coding Versus V2F Length Coding

Most statistical compression algorithms belong to the F2V
coding category, because they encode symbols from the source
using codewords with variable numbers of bits: codewords with
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fewer bits for frequent symbols and codewords with more bits
for symbols that occur less frequently. Huffman coding [12] is
one of the most well-known F2V length coding algorithms.

One of the disadvantages of F2V coding algorithms is that
the compressed code is not readily indexable; it is impossible to
derive the location of a symbol in the compressed code without
decompressing all the previous symbols. As a result, parallel
decompression is difficult, because if we split the compressed
code into small chunks and decompress them in parallel, a
chunk boundary does not necessary coincide with a codeword
boundary. Therefore, decompression is sequential and always
starts from the beginning of a compressed code block.

V2F coding is different from Huffman coding and arithmetic
coding in that it maps variable-length bit sequences into fixed-
length bit sequences. In other words, all codewords are of equal
length.

One advantage of fixed codeword length is that the effects of
errors are confined to the block and the decoder does not lose
synchronism with the next compressed unit; while the corrupted
block may be decoded incorrectly, remaining blocks can still be
decoded correctly. In contrast, Huffman and arithmetic coding
can suffer catastrophic failure in the presence of errors. This ad-
vantage makes V2F length coding attractive for communication
systems where errors and noise may be introduced in the trans-
mission channel. Another advantage is that, since the codeword
length is fixed, it is easy to index into compressed code. If the
codeword length is -bit, the compressed code can be divided
into -bit chunks and each chunk can be decompressed in par-
allel. This parallel decompression property makes V2F coding
very attractive for code compression, especially for VLIW ar-
chitectures, which execute several instructions simultaneously.

Although V2F length codes have been investigated for tradi-
tional data compression, we were unable to locate any direct ref-
erence to prior code compression work involving the use of V2F
length coding. To the best of our knowledge, our research is the
first that applies V2F coding to code compression. In this sec-
tion, we first describe two algorithms to construct a valid V2F
length codebook. The first one is based on Tunstall coding and
the second one is based on arithmetic coding.

B. Modeling for Code Compression

The fundamental role of a probability model is to store the sta-
tistical properties of the source (executable code, in our case,)
in order to compress more effectively. In code compression,
although the program is compressed block by block, if pro-
gram compression is done offline when loading the program in
memory, it is possible to use a global probability model for the
whole program. This is the approach adopted here; a suitable
probability model is built for the whole program, and the model
is used to facilitate the compression and decompression of small
blocks.

A static model is a fixed model that fits all applications.
The probability model is determined in advance from some
sample applications. The simplest probability model is the one
that assumes ones and zeros in the code have independent and
identical distribution (i.i.d.), and, therefore, allocates a fixed
probability for bit 1 and bit 0 irrespective of its position within

Fig. 3. Example of a 4� 4 Markov model.

instructions. By running experiments on a large number of
benchmarks, we observed that, for a specific instruction set
architecture, the distribution of ones and zeros is around a
certain range. For example, our experimental results show that,
for TMS320C6x instruction streams, the probability of a bit to
be zero is around 75%.The drawback of the static model is that
it will give poor compression results whenever these statistics
collected from sample program do not accurately match that of
the program to be compressed. Also, the i.i.d. model does not
take into account the relationship and dependencies among the
input symbols.

A semi-adaptive Markov model addresses the drawback of
the static i.i.d. model by building a statistical model for each
source. A Markov model [4] consists of a number of states,
where each state is connected to other states via two transitions
(left transition is taken when the input bit is 0 and the right tran-
sition is taken when the input bit is 1), and each transition has
a probability assigned to it. We use two variables to describe
a Markov model; the model depth and the model width, which
represent the number of layers and the number of Markov nodes
per layer, respectively. The model’s width is a measurement of
the model’s ability to remember the path to a certain node. We
denote a Markov model with depth and width as an

Markov model. Fig. 3 is an example of a 4 4 Markov
model.

The probability calculation is done as a preprocessing step.
We go through the application code once and traverse the paths
according to the bits encountered in the program. The proba-
bility for each transition is then calculated. Note that not all the
transition probabilities are shown in Fig. 3.

Once the model has been built, the compression process
starts. During compression the Markov model is traversed
again. Due to the nature of the model, a new node is visited
every time one bit is compressed. For example, if the input is
0100 and the starting node is node 0, then the nodes visited will
be 4, 10, 13, and 0 (note that the last layer points to the nodes
in the first layer). The corresponding probabilities derived from
this traversal are 0.8, 0.3, 0.4, and 0.8, which are used in the
coding process (see next section).

Intuitively the depth should divide the instruction size evenly,
or be multiples of the instruction size, since we would like our
model to start at exactly the same layer after a certain number of
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Fig. 4. Two-bit Tunstall coding tree and the codebook using a static i.i.d.
model, assuming the probability of a bit to be 0 and 1 are 0.75 and 0.25, re-
spectively. The number inside each node represents the probability of reaching
this node from the root node.

instructions, such that each layer corresponds to a certain bit in
the instruction, and, therefore, it stores the statistics for this bit.

Note that static i.i.d. model is just a special case of Markov
model, which has only one state (state 0), with both left and right
edges pointing to itself.

C. Tunstall Coding Based V2F Coding Algorithms

The classical V2F length coding algorithm is Tunstall coding
[33]. Even though Tunstall coding was proposed decades ago,
it is not as well known as Huffman or arithmetic coding. In this
subsection, we describe the procedure to generate optimal V2F
length codes for a discrete memoryless source (i.e., using an
i.i.d. probability model). The assumption is that a binary instruc-
tion stream has i.i.d. and the probability of a bit to be 1 is Prob(1)
while the probability of a bit to be 0 is Prob(0). In order to con-
struct -bit Tunstall codewords, the number of codewords is

and the algorithm is given as follows.
1) A tree is created with the root node having probability 1.

We attach two nodes to the root. The left and right edge are
associated with the probabilities of the occurrence of bit 0
and bit 1, which are Prob(0) and Prob(1), respectively.

2) The leaf node with the highest probability is attached with
two more nodes, using the same approach in Step 1. The
number of leaf nodes is increased by 1.

3) Step 2 is repeated until the total number of leaf nodes is
equal to .

4) Assign equal length codewords length to leaf
nodes. The assignment can be arbitrary, which will not
affect the compression ratio at all.

Fig. 4 shows the construction of a 2-bit Tunstall code for a
binary stream with i.i.d. probability, in which the probability
of a bit to be 0 is 0.75 and the probability of a bit to be 1 is
0.25. The code tree expands until there are four leaf nodes. A
2-bit codeword is randomly assigned to each leaf node. After the
Tunstall codebook is ready, compression of the binary stream is
straightforward. For example, using the codebook in Fig. 4 a
binary stream can be encoded as .

In order to improve the compression ratio, we have to exploit
the statistical dependencies among bits in the instructions and
use a more complicated probability model. One of the most pop-
ular ways of representing dependence in data is to use a Markov
model, which is illustrated in Fig. 3.

In this section, we present a new Markov V2F code compres-
sion algorithm that combines the original V2F coding algorithm
with a Markov model. The procedure used to compress instruc-
tions with a semi-adaptive Markov model can be described as
follows.

1) Statistics-Gathering Phase: In this phase, we choose the
width and depth for the Markov model, and decide the
block size for compression since we compress instructions
block by block. The first state is the initial state corre-
sponding to no input bits. Its left (right) child state cor-
responds to the next state if input bit is 0 (1). By going
through the whole program, we gather the probability for
each transition. Note that we always go back to the initial
state whenever we start a new block.

2) Codebook Construction Phase: After constructing the
Markov model, we generate an -bit V2F length coding
tree and a codebook for each state in the Markov model,
using a similar approach illustrated in Fig. 4. Each state in
the Markov model has its own coding tree and codebook.
As a result, if we use an -state Markov model to combine
with an -bit V2F length coding algorithm, there are
codebooks and each codebook has codewords. Similar
to the memoryless V2F coding, the codeword assignment
for each codebook of these codebooks can be arbitrary
and does not affect the compression ratio.

3) Compression Phase: The encoder compresses instruc-
tions block by block, always using the coding tree and the
codebook for the initial state (i.e., state 0) at the beginning
of each block. This ensures that the decoder can start
decompressing at any block boundary. Starting from the
root of the coding tree for each state, the encoder traverses
the tree according to the input bits until a leaf node is met.
A codeword related to the leaf node is produced. The leaf
node is associated with a Markov state. The encoder jumps
to the root node of the coding tree (and uses the codebook)
starting with that Markov state.

Fig. 5 describes a 2-bit coding tree and the codebook for
state 0 of the Markov model, using the Tunstall coding based
algorithm. Compared to Fig. 4, here we use the probability num-
bers associated with each edge provided by the Markov model in
Fig. 3, instead of using a fixed probability for bit 0 and bit 1 pro-
vided by the static i.i.d. model. Furthermore, for each codebook
entry, we have to indicate what the next state is. For example,
starting from state 0, if the input is 000, then the encoder output
is 11 and the next Markov state is 12. The encoder then jumps to
the codebook for Markov state 12 and starts encoding using that
codebook. Note that in Fig. 5 each node is at a different state in
the Markov model, while in Fig. 4 all the nodes are in the same
state (state 0), since static i.i.d. model is a special case of the
Markov model, which has only state 0.

There are two problems that have to be taken care of during
compression.

• End of Block: Since we compress the instructions block
by block, it is very likely that the tree traversal ends at a
nonleaf node at the end of the block. For instance, when we
restart from the root node in Fig. 4, if the last two bits in the
block are “00,” the compression ends at a nonleaf node and
no codeword is produced. To avoid this problem, at the end
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Fig. 5. Two-bit Tunstall coding tree and codebook for Markov state 0, using
the Markov model in Fig. 3. The number inside each node is the Markov state.

of each block, when compression ends without reaching a
leaf node, we pad extra bits at the end of the block such
that the traversal can continue until a leaf node is met and a
codeword is produced. In the example we gave, we simply
pad a “1” to the original block such that the last 3 bits
“001” can be encoded into “10.” During decompression,
the whole block is decoded together with the extra padded
bits. However, since we know the block size a priori, we
simply truncate the extra bits. For example, if each uncom-
pressed block has 256 bits, and we pad one extra bit at the
end of the block during compression, the decompression
result will be a 257-bit block, but we only keep the first
256 bits since that is the predefined block size.

• Byte-Alignment: To make decompression hardware sim-
pler, and make the storage of the compressed code easier,
the compressed block must be byte aligned. This means
that if after compressing a block the result is not a multiple
of 8 (in bits), a few extra bits are padded to ensure that it
becomes a multiple of 8. We can thus, ensure that the next
block will start on a byte-aligned boundary.

D. Arithmetic Coding Based V2F Coding Algorithm

In this section, we present here a V2F length coding algorithm
by modifying reduced precision arithmetic coding, such that de-
compression can be done in parallel. This work is based on the
reduced precision arithmetic coding by Howard and Vitter [11].
As opposed to the standard floating point arithmetic coding, we
use integer intervals rather than real intervals and allow for re-
duced precision. We first use a static i.i.d. model, and assume
that the probability of a bit to be 1 is Prob(1) and the probability
of a bit to be 0 is Prob(0). In order to construct -bit codewords,
the number of codewords is and the algorithm is given as fol-
lows.

1) An initial integer interval is created with the range to be
[0, ). Make current interval to be the initial interval.

2) If current interval is not a unit interval [i.e, [M, )],
we divide the interval to be two subintervals such that the
left subinterval is for input 0 and the right subinterval is
for input 1. The size of the subintervals is approximately
proportional to the probability of the input bit and each
subinterval should still be an integer interval.

3) Step 2 is recursively repeated for all subintervals until all
subintervals become unit intervals (i.e, [0, 1), [1, 2), [2, 3),
etc.).

Fig. 6. Integer arithmetic coding division and the generated V2F codebook.

Fig. 7. Example of 2-bit V2F codebook for state 0.

4) Assign equal length codewords length to unit in-
tervals. The assignment can be arbitrary, which does not
affect the compression ratio at all.

Each unit interval is disjointed from all other unit intervals,
and each unit interval uniquely represents a particular input bi-
nary sequence. Fig. 6 shows an example to construct a code-
book with a 2-bit length codeword for a binary stream with

and . After the codebook is
constructed, it can be used for compression. For example, if the
first byte of an instruction is 01 001 000, then it will be encoded
as 10 01 00.

The procedure proposed above is a memoryless V2F length
coding using the static i.i.d. model; therefore, compression and
decompression are not application specific. In order to improve
compression ratio, we have to exploit statistical dependencies
among bits in the instructions and use a Markov model. We can
generate a V2F length codebook for each state in the Markov
model, using the same memoryless algorithm in Fig. 6. For ex-
ample, for state 0, we can construct a 2-bit VF codebook as de-
scribed in Fig. 7.

Also, similar to the Tunstall coding based algorithm using a
Markov model, for each codebook entry, we have to indicate
what the next state is.

IV. EXPERIMENTAL RESULTS

In this section, we present code compression results for the
TI TMS320C6x processor [13], which is a VLIW processor.
The benchmarks are provided by Texas Instruments or are part
of Mediabench [20], which are for general embedded systems.
Benchmarks are compiled using the Code Composer Studio IDE
version 2.0 from Texas Instruments. The resulted executable bi-
nary programs are in common object file format (COFF). The
size of the executable binary code ranges from 3 to 200 kB. We
chose the optimization flag “-o2” (global optimization) for the
compiler. Furthermore, the TI compiler also offers five sepa-
rate levels of optimization tradeoffs for code size versus perfor-
mance, and we used the third level of optimization to ensure a
good compromise for code size and performance.
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Fig. 8. Compression ratios for TMS320C6x usingN -bit Tunstall coding with
a static i.i.d. model. Best compression ratio is achieved with a 4-bit codeword.

The compression ratios achieved by our V2FCC algorithms
are compared against the F2VCC algorithms proposed before
[37], and the decompression hardware design for both schemes
will be compared in the next section.

We compress binary instructions block-by-block to enable
random access. At the end of each block, we have to add bits to
preserve byte alignment and ensure the decoder can decode the
block correctly. If the size of compressed block is not smaller
than the size of original uncompressed block, we leave that
block uncompressed. In our experiments, we chose the fetch
packet (256 bits long) [13] as the basic block for TMS320C6x.

Fig. 8 shows the compression ratio for TMS320C6x, using
an -bit Tunstall coding based V2F compression with a static
i.i.d. model. We can see that when , it achieves the best
compression ratio with an average of 82.5%. It is interesting to
note that as the codeword length increases from two bits long
to four bits long, the compression ratio is improved, but after
that, the compression ratio gets worse as the codeword length
increases.

We also compare the Tunstall coding-based V2F algorithm
against the arithmetic coding-based V2F algorithm in Fig. 9.
It can be observed that the compression ratio for the Tunstall
coding based V2F coding is either better than or the same as the
one achieved by arithmetic coding based V2F coding.

To explain the experimental results, we calculate the average
length of the bit sequences represented by the codewords for
each case. The results are shown in Table I. is de-
fined as the average length of the bit sequences represented by
an -bit codeword using Tunstall coding- (arithmetic coding-)
based V2F compression, and denotes the ratio of
over .

It is observed from the table that , which leads to
the conclusion that the compression ratio that Tunstall coding
based V2FCC can achieve is always better than or equal to
that of arithmetic coding based V2FCC, because is always
better than or the same as .

Fig. 9. Compression ratios for TMS320C6x using Tunstall coding and arith-
metic coding based V2F compression with a static i.i.d. model.

TABLE I
AVERAGE LENGTH OF BIT SEQUENCE REPRESENTED BY N -BIT CODEWORD

FOR TMS320C

TABLE II
AVERAGE PADDING OVERHEAD DUE TO BYTE ALIGNMENT

Table I also shows that as increases, both and
increase, which means that the compression ratio is improved.
However, the improvement is insignificant as N becomes larger,
especially for . As mentioned in Section I, compres-
sion poses a byte alignment restriction for every block. Table II
shows the padding overhead when using an -bit codeword,
and we can see that when , the padding overhead is
less than in other cases (except when , where there is
no padding needed). This explains why we achieve best com-
pression ratio when in the experiments. Intuitively, if
we choose , there is no need to pad extra bits and we
can get better compression ratio. Our experiments also confirm
this fact. However, the average improvement of the compression
ratio is insignificant (less than 1%). Considering the codebook
for has only entries, while the codebook for

has entries, we conclude that the best choice
for V2FCC code compression using the static i.i.d. model is to
use 4-bit length codewords.

Fig. 10 shows the compression ratio for TMS320C6x bench-
marks by using a Tunstall based V2FCC compression scheme
and a 32 4 Markov model. As the codeword length increases,
the compression ratio is improved, though the codebook size
doubles when the codeword length increases by 1. When

, the average compression ratio is about 70% for TMS320C6x.
We did not show the experiment results for . Similar to
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Fig. 10. Compression ratios for TMS320C6x usingN -bit Tunstall coding with
a 32� 4 Markov model.

Fig. 11. Compression ratios comparison for TMS320C6x.

the discussion for the V2FCC scheme with static i.i.d. model,
when , the compression ratio improvement is not sig-
nificant (around 1%–3% as increases by 1). Considering the
codebook size doubles as increases, we conclude that
is also the best choice for Markov V2F code compression.

Fig. 11 shows the compression ratio comparison for different
schemes. All schemes use a Markov model with width and
depth except that the third bar is for 4-bit Tunstall coding
using a static i.i.d. model. The first bar is the compression ratio
using a 4-bit length codeword arithmetic coding based V2FCC
compression scheme, and the second bar is the compression
ratio for a 4-bit V2FCC compression based on Tunstall coding.
The fourth bar is the compression ratio for a F2VCC code com-
pression scheme proposed in previous work [37], which uses
a four-state finite state machine (FSM) encoder with a 32 4
Markov model.

The comparison shows that for Markov V2F code compres-
sion, The Tunstall coding based scheme is still slightly better
than the arithmetic-based scheme. By using a Markov model
rather than a simple static i.i.d. model, the compression ratio can
be improved by about 12%. Using the same model, a four-state
F2VCC encoder can achieve slightly better compression than

Fig. 12. Using different models to achieve various compression ratios.

a four-bit V2F compression scheme. However, the decompres-
sion overhead for F2VCC is more expensive than that of V2FCC
compression scheme, as shown in the next section.

Although the compression ratio of V2F coding using the
static i.i.d. model is not as good as Markov V2F coding, it
has a unique advantage. Since the codebook we construct is
static, and the probability distribution for ones and zeros is
fixed for a specific ISA, the compression and decompression
procedures are not application specific. Thus, the codebook
and decompression engine do not have to change when the
application changes.

Fig. 12 shows the average compression ratio for
TMS320C6x, when using different Markov models with a
4-bit V2FCC Tunstall coding-based encoder. It shows that
when a larger Markov model (with more states) is used,
the compression ratio is improved. However, the number of
codebooks increases accordingly (since each state has its own
codebook). There are tradeoffs between the compression ratio
and the codebook size, since the number of codebooks is
proportional to the number of Markov states. A larger number
of codebooks have negative impact on the decompression unit
design, as shown in the next section.

Note that our compression schemes are configurable, because
the codeword length and the Markov model parameters (i.e., the
depth and the width of the Markov model) are user-defined.

V. DECOMPRESSION ARCHITECTURE DESIGN

In this section, we briefly discuss the decompression core de-
sign for V2FCC (V2F Code Compression). We also compare
with the decompression core design for F2VCC scheme [37], to
demonstrate that decompression unit for V2FCC is faster and
smaller that the one for F2VCC scheme.

A. Parallel Decompression for V2FCC Using Static Models

In order to decode the compressed code, the codebook used
for compression must be available to the decompressor. For V2F
code compression using the static i.i.d. model, parallel decom-
pression is allowed because the codeword length is fixed and all
codewords in the compressed code are independent. Our experi-
ments show that (see Section IV) choosing the codeword length
to be four , can achieve the best compression ratio
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Fig. 13. Parallel decompression for memoryless Tunstall coding.

while the codebook size is small (only 16 codewords). To de-
compress, we segment the compressed code to be many four-bit
chunks. All of these four-bit chunks can be decompressed si-
multaneously in one clock cycle.

Fig. 13 shows parallel decoding for memoryless V2F coding.
Each decoder D is a four-bit table lookup unit that corresponds
to the codebook that is used to compress instructions.

The functionality is described in VHDL. Decompression is
a F2V length mapping. Each 4-bit codeword may represent up
to 8 bits for TMS320C6x. As a result, each decoder has a 4-bit
input, an 8-bit output, and a 3-bit output. For each 4-bit input,
it may produce up to 8 bits output. The 3-bit output is used
to indicate how many bits among these 8 bits are valid. After
all 4-bit chunks are decompressed in parallel, the outputs of all
decoders are available, and fed into a crossbar logic with con-
trol logic, so that all decoded bits are combined together to re-
construct the original fetch packet (256 bits). The Design Com-
piler by Synopsys is used to synthesize the circuit into gate level
netlists. To have a fair comparison against the decompressor de-
sign for F2VCC [37], the clock frequency constraint is set to be
45 MHz and the technology library is TSMC 0.25- m standard
cell library, which were used for the synthesis of the F2VCC
decompression unit [37]. The gate level netlist is imported into
a physical design toolset (Silicon Ensemble by Cadence) to do
placement and routing. The exported GDSII is imported into the
layout editor Virtuoso by Cadence and the verification is also
done using Cadence’s tools. The synthesized circuit for a single
decoder D has only 47 cells and the layout is only 5 m , how-
ever, the crossbar and control logic to combine all bits occupies
the majority of the area. Our implementation of the whole de-
compression unit is 0.42 mm .

B. Decompression Unit for V2FCC Using Markov Models

For Markov V2F coding, we cannot decompress the next
-bit chunk before the current -bit chunk is decompressed,

because we have to decompress the current -bit to know
which codebook to use for the next -bit chunk. We follow the
same decompression architecture design that was proposed for
a F2VCC code compression scheme [37], storing the codebook
in a RAM/ROM as the decoder table. However, our decompres-
sion core design is simpler and smaller than the decompression
core for F2VCC scheme [37].

A RAM or a ROM can be used to store the decoder table. The
advantage of using RAM to implement the decoder table is that
when the application changes, we can update the decoder table.
The advantage of using ROM is that the area is smaller than
a RAM. If the application running on the embedded system is
fixed, we can use a ROM to implement the decoder to save area.

For the F2VCC code decompression unit design [37], the
number of entries in the decoder table is not fixed, the number

Fig. 14. Decoding process for Markov V2FCC.

of matches for different entries varies, and the number of bits
to compare with the encoded instructions also varies. All these
uncertainties make the decoder table design difficult. We have
to waste some memory space to accommodate the worst case.

By using our V2FCC schemes, the codebook size is fixed.
If we have Markov states, there are codebooks, which
means that the number of entries in the decoder table is . For
each codebook, the number of codewords is , which means
that the number of matches for each entry is fixed. Furthermore,
since we use -bit V2FCC, we always compare bits with the
encoded instructions. All these properties make V2FCC more
attractive than F2VCC in terms of decompression architecture
design.

To compare with the decompressor for Markov F2VCC in
[37], we describe a decompression unit design for Markov
V2FCC. The design is for a 4-bit Markov F2VCC using a
32 4 Markov model. The number of codebooks is 128 since
there are 128 states. Each codebook has entries. We
use only three bytes to store each entry, thus, the total size
of the decoder table is kB, which is 25%
smaller than the Markov F2VCC decoder table [37]. For each
entry in the codebook, the first 4 bits are used to indicate how
many bits are decoded, the last 7 bits are the next Markov state
address (i.e., codebook address) and each 4-bit codeword may
be decoded into up to a 13-bit long bit sequence.

Unlike the Markov F2VCC decoder, the decoding procedure
for Markov V2FCC involves no comparison. The encoded bits
are fetched in 4-bit chunks. The next Markov state address from
the decoder table is left shifted 4 bits and combined with the
4-bit encoded bit chunk, to form the next entry address. The
decoding process is illustrated in Fig. 14.

We use the same design flow for the parallel decompression
unit design and implement the decompression core in TSMC
0.25- m technology. Table III shows the comparison of the
decompression core design for F2VCC [37] and V2FCC. The
F2VCC scheme uses a finite state machine (FSM) while our
V2FCC scheme is a 4-bit Tunstall coding-based approach. We
can see that by using a static i.i.d. model, V2FCC can achieve
parallel decompression and the decompression speed is about
50 times faster, at the expense of an area penalty. By using a
32 4 Markov model, the compression ratio is improved, and
V2FCC achieves more than twice as fast for the decompression
speed and about 25% of area savings.

For TMS320C6x, each fetch package has 8 instructions (256
bits). It can be observed from Table III that the V2FCC with
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TABLE III
COMPARISON OF DECOMPRESSION CORE DESIGN FOR F2VCC AND

V2FCC SCHEMES

static i.i.d. model can decompress the whole package with
one cycle, while the other three schemes need many cycles to
decompress one fetch package. Therefore, the V2FCC with
static i.i.d. model can be used for postcache architecture, the
performance impact on the system is equivalent to adding one
extra pipeline stage during the instruction fetch. The other three
schemes can only be used for precache architecture, so that the
performance degradation is minimized since the decompression
happens only on a cache miss.

VI. CONCLUSION

Code compression has been proposed as a solution to reduce
thecodesize forembeddedsystems. In thispaper,wepropose two
new code compression schemes using V2F coding for embedded
systems. One is based on Tunstall coding, and the other is based
on modified arithmetic coding. The V2FCC with a static model is
general and not application specific. The decoder does not have
to be changed when the application on the embedded system
changes. Because the codeword length is fixed, decompression
canbedoneinparallel.Ontheotherhand,MarkovV2Fcodingcan
achieve bettercompressionratiobut is applicationspecific.When
the application changes, the codebook has to be changed and the
decompressionunithastoberedesigned.Thedecompressionpro-
cedureissequentialduetotheusageofaMarkovmodel.However,
the decompression unit is simpler than the Markov F2VCC, and
the decompression unit is smaller and faster. Experimental re-
sults for a VLIW embedded processor TMS320C6x show that
the compression ratios using memoryless V2FCC and Markov
V2FCC are around 82.5% and 70%, respectively. Decompres-
sion unit designs for memoryless V2FCC and Markov V2FCC
are implemented in TSMC 0.25- m technology. Compared to
previous F2VCC code compression scheme, our new scheme can
achieve similar compression ratios while the decompression unit
design is simpler and faster.
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