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column shows the test program size, the third column shows the test ap-
plication time, while the last two rows show the sum of the test time of
the corresponding cores. The fourth column gives the period of the test
program during which the processor remains idle until the core com-
pletes its operation, i.e., the transmission of a frame. In the case that our
methodology is used to test more than one core concurrently, we can
take advantage of the idle periods of the processor in order to reduce the
overall SoC test application time. For example, in our SoC benchmark
we exploit the idle intervals in the SBST routines of one core in order
to execute the SBST routines of the other. Especially during the idle in-
tervals of the test routines for the Ethernet core the processor executes
the test routines for the UART core achieving a test time reduction of
more than 34% compared to the sequential test application case.

V. CONCLUSION

This paper describes a detailed study of the application of func-
tional processor-based self-test on a broad class of communication pe-
ripherals of complex SoCs. The proposed methodology uses an em-
bedded processor to apply a pure functional testing flow without any
special test logic, unlike previous approaches for the testing of the
nonprogrammable cores of the SoCs. Detailed experimental results on
different implementations of two popular communication peripherals
demonstrate the efficiency of the methodology.
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Code Decompression Unit Design for
VLIW Embedded Processors

Yuan Xie, Wayne Wolf, and Haris Lekatsas

Abstract—Code size “bloating” in embedded very long instruction
word (VLIW) processors is a major concern for embedded systems since
memory is one of the most restricted resources. In this paper, we describe
a code compression algorithm based on arithmetic coding, discuss how to
design decompression architecture, and illustrate the tradeoffs between
compression ratio and decompression overhead, by using different prob-
ability models. Experimental results for a VLIW embedded processor
TMS320C6x show that compression ratios between 67% and 80% can be
achieved, depending on the probability models used. A precache decom-
pression unit design is implemented in TSMC 0.25 m and a test chip is
fabricated.

Index Terms—Code compression, embedded system.

I. INTRODUCTION

Memory is one of the most restricted resources in embedded sys-
tems. To reduce the code size for embedded processors, code compres-
sion [1] has been proposed as an effective approach and has been used
by commercial products [2].

Very long instruction word (VLIW) embedded processors (such as
TI’s TMS320C6x [3]) are widely used for embedded systems. In order
to explore instruction level parallelism (ILP), VLIW compilers use a
lot of ambitious compiler techniques [4], which increase the code size.
Therefore, compared to CISC or RISC processors, VLIW architectures
have a “code size bloating” problem. It is, therefore, very important to
reduce the code size for VLIW embedded processors.

In this paper, we describe a code compression algorithm (based
on arithmetic coding) and the decompression unit design. Even
though our previous work [5], [6] has demonstrated arithmetic
coding-based code compression for RISC processor and proposed
a variable-to-fixed-length code compression algorithm (V2FCC) for
VLIW, the major contribution of this paper is how to design de-
compression architecture that allows for multibit decompression and
illustrate the tradeoffs between compression ratio and decompression
overhead by using different probability models.

II. CODE COMPRESSION ALGORITHM

In this section, we first give a brief introduction on the compression
algorithm and the probability models and then demonstrate the com-
pression result for an embedded VLIW processor TMS320C6x [3].

A. Binary Arithmetic Coding

Many previous code compression approaches used Huffman coding
[1], [2]. In this section, we give a brief introduction on another code
compression algorithm that uses arithmetic coding [7]. The most dis-
tinctive advantage for arithmetic coding is its separation of coding and
modeling. It can be used together with any probability model that can
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TABLE I
EXAMPLE ENCODING MACHINE

provide the probability distribution of the source. It provides great flex-
ibility since the arithmetic coder does not need any change when the
probability model is changed.

A reduced-precision arithmetic coding [7] can be implemented as a
table lookup finite-state machine (FSM). For example, a simple four-
state encoder is shown in Table I. Each state is represented by an in-
terval; the starting state is represented by interval [0; 8), while the other
three possible states are intervals [1; 8), [2; 8), and [3; 8). For each state,
depending on the input bit and the probability of the input, we have dif-
ferent outputs and transitions. The probability ranges are shown in the
second column. The input bit is either the most probable bit (MPB) or
the least probable bit (LPB). For each input, the third and the fourth
columns show the output bits and the next state (represented by an in-
terval). The symbol “f” denotes the bits to follow procedure [7], which
means that the output is not known yet and it depends on the next output
bit. If the next output bit is a zero, then the “f” should be replaced by a
one and vice versa.

B. Probability Models for Code Compression

In this section, we describe how to get the probability numbers that
feed the FSM coder.

1) Static Models: A static model is a fixed model that fits all ap-
plications. The probability model is determined in advance from some
sample applications. The simplest probability model is the one that as-
sumes ones and zeros in the code have independent and identical dis-
tribution, and therefore, allocates a fixed probability for bit 1 and bit
0 irrespective of its position within instructions. For example, our ex-
perimental result indicate that for TMS320C6x, the average probability
P(0) is about 75%, and the deviation is quite small.

2) Semiadaptive Finite-State Models: The static model does not
take into account the relationship and dependency among the input
symbols. A more complicated statistical probability model is called
Markov model, which consists of a number of states, where each state
is connected to other states via two transitions. Starting from an initial
state 0, the binary input stream is scanned. The left transition is taken
when the input bit is 0 and right transition is taken when the input bit
is 1. The number of transitions are recorded and used to calculate the
probability for each transition. A Markov model can be described by
two parameters: the model depth M and the model width N , which
represent the number of layers and the number of Markov nodes per
layer, respectively. Fig. 1 is an example of a M �N = 4� 4 Markov
model (note that not all the transition probabilities are shown in Fig. 1).
The probability calculation is done as a preprocessing step, by going
through the application code once and traversing the paths according
to the bits encountered in the program.

C. Compressing VLIW Instructions

In this section, we present the compression results for TMS320C6x
VLIW processor [3]. Most of the benchmarks are provided by Texas
Instruments and complied using TI’s Code Composer Studio IDE.

Fig. 1. Example 4� 4 Markov model.

Fig. 2. Compression ratio for TMS320C6x and the comparison with GZIP
coding and Huffman coding.

We use a four-state FSM (see Table I) for all the experiments. In
Fig. 2, the first bar and the second bar show the compression ratio
for TMS320C6x by using a static model and a 32� 4 Markov model,
respectively. Experiments show that we can achieve an average com-
pression ratio 80% and 67%, respectively. We compare our algorithm
with two well-known compression algorithms: the third bar and the
fourth bar show the compression ratio achieved by using GZIP (which
uses LZ77 [8] coding algorithm) and a Huffman encoder, respectively.
It shows that our results are much worse than the GZIP approach.
However, GZIP compress the whole program without dividing the file
into blocks and there for not suitable for code decompression. The
Markov model-based approach outperforms Huffman coding, since the
Huffman encoder does not take into account the dependencies between
bytes, hence its performance is limited. The static model-based ap-
proach sometimes is better than the Huffman approach and sometimes
is worse, but on average is about 3% worse.

III. DECOMPRESSION ARCHITECTURE DESIGNS

Using the encoder FSM and the probability models in Section II, one
can easily construct a decoder FSM and decompress the compressed
code. However, the main drawback of decompression is that it works
on a bit-by-bit basis and results in slow decoding. In this section, we
discuss how to design a multibit decompression unit.

A. Multibit Decompression Algorithm for Static Models

The first step is to construct the decoder FSM and check if the FSM
can be simplified, by removing those states and the transitions that
are never reached. For example, for TMS320C6x, a static model gives
Probability(1) = 0:25 and Probability(0) = 0:75. The decoder can
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Fig. 3. Decoder FSM.

Fig. 4. Decoder tree with depth = 3.

TABLE II
EXAMPLE MULTIBIT DECODER FOR STATIC MODEL

be simplified to be a three-state FSM machine as shown in Fig. 3, by
removing state [1; 8) and other transitions that are never reached and
replacing LPB with 1 and MPB with 0.

The next step is to build a decoder tree by following all possible paths
starting from state 0 (for simplicity, we denote state [i; 8) to be state i

in the following discussion), since we always start from state 0 when
we begin to compress/decompress a block. Fig. 4 shows a decoder tree
with depth = 3 for the FSM in Fig. 3. Based on the decoder tree, we
can design a multibit decoder. For example, it is easy to show that if
the encoded bits are 011, the decoder would produce output 001. Using
a subset of the decoder tree, where all ending nodes are state 0, we can
construct a multiple-bit decoder FSM with four transitions, as shown
in Table II. Note that each transition comes back to state 0. Therefore,
the decoder is a one-state FSM with four transitions back to itself. We
can expand the encoder tree further to get more bits to be decoded at
each clock cycle. Though it is not necessary, we can try to ensure that
the ending node in the subset of the decoder tree are all state 0, such
that the resulting decoder is a one state FSM with more transitions. For
example, a one-state FSM with 21 transitions can decode up to six bits
per each cycle.

To design such a multiple-bit decoder, one must pay attention to the
following two issues.

1) Any compressed binary stream should be parsable by the
decoder. For example, using the multibit decoder table in
Table III, input bits 001 cannot find any matched transition in
the table and cannot be decoded (even though it can be decoded
to be 1000 by using Table II). In order to make sure that all
binary streams can be decoded, when designing the decoder
table, one must choose a subset of the decoder tree such that
all transitions from the nodes in the subset are ended within

TABLE III
A MULTIBIT DECODER ARE NOT PARSABLE

TABLE IV
INVALID DECODER THAT CANNOT DISTINGUISH ALL BINARY STREAMS

the subset, except for the ending nodes. Such a subset tree is
defined to be complete.

2) Any compressed binary stream must be distinguishable. For ex-
ample, if we take the third level nodes (state 0, state 2, and state
3) as the ending nodes, the decoder tree is complete. The result
decoder table is shown in Table IV. If the input bits are 000000,
there are several ways to parse it: the first two bits 00 are de-
coded as 100 and the next state is 3; or the first four bits 0000
are decoded as 110 and the next state is 2; or the whole six bits
are decoded as 111 and the next state is 0. The decoder cannot
differentiate these situations. To avoid this problem, the subset
decoder tree must satisfy the following requirements.
1) Any ending nodes in the subset tree can not have any

in-edge with empty input (i.e., the “-” on the transition
edge).

2) No transition between ending nodes (otherwise, the de-
coder cannot distinguish which ending node is the next
state).

B. Multibit Decompression Algorithm for Markov Models

For adaptive Markov model, the multibit decompression scheme is
more complicated than that for static model. Fig. 5 shows a decoder
tree that uses Markov model. The decoding starts from Markov state 0
and FSM state [0; 8); the left edge is for input bit 0 and the right edge
is for input bit 1, with probability 0.8 and 0.2, respectively. When the
encoded bits are 00, the decoded bit is the LPB (denoted as L in Fig. 5);
the next decoder state is [0; 8), and the encoded bits are shifted out two
bits; otherwise, the output bit is MPB (denoted as M in Fig. 5), the next
decoder state is [2; 8) and no shift for encoded bits. Following the same
manner, a decoder tree is constructed and each node in the decoder tree
is actually a combination of one encoder state and one Markov state.

After constructing such a decoder tree, a multibit decoder table can
be extracted, following the requirement and procedure that are dis-
cussed in the previous subsection. For example, the selected ending
nodes are those with shadow ones. The corresponding decoder entry in
the decoder table is shown in Table V. The entry has six matches (tran-
sitions). For example, if the encoded bit is “1,” which matches the first
row in this entry and can be decoded as MM(01). We shift one bit of
the encoded bit stream and the next entry state is f[0; 8); 0g.

Table V only shows the entry for the state f[8; 0); 0g. Each entry
state in the decoder table is a combination of one encoder state and
one Markov state. The upper bound of the number of the entries would
be the number of the encoder states multiplied by the number of the
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Fig. 5. Decoder tree which is a combination of decoder table and Markov
model.

TABLE V
EXAMPLE DECODER FOR STATE f[8; 0); 0g

Markov states. In order to keep the decoder table small we have to keep
the number of states both in FSM decoder and in Markov model to be
small. In practice, a four-state FSM machine and a 256-state Markov
model can achieve a good compression ratio and give an upper bound
of 1-K entries in the decoder table. For each entry, depending on the
number of bits to be compared, the number of matches varies. From
Fig. 5, one may observe that by looking ahead more symbols, the size
of each decoding table entry grows. However, the growth is not ex-
ponential, as we have shown that some nodes in the decoder cannot be
valid ending nodes, and therefore, cannot be a valid entry in the decoder
table. Therefore, the total number of matches in the decoder table does
not increase exponentially with the depth of the expanded state graph,
and the number of entries is much fewer than the upper bound (number
of encoder states multiplied by number of Markov states). In practice,
many combinations of the FSM states and Markov states do not ap-
pear in the decoder table. Our experiments show that the typical total
entries of the decoder table did not exceed 500 (for a four-state FSM
machine and a 256-state Markov model), while the maximum number
of matches for each entry depends on how many bits can be decoded
simultaneously, which varies from 1 to 16.

C. Decompression Architecture Implementation

In this section, we present the implementation of the decompression
unit design.

1) Implementation of Multibit Decompression Scheme for Markov
Models: We first discuss the implementation of a multibit decompres-
sion scheme using a Markov model, which is more complicated than
a static model. Based on our multibit decompression scheme, the de-
coder table has many entries similar to the one shown in Table V. Each

Fig. 6. Multiple bit decoding process.

Fig. 7. Match logic does comparison and multiplexing.

entry is a combination of the encoder FSM state and the Markov model
state. Each entry has a number of matches. These matches are compared
against the encoded bits and the corresponding decoded bits are gener-
ated, so that multiple bits are decoded per cycle. This table is generated
during the encoding phase and is application specific, since each appli-
cation has its distinctive Markov model.

The decoding procedure is actually a comparison of the encoded
bits stream with the decoder table matches. Fig. 6 shows the decoding
process, where the match logic compares the encoded bits with the
matches in the decoder table, selects the output, and produces the next
entry address. Since the decoder table is a variable-to-variable length
mapping, the match logic has to know how many bits are to be com-
pared, and, if there is a match, how many bits are to be sent to output
and what is the next entry (i.e., the last column in Table V). Fig. 7 shows
the behavior of the match logic. The matches and outputs are from the
decoder table. Each match indicates how many bits are to be compared
with the encoded bits and what are the bits to be compared. The out-
puts include decoded bits and the next entry address. The comparator
controls the multiplexor to choose the correct output and send the next
entry address to the decoder table.

A RAM or a ROM can be used to store the decoder table. The ad-
vantage of using RAM to implement the decoder table is that when the
application changes, we can update the decoder table. The advantage
of using ROM is that the area is smaller than a RAM. If the application
running on the embedded system is fixed, we can use a ROM to imple-
ment the decoder to save area.

Assume that the maximum matches for each entry is N . In order
to compare the N matches simultaneously, the design of the decoder
table is similar to an N -way cache design. The decoder core is shown
in Fig. 8. The input buffer accepts input from the instruction memory.
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Fig. 8. Decoder core.

Fig. 9. Example parallel multiple bits decompression architecture for
TMS320C6x.

If the block is uncompressed, it is sent to the output buffer directly
(during compression, if the compressed block size is larger than the
original size, we keep that block uncompressed). It also contains the
shifter that is used to shift the input bits. The output buffer accepts un-
compressed instruction from the input buffer directly or from the de-
coder. The match logic consists of N comparators and a N-to-1 multi-
plexor. The inputs to the mach logic are from the decoder table and the
input buffer. The multiplexor selects the correct match from the com-
parators and sends the output bits to the output buffer. It also tells the
input buffer how many bits have been matched and therefore must be
shifted out. The next entry address is sent to the decoder table, which
are stored in RAM or ROM. Fig. 6 only shows decoding for one sub-
block. Fig. 9 illustrates a decoder architecture for TMS320C6x, where
the fetch packet is divided to be four subblocks such that each subblock
can be decompressed simultaneously with other subblocks.

Based on the architecture previously described, we implemented and
fabricated a test chip via MOSIS. The test chip is a four-way par-
allel decoder as shown in Fig. 9. The design assumes that the max-
imum number of entries is 512 (corresponds to the upper bound for
an four-state encoder with a 32� 4 Markov model), and the maximum
matches for each entry is four. We modeled the architecture in VHDL,
and then used the Design Compiler by Synopsys to synthesize the cir-
cuit into gate level netlists, using a TSMC 0.25-�m standard cell li-
brary. The decoder table is stored in RAMs, such that the decoder is
programmable. The gate level netlist is imported into the Silicon En-
semble by Cadence to do placement and routing. The exported GDSII
is imported into the layout editor Virtuoso by Cadence and verification
is also done by Cadence’s tools. The test chip was sent to MOSIS for
fabrication. The chip size is 3.4 mm � 3.4 mm, in which the decoder
table RAMs occupy about 95% of the chip area. Therefore, using a
multiport RAM or ROM to store the decoder table that can be shared
by all decoder cores is critical to design an area-efficient decoder.

The average decompression speed is about 11 bits per clock cycle at
45 MHz, corresponding to 465 Mbits/s. Since the size of a fetch packet
in TMS320C6x is 256 bits, it takes more than 23 cycles to decompress
a fetch packet. Note that the decompressor is placed between the cache
and the memory. Therefore, decompression happens only when there
is a cache miss, and the decompression overhead can be factorized into
the cache miss penalty.

2) Implementation of Multibit Decompression for Static Models:
The structure of the decoder table for static model is similar to the
one used for the Markov model, but the total number of the entries
in the decoder is greatly reduced. For instance, considering a four-state
encoder combined with a 32� 8 Markov model, the upper bound of
the number of entries for the decoder table is 1024 (4� 32� 8). On
the contrary, a four-state encoder combined with a static model has
only four entries in the decoder table. In practice, not all combinations
occur. For instance, using the same benchmarks for Fig. 3, a decoder
table for a 32X8 Markov model has about 500 states and an average of
1500 matches when allowing up to three bits to be decoded per cycle.
On the contrary, for a static model, it is not necessary to store such a
small amount of decoder table in a ROM since it is straightforward to
design it as a FSM.

Using the same technology (TSMC 0.25 �m), we implemented a de-
compression unit that uses static model. A one-state decoder with 21
transitions can decode up to six bits per cycle, and its implementation
is only 0.01 mm2, with around 200 logic cells. The average decom-
pression speed is 4.9 bits per cycle, thus, it takes average 52 cycles to
decompress one fetch packet for TMS320C6x. Therefore, by using a
static simple model, the decompression unit is much smaller than the
one that uses a Markov model. Furthermore, another significant advan-
tage of using a static model is that the decompression unit is not ap-
plication specific and does not need any change when the application
running on the system changes.

3) Comparison With IBM Codepack: We compare our design
against IBM’s decompression core CodePack [2] (which uses
Huffman coding and is only for RISC processor). The CodePack core
is also implemented in 0.25-�m CMOS technology and consists of
25484 logic cells, occupying 1-mm2 silicon area. The size of our
decoder core with Markov model is only about 10% of their decoder
core. IBM reports that their decoder table ROM for two 512-entry
tables is 10 814 cells (however, the silicon area for the decoder table
ROM is not mentioned). If we had implemented the decoder table in
ROM rather than in RAM, we could have achieved a smaller silicon
area for the core. Note that our decoder core using static model is
much smaller (0.01 mm2), and the compression ratio is comparable to
the Huffman approach (see Section II-C).

IV. CONCLUSION

In this paper, we present a code compression algorithm based on
reduced arithmetic coding using two different probability models. We
demonstrate how to design decompression architecture and illustrate
the tradeoffs between compression ratio and decompression overhead
with different probability models. Since the decompression unit is
placed between the main memory and the cache, decompression
happens only on a cache miss, and the decompression overhead can
be factorized into the cache miss penalty.
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