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Abstract— Graphics processing units (GPUs) are widely used
to accelerate data-intensive applications. To improve the performance of data-intensive applications, higher GPU memory
bandwidth is desirable. Traditional graphics double data rate
memories achieve higher bandwidth by increasing frequency,
which leads to excessive power consumption. Recently, a new
memory technology called high-bandwidth memory (HBM) based
on 3-D die-stacking technology has been used in the latest
generation of GPUs, which can provide both high bandwidth and
low power consumption with in-package-stacked DRAM memory.
However, the capacity of integrated in-package-stacked memory
is limited (e.g., only 4 GB for the state-of-the-art HBM-enabled
GPU, AMD Radeon Fury X). In this paper, we implement two
representative data-intensive applications, convolutional neural
network (CNN) and breadth-first search (BFS) on an HBMenabled GPU to evaluate the improvement brought by the
adoption of the HBM, and to investigate techniques to fully
unleash the benefits of such HBM-enabled GPU. Based on
the evaluation results, we first propose a software pipeline to
alleviate the capacity limitation of the HBM for CNN. We then
design two programming techniques to improve the utilization
of memory bandwidth for BFS application. Experimental results
demonstrate that our pipelined CNN training achieves a 1.63×
speedup on an HBM-enabled GPU compared with the best highperformance GPU in market, and the two optimization techniques for the BFS algorithm make it at most 24.5× (9.8× and
2.5× for each technique, respectively) faster than conventional
implementations.
Index Terms— Artificial neural networks, concurrent computing, memory management.

I. I NTRODUCTION

D

ATA-INTENSIVE applications are a class of parallel
computing applications, which process large volumes of
data typically terabytes or petabytes in size, and are often
referred to as big data applications [1]. Due to the enormous
amount of data these applications process, accelerating dataintensive applications has attracted many researchers both
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from academia and industry [2]–[6]. Among data-intensive
applications, neural network and graph traversal are two of
the most significant ones used in data centers. For example,
the prediction of attacking in network security systems is
implemented based on neural networks and the rules are
updated by graph traversal [7]. Therefore, there is a high
motivation to accelerate neural networks and graph traversal
while reducing the computing power for data centers.
Graphics processing units (GPUs) have been widely used
to accelerate both neural networks and graph algorithms for
not only single-node servers but also data centers [3], [8].
GPU-enabled systems can achieve significant speedup over
simple multicore CPU systems. However, the major drawback
of GPUs is its high power consumption compared with other
solutions for data centers such as field-programmable gate
arrays (FPGAs). For current high-end GPUs, A significant
fraction of the power consumption is caused by their offchip GDDR5 memories [9]. As the performance of both
neural networks and graph traversal is bound by the graphics
double data rate (GDDR) bandwidth, things will get worse if
architects continue improving the bandwidth by increasing the
memory frequency.
To boost GPU memory bandwidth while addressing
the power impact, Zhao et al. [9] proposed 3-D-stacking
in-package memories for GPUs. The die-stacking approach
provides a much wider memory interface for GPUs, which
means the high bandwidth can be achieved at a relatively low
frequency. Recently, AMD released their first generation of
high-bandwidth memory (HBM) [10] enabled GPUs (which
is shown in Fig. 1). HBM is a new type of stacked DRAM
memory that vertically integrates multiple memory dies. In the
HBM-enabled AMD GPU, there are four stacks of memory
chips sitting around the GPU chip, comprising of 4-GB
off-chip in-package global memory. The adoption of HBM
not only increases the bandwidth of the device memory but
also improves the power efficiency compared with traditional
GDDR5 technology.
However, it is nontrivial to utilize the high memory
bandwidth of the HBM-enabled GPUs for either neural networks or graph algorithms. Simply running GPU code written
for traditional GPUs may not fully exploit the bandwidth benefit and can even encounter severe performance degradation.
Also, the capacity of the integrated in-package 3-D memory
is limited, due to technology and thermal challenges. For
example, the HBM-enabled AMD Fury GPU has only 4 GB
of the in-package memory, while the NVIDIA K80 GPU has
24-GB off-chip memory. Even though the industry is striving
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methodology and evaluation results are presented in
Section IV. This paper is concluded in Section V.
II. BACKGROUND
In this section, we first introduce the basics of HBM-enabled
GPU, and then present fundamental concepts about CNN and
BFS.
A. High-Bandwidth Memory-Enabled GPU

Fig. 1. Architecture of HBM-enabled GPU. (a) Conventional GPU with
off-chip GDDRs DRAM. (b) HBM-enabled GPU (top view).
(c) HBM-enabled GPU (side view).

to integrate a much larger capacity of the in-package memory
in the future (for example, the future HBM2.0 standard may
enable 32 GB of in-package memory stacking [11]), currently,
the users of the first-generation HBM-enabled GPU have to
address the capacity limitation for data-intensive applications.
On the other hand, GPU architects increase the number of
compute units dramatically on HBM-enabled GPUs to exploit
the wider width of the memory interface, which leads to a
severe load imbalance issue for applications with irregular
memory access patterns. In conclusion, we need to solve
the capacity bottleneck and load imbalance issue of the
HBM-enabled GPU to unlock its high bandwidth benefit for
the data-intensive applications.
In this paper, we first implement: 1) convolutional neural
network (CNN) training and 2) breadth-first search (BFS) on
an HBM-enabled GPU to evaluate its performance for both
applications, respectively. Then we optimize the performance
of the two applications based on the evaluation results. For
CNN training, we propose a software pipeline to reduce the
memory usage as a bottleneck of memory capacity is observed.
For the BFS algorithm, we address its memory bandwidth
under-utilization issue by designing two application-specific
techniques to alleviate its load imbalance issue. Finally, we run
experiments to verify the performance improvement brought
by our proposed methods.
The main contributions of this paper are as follows:
1) observing that the memory capacity and the load imbalance issue are performance bottlenecks for the CNN
training and the BFS algorithm on the HBM-enabled
GPU, respectively;
2) a software pipelining solution that shrinks the memory
usage of the CNN training so that it can be implemented
on the HBM-enabled GPU efficiently;
3) a warp-centric design and a direction optimization technique for the implementation of the BFS algorithm to
tackle the load imbalance issue.
The remainder of this paper is organized as follows. Section II briefly introduces the fundamentals of
HBM-enabled GPUs and the two applications. Section III
shows the detail of the implementation of CNN training and
BFS along with our optimization techniques. The experimental

GPU systems have become an attractive solution for general
purpose high-performance computing. The GPU exploits massive parallel threads to achieve high data throughput. GPU has
to hide latency when accessing the off-chip global memory
due to the memory wall, which is the growing disparity of
speed between processor and memory outside of the processor
chip. Unlike CPU employing cache to reduce the memory
access latency, GPU launches massive active parallel threads
concurrently with little switching overhead to fill up the
pipelines. The large number of active threads requires highbandwidth and multiport memory for GPUs. To meet this
high-bandwidth requirement, GDDR memories are specifically
designed for such high-performance systems. GDDR memories usually employ high frequencies in order to achieve
very high bandwidths. Unfortunately, power consumption dramatically increases as well. The peak power consumption
of GDDR3 is more than 100 W with less than 128 GB/s
bandwidth. GDDR5 is the latest generation of graphics DRAM
architecture that improves upon conventional DRAM technologies, such as DDR3 SDRAM, by increasing clock speed and
decreasing power requirements. However, this scheme does not
evolve over time and it is now reaching its limits on power
consumption and bus width. On the other hand, data-intensive
applications have a relatively low operation per byte ratio,
which requires more data to feed the numerous active threads.
This is because each thread in data-intensive applications
finishes ALU operations and requests memory accesses very
quickly as the computation is simple. With so many memory
requests, a congestion problem will occur if the memory
bandwidth is insufficient. The memory congestion usually
leads to severe performance degradation. To improve both the
bandwidth and the power, Zhao et al. [9] and Loh [12] have
proposed to exploit 3-D die-stacking technologies to reduce
the graphics memory power consumption while maintaining
the bandwidth for data-intensive applications.
In June 2015, AMD released its first GPU generation with
3-D in-package HBM technology with the name AMD Radeon
Fury Series [10]. HBM is a new type of CPU-GPU memory
that vertically stacks memory chips. The stacking approach
employs through-silicon vias (TSVs) and silicon interposer
to connect the stacked chips with the processors. A silicon
interposer provides high-density interconnections and is capable of providing a line width of less than 10 µm and hence
hundreds of thousands of I/O pads per square centimeter.
It has thousands of TSVs per square centimeter for highdensity routing. The coarse-pitch TSVs provide the external
connections between the package and individual dies/chips
for the parallel and serial I/O, power/ground, clocking, and
configuration signals [9]. The length of the interconnection
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from the chip to the substrate is reduced. Though these HBM
stacks are not physically integrated with the CPU or GPU,
they are so closely and quickly connected via the interposer
that HBM’s characteristics are nearly indistinguishable from
on-chip integrated RAM. HBM offers a memory bus width of
as much as 4096-bit, which is 1 order magnitude wider than
the state-of-the-art GDDR5 memories. This enormous width
enables HBM to work at a low frequency while maintaining
a high bandwidth. For the AMD Radeon Fury X GPU,
the frequency of the HBM is 1 GHz, which makes a 512 GB/s
global memory peak bandwidth. However, the capacity of
HBM is currently limited due to the large number of pins
required for the GPU by the high bus width of the 3-D-stacked
memory. The relatively small global memory size puts a strict
restriction for memory usage in data-intensive applications.
GPU programmers have to consider how to utilize the high
bandwidth but low-capacity global memory. Otherwise, they
will encounter a performance drop or even cannot run the
applications on HBM-enabled GPUs.
B. Data-Intensive Applications in Modern Datacenters
Data-intensive applications can be classified into two categories by their memory access pattern, that is, regular applications and irregular applications. Consecutive threads in regular
applications access adjacent memory addresses at the same
time while irregular applications have a random behavior of
memory access. Applications with different memory access
patterns require different techniques of implementation and
optimization to efficiently map them on GPUs. Both regular
and irregular data-intensive applications are crucial in modern datacenters. For example, the prediction of attacking in
network security systems is implemented based on neural
networks, which is a typical regular application, and the rules
are updated by the irregular graph traversal [7]. In this paper,
we first implement two popular data-intensive applications in
each category, respectively: 1) CNN training and 2) BFS on an
HBM-enabled GPU to evaluate its performance for both kinds
of applications. We choose CNN and BFS not only for that
they are representatives of the two categories of data-intensive
applications, respectively, but also because they are important
datacenter applications now attracting hardware acceleration
community. Microsoft has proposed a heterogeneous architecture with GPU/FPGA installed for the both applications
in their new datacenter design [13]. In the remaining of this
section, we briefly introduce the CNN training and the BFS
algorithm, respectively.
1) Convolutional Neural Network: In the last several years,
CNNs have achieved the state-of-the-art accuracy in various
tasks such as image classification and object recognition,
thanks to its high representational power. A CNN is a kind
of deep neural networks which has one or more convolutional layers. Neurons in convolutional layers share connection
weights so that the parameter space is much smaller than
other kinds of deep neural networks. Therefore, it can be
trained by back propagation method directly without any
pretraining. However, as problems become more complex,
CNN solutions require larger networks and more training
data. For example, the ILSVRC-2012 winner AlexNet [14]
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has 60 million parameters and 650 000 neurons, consisting of
five convolutional layers. Two years later, the ILSVRC-2014
winner VGG-16 [15] improved the accuracy by another 10%
with 138 million parameters. And this trend of the growing
size of networks will continue as the amount of data keeps
increasing exponentially. It usually takes weeks to a month to
train such a big model even with the help of a thousand-node
cluster. Furthermore, for a neural network that is customized
for a specific problem, some training hyper-parameters such as
learning rate and momentum have to be swept to ensure the
network to converge on the global minimum, which makes
the training process even longer. To accelerate the training of
neural networks, GPUs are widely used as accelerators for
both single-node and cluster-based deep-learning systems.
A trained CNN can be used to solve classification and detection problems by forward processing. The forward processing
acceleration has been well studied and solutions based on
GPU [16], FPGA [17], and application specified integrated
circuit [2] have been proposed in the recent years. However,
training a CNN is more difficult to accelerate because of the
strict data dependence in the back propagation training. The
first phase of the training algorithm is forward processing,
which computes the output values of all neurons layer by layer.
After forward processing phase, the output of the last layer will
be compared with the corresponding label to calculate an error
vector. Then the back propagation phase computes errors of
each layer. Finally, the gradient of weights is calculated by the
output and the error, which is used for weight updating. The
next iteration of the training starts only after the completion of
the weight updating of the previous iteration. The data dependence has a result that the training acceleration is focused on
parallelizing rather than pipelining. As the dominant function
calls are convolution, matrix multiplication, and Kronecker
product, mainstream GPU vendors released dedicated libraries
for CNN training. One of the consequences of the parallelization is a higher demand for memory bandwidth. As pointed
out in [2], the performance of CNN training on GPUs is
constrained by global memory bandwidth. So we can infer
that CNNs can achieve higher performance given the higher
global bandwidth of HBM-enabled GPUs.
2) Breadth-First Search in Graph: A graph is a fundamental
representation for data sets in various areas, such as biology,
astrophysics, and social networks. Graph traversal is a kind of
algorithms that visit every vertex of the graph. Graph traversals
are classified by the order in which the vertices are visited. The
most common graph traversal algorithms are depth-first search
(DFS) and BFS. Compared with DFS, BFS has an advantage
of its inherent parallelism and thus serves as the foundation
of many datacenter applications. The BFS algorithm starts
from a source vertex, visits all elements in the unvisited
adjacent vertex set, and then iteratively visits the unvisited
vertex set of the vertices just visited. The unvisited adjacent
vertex set is usually referred to as a frontier. Fig. 2 shows
the BFS algorithm process. The Vertex 1 is the source, and
vertices filled with the same color consist a frontier. The BFS
algorithm visits all frontiers from the nearest one to the source
to the farthest one. In the case of real-world graphs, the graph
topology conforms to the power law distribution, which means
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Fig. 3.
Fig. 2.

Architecture of a modern datacenter equipped with accelerators.

Example of BFS in graph.

only a small portion of vertices have large degree. Therefore,
the BFS algorithm lack temporal and spatial locality. Given
that the visiting operations are usually of little computation
in real-world applications, the BFS algorithm is thus a typical
irregular data-intensive application.
For the BFS algorithm, traditional optimization methods
such as branch prediction and out-of-order execution bring
about diminishing returns. From the hardware perspective,
conventional CPU clusters are both poor in performance due to
the high communication overhead. Compared with multicore
CPUs, GPU architecture is more promising. GPU compute
units are optimized for high throughput rather than low latency.
Recent attempts have been made to exploit the power of GPUs
by some application-specific strategies for the BFS algorithm.
To solve the load imbalance problem, Hong et al. [5] proposed
maximum warp mapping and significantly improved the ALU
utilization rate. To reduce the cost of random access to global
memory, Liu and Huang [18] introduced to cache hub vertices
into local memory. These changes make remarkable progress
by extending the programming landscape. But as pointed out
by Hong et al. [19], the performance gap between GPUs
and other graph implementations is primarily due to the
difference in memory bandwidth. The characteristics of the
BFS algorithm and the GPU memory system make the global
memory bandwidth critical to the overall performance of the
traversal. To our knowledge, there has been no prior study on
optimizing the HBM memory subsystem for graph processing.
III. O PTIMIZATION S KILLS FOR HBM-E NABLED GPU S
In this section, we first describe the design of our datacenter
architecture followed by the evaluation results of the CNN
training and the BFS algorithm in detail. Based on the evaluation results, we propose optimization techniques for the two
applications.
A. Overall Architecture
Fig. 3 shows the architecture of a state-of-the-art datacenter.
For security concerns, the datacenters have to be able to detect
cyber attacks and update rules to defend these attacks, in which
CNNs and breadth-first traversal are the most time-consuming
part, respectively. Therefore, hardware accelerators have been
installed in the datacenters to accelerate both the applications
for higher data throughput. As mentioned in Section II,
the HBM-enabled GPUs can provide higher data throughput
as well as lower power consumption. In the remainder of this

section, we will evaluate the performance of both the CNN
training and the BFS algorithm on the HBM-enabled GPU.
B. Convolutional Neural Network
1) GPU Software Framework: For CNN evaluation, we use
Caffe [20] as our software platform. Caffe is an open-source
deep-learning framework with a design rule to provide easy
expression, speed, and modularity [20]. A user can define
his network and training method in a prototxt file, and Caffe
will generate the network in memory automatically. To guarantee the training speed of neural networks, Caffe provides
GPU implementation of all its underlying functions. Caffe is
originally written in C++ and CUDA for CPU and GPU,
respectively. However, as CUDA is specifically designed for
NVIDIA GPUs, a system with AMD GPUs cannot run the
original Caffe. To train CNNs on AMD GPUs, we build our
work based on the AMD OpenCL Caffe. OpenCL is designed
for portability and it works well with all vendors that support
the OpenCL standard. We first added the following features
for the OpenCL Caffe to get a comparable performance with
the original Caffe on the same CUDA GPU:
1) prepinned device memory for data prefetching;
2) a GPU-based pseudorandom number generator;
3) a fast OpenCL kernel for reduction operations.
2) Oversubscription Problem: With these optimizations,
we trained AlexNet [14] on the HBM-enabled GPU.
We observed that the AlexNet training is reasonably fast
when the minibatch size is 128 or smaller. But for a larger
minibatch, for example, the default size is 256, the network
training becomes extremely slow. This is because when we
double the batch size, the size of feature maps in each layer
is doubled too. Since we need to save all feature maps in the
training phase, the memory subscription is over the capacity
of the HBM given the batch size of 256 or larger. For larger
neural networks than AlexNet, the minibatch size that causes
the oversubscription will be even smaller than 256. When
the oversubscription occurs, the OpenCL runtime system will
automatically allocate memory buffers on the CPU main
memory if GPU has run out of the off-chip DRAM resource.
The GPU reads and writes the buffers located on the CPU main
memory via PCIe, of which the bandwidth is much smaller
than that of the HBM. To maintain the performance of the
training, we should prevent the OpenCL runtime allocating
OpenCL buffer objects on the CPU side by reducing the global
memory usage.
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Algorithm 1 Software Pipeline Description

Fig. 4.
pipeline.

3) Reducing the Global Memory Usage: Section II-A illustrates that the capacity of the HBM is now limited up to 4 GB.
This capacity is not sufficient for the default AlexNet training,
not to mention even larger networks such as VGG-16. In the
original Caffe implementation, all memory buffer objects are
allocated in the initialization phase and remain in the global
memory during the whole training process. However, the layer
structure of neural networks gives us a hint that not all
neurons and connections are required by the compute units
simultaneously. In fact, the data dependence in the back propagation algorithm requires only the output of one layer when
processing the subsequent layer. Therefore, a straightforward
approach to reducing the usage of the global memory is
unloading the irrelevant layers from the device memory of the
GPU and fetching them from the CPU main memory when
they are needed.
The main drawback of this straightforward approach is
the long latency of CPU-GPU data transfer. Fortunately,
we observe that the training time of each convolution layer
is no less than the time required to transfer the data block
between CPU and GPU memory. Therefore, we can hide the
data transfer with computation since the direct memory access
(DMA) handles the transfer. Thus, we propose a software
pipeline with a double-buffer to hide the memory transfer
latency. We call it a pipeline because the memory prefetching,
execution, and data write-back of all layers are mapped to the
same memory buffers, respectively, which forms a three-stage
pipeline with three buffers. The workflow of the pipeline is
described in Algorithm 1.
The T r ai n Bu f and T r ans Bu f in the code are the memory
objects of the double-buffer. The buffer T r ai n Bu f is used
specifically for GPU kernels to read, while the T r ans Bu f is
used for communication. At the end of the training process of
each layer, we swap the addresses of the two buffers. So the
compute units can continue training the next layer without
stalls.
To enable the concurrent execution of computation and
communication, we implement the pipeline with two command queues. OpenCL commands are submitted to command

Synchronization and communication for parallel kernels in the

queues for the GPU to execute. Commands submitted to one
command queue are executed one after another according to
the order of submission. Although there is no guarantee of
the execution order of two commands from different command
queues, OpenCL provides event mechanism for intercommand
queue communication. To hide the CPU-GPU transfer latency,
all computing commands are submitted to Command 1 and
communication commands are submitted to Command 2.
Fig. 4 shows the time line of an example workflow of
the two command queues. When Layer i is being trained
in compute units, the DMA copies the data of Layer i − 1
from the GPU to the CPU and the data of Layer i + 1 from
the CPU to the GPU. At the time when the data of Layer
i + 1 is ready, Command Queue 2 generates an event to notify
Command Queue 1 to continue training Layer i + 1. At the
end of the processing of Layer i + 1, Command Queue 1
generates another event to inform Command Queue 2 to start
data transfer. Therefore, the global memory requirement is
reduced to the size of the dual-buffer for the layers where the
pipeline is applied. And the event mechanism only introduces
a negligible overhead so that the total training time will almost
remain the same as the original implementation with enough
memory space. Note that in this example, the computation
time is longer than the data transfer latency for each layer.
However, if the compute time of a layer cannot cover the
data transfer latency, Command Queue 1 has to be stalled
to wait for the memory transfer to be finished. Fortunately,
the nature of the neural networks allows us to avoid the
synchronization overhead. For example, we can trigger that
the data transfer every N(N > 1) layers are computed rather
than one layer at a time. Combining multiple layers into one
pipeline stage leads to lower synchronization overhead at the
cost of more memory subscription. Furthermore, to achieve
the optimal scheduling under the capacity constraint, we can
prerun a few training iterations to retrieve the compute time
and memory transfer latency of each layer and then merge the
data transfers accordingly.
C. Breadth-First Search
1) Graph 500 Benchmark: We evaluate and optimize
the performance of the BFS algorithm on the Graph 500
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Fig. 6. Time line of the warp-centric scheme. The entries are traversed edges
denoted as source vertex pointing to destination vertex.
Fig. 5. Time line of the thread-centric scheme. The entries are traversed
edges denoted as source vertex pointing to destination vertex.

benchmark [21]. The Graph500 benchmark defines the measurement of the performance of supercomputers on graph
applications, which randomly generates undirected Kronecker
graphs. Kronecker generated graphs share many common
characteristics with real-world graphs. It takes four initiator
parameters as probability values to ensure randomness. The
input options also include the scale (the logarithm base two
of vertex count) and the edgefactor (the ratio of edge count to
vertex count).
2) Warp-Centric Programming Method: We first implement
the BFS algorithm on the HBM-enabled GPU in a traditional
thread-centric way. The thread-centric paradigm maps one
vertex to one thread. Taking the graph in Fig. 2 for an example,
the search from Vertex 1 is mapped to Thread 1, and the
frontier of this search consists of Vertices 2-4. Then each
vertex in the frontier is mapped to Threads 1-3, respectively.
Fig. 5 describes the execution timeline of each thread given
the thread-centric paradigm, assuming we have a four-warp
compute engine and a warp size of 2. We can easily observe
that the load balance is far from ideal because only Threads 1
and 3 have relatively high occupancy. The real-world graphs
will make the situation even worse as the distribution of
the vertex degree in a real-world graph conforms to powerlaw distribution, which means there are some “big” vertices
while other vertices only have a small fraction of edges. The
execution paths of different threads in the same warp vary and
lead to severe memory bandwidth under-utilization.
As the HBM-enabled GPU has higher global memory bandwidth, vendors have put more compute units on the chip to take
advantage of the HBM. However, the increase of computing
resources makes the impact of the load imbalance issue
even higher as more compute units will be idle. Therefore,
the load imbalance has to be solved to make full use of the
HBM-enabled GPU.
To deal with this load imbalance issue, we design a warpcentric policy inspired by the method in [5]. The warp-centric
task-thread mapping avoids divergence by assigning the search
task of one vertex to one warp instead of one thread. One benefit from the warp-centric strategy is that the search task of one
vertex can be parallelized. Although the warp-centric mapping
requires more compute units, it does not harm the performance
because GPUs provide fast context switch mechanism. The
reality is that a few of the compute units will consistently

execute the search tasks of a little number of “big” vertices
while other compute units perform the search tasks for the
large number of “small” vertices quickly. An additional trick
is that after checking the vertex status in the single instruction
single data phase, the warp determines whether to continue
processing in single instruction multiple threads or turn to the
next vertex depending on the condition of the vertex status.
The warp-centric searching process is illustrated in Fig. 6.
Compared with the thread-centric scheme, the warp-centric
reduces the total clock cycles by 36% in this case.
Another advantage of the warp-centric method for BFS
is that it enables coalesced memory access, which further
exploits the high memory bandwidth of the HBM-enabled
GPUs. Graphs are stored in the compressed sparse row format,
in which neighbors are placed in an array called compressed
adjacency list. The start and end indices of each vertex in the
adjaceny list are in another array called offset list. When the
whole warp is processing the task of search from the vertex,
all threads in the same warp coalesce the memory access to the
adjacency list. Such an access pattern can achieve much higher
bandwidth on the HBM than traditional GDDR5 VRAMs.
As a memory bandwidth bound application, the BFS algorithm
enjoys a significant speedup by applying the warp-centric
method, which is shown in Section IV.
3) Direction Optimization: It has been demonstrated [19]
that in many real-world graphs and synthetic graphs, such
as R-MAT and Kronecker generated graphs, the number of
edges connected to a frontier will inevitably grow to an overwhelmingly large amount, which is asymptotic to the number
of vertices. This growth level is critical to the performance of
the breadth-first traversing.
The straightforward way of implementing the BFS is a
top-down approach, that is, each vertex in the frontier has
to traverse the entire adjacency list and attempt to become
their parent. Both methods in Section III-C2 are top-down
approaches. The top-down implementation is time consuming
due to two main reasons: 1) the vertex identifiers in the list are
not consecutive and thus incurs random memory access and
low-bandwidth usage and 2) some vertices may be connected
to multiple frontier vertices, which implies that they will be
accessed more than once.
To further improve the performance of BFS, we then exploit
the idea proposed in [22] and design a bottom-up approach
to traverse the graph on the HBM-enabled GPU. It is an
optimization especially advantageous for low-diameter scalefree graphs. The bottom-up BFS focuses on all unvisited
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TABLE I
GPU S PECIFICATIONS

vertices in lieu of dealing with the current frontier nodes. The
workflow is described in Algorithm 2. From the algorithm
description, we can see that it also traverses the adjacency
list, but once in the list we find a neighbor in the current
frontier, the traversal can stop in the middle and the unvisited
vertex is identified present in the next frontier. This early
exit behavior significantly reduces the total number of edges
checked. In each level of search, the number of edges traversed is identical to the random accesses. For top-down the
number is fixed, equaling the neighbor edges of the current
frontier. For the bottom-up algorithm, it only has an upper
bound-the neighbor edges of all currently unvisited vertices.
Fortunately, the actual amount of access is expected to be
much smaller, with many skipped queries. The bottom-up
significantly reduces the randomness in memory accesses and
thus achieves higher bandwidth on the HBM.
IV. E VALUATIONS
In this section, we first describe the evaluation setup and
then present the performance results of the proposed methods.
A. Experimental Methodology
In this paper, we used a workstation as the platform of
our experiment. The workstation has a six-core Intel Xeon
E5-2603 CPU with 32-GB main memory. To evaluate the performance of CNN training and BFS on HBM-enabled GPUs,
we installed an AMD Radeon Fury X in the workstation.
We also choose another two GPUs as the performance baseline: 1) AMD FirePro W7100 employs the same architecture
as the Fury X GPU but it uses GDDR5 as the off-chip
memory and 2) NVIDIA Tesla K40 is the latest high-end GPU
for general purpose computing on the market. W7100 can
be seen as a Fury X GPU without the HBM. K40 stands
for the state-of-the-art high-performance GPGPU, which is
used to demonstrate how much benefit we can get from the
HBM-enabled GPU. The specification of the three GPUs is
described in Table I. The operating system is CentOS 6.5, and
the compiler we use is GCC 4.4.7. The machine is installed
with AMD OpenCL SDK 3.0 and CUDA 7.5.
One advantage of the Fury X GPU is that it has as many
as 64 GCN compute units. This number is more than twice
of that of the AMD W7100 GPU. Because the architectures

of Fury X and W7100 are the same, more compute units
mean more computing power. Although the Fury X GPU
has such a significant number of compute units, there is
no memory congestion problem because the peak memory
bandwidth of the Fury X is even more than three times
of that of W7100. However, the drawback of the HBM for
regular data-intensive applications is its low capacity. With
only 4-GB global memory, traditional GPU implementations
of data-intensive applications may suffer severe performance
loss. On the other hand, for irregular applications such as the
BFS algorithm, the impact brought by the load imbalance
issue becomes higher for the larger number of compute
units enabled by the HBM. In the remainder of this section,
we evaluate the performance of the CNN training and the BFS
algorithm on these three GPUs.
B. CNN Training and Capacity Bottleneck
We first train AlexNet [14] on the three GPUs. For Fury X
and W7100, we ran the OpenCL Caffe. To maximize the
performance of NVIDIA K40, we run the original CUDA
Caffe with ECC protection off. Fig. 7 shows the execution
time of each layer in forward processing and back propagation,
respectively. As shown, the execution time on Fury X is about
half of the time on W7100 for each layer. This result implies
that the HBM-enabled GPU can achieve significant speedup
without any change to the code. Different from the consistent
speedup over W7100, it varies across different layers when
comparing with K40. This inconsistency comes from two
sources. The first cause is the difference in architectures of
the two GPUs. K40 integrates more processing elements and
more complex scheduling in its compute units while reduces
the total number of compute units. The second cause is that
the CUDA Caffe calls cuBLAS for linear algebra computation while the OpenCL Caffe uses clBLAS. To compare the
performance of the Fury X and the K40, we measured the
time of each iteration. In Fig. 8, we find that although Fury X
outperforms K40 in the processing of some layers, its training
time for one iteration is much slower than the other two GPUs.
We further studied the underlying reason of this abnormal
performance and found that the total memory requirement is
beyond 4 GB for AlexNet training. OpenCL automatically
allocates memory buffer objects on the CPU host memory
when the system is out of GPU device memory. Therefore,
the compute units have to stall to fetch data from the CPU-end
memory objects, which results in extremely low occupancy of
GPU compute units. For HBM-enabled memory the situation
is even worse because the large number of compute units on
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Fig. 8.

Training time of one iteration.

Fig. 9.

Performance of warp-centric method.

Fig. 7. Time breakdown of CNN training. Result of forward processing
(top). Backpropagation (bottom).

chip will cause severe PCIe congestion, which in turn downgrades the overall performance. To eliminate the long-latency
data fetching, we applied the pipeline technique described
in Section III-B3 to all convolution layers. One thing worth
mentioning is that the pipelining is designed for shrinking
the memory usage rather than improving the performance.
By doing this, the total data requirement is reduced from
4.35 to 3.52 GB. After reducing the global memory usage,
Fury X outperforms K40 with a speedup of 1.63×.
Although the data swapping overhead is carefully covered
by computation, we found that the pipelined training is
still 18% slower (minibatch size: 256) compared with the
unpipelined implementation on the W7100 GPU, which has
enough device memory space to hold all data and parameters
on chip. Note that the pipelining scheme is not designed for the
ideal situation that the device memory is large enough to hold
all memory buffer objects. As our goal is to reduce the memory
usage to eliminate the direct access from the GPU to CPU-end
memory, we did not use aggressive strategies to minimize
the memory usage in practice. For example, the computation
of fully connected layers is simpler than that of convolution
layers and thus it cannot completely hide the memory transfer.
So we did not apply the pipeline to higher fully connected
layers, since it can alleviate the performance overhead while
keeping the memory usage less than the size of the device
memory space.
C. Breadth-First Search Optimization
As introduced in Section III-C1, we evaluate the performance of the proposed methods for the BFS optimization on

Graph 500 benchmark. The evaluation metric is the number
of edges traversed per second, which is usually referred
to traversed edges per second (TEPS). The TEPS metric
is proportional to the throughput of the BFS algorithm.
Graph500 implementation randomly generates input graphs.
1) Warp-Centric Method: We first evaluate the performance
of our warp-centric implementation. Although the warp-centric
method maps one single vertex to a warp, the warp size here
is not necessarily the same as the hardware configuration
(64 for AMD GPUs and 32 for NVIDIA GPUs) when it
comes to implementation. As one vertex may have less than
64 neighbors, mapping it to one single hardware warp will
result in resource under-utilization. Meanwhile, mapping more
than one vertex to one hardware warp will lead to divergence
and workload imbalance. In the first phase of evaluation,
we swept the number of vertices mapped into one hardware
warp and found out that mapping two vertices achieves the
best performance.
We tested this technique on both the Fury X and the
W7100. According to Fig. 9, without the warp-centric method,
the Fury X and the W7100 have no distinguishable difference in performance. Although the underlying HBM provides
higher bandwidth, BFS cannot take advantage of it because
of uncoalesced access pattern. However, after warp mapping,
the Fury X achieves a speedup from 6.4× to 9.8×. This
technique works as well for the W7100, but with a less
significant speedup. Finally, the Fury X outperforms the
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suggest GPU architects introduce thread renaming and warplevel early exit mechanisms to exploit the HBM further.
V. C ONCLUSION

Fig. 10.

Performance of direction switch approach.

Fig. 11.

Performance of mixed direction approach.

W7100 by 1.5 times faster. This result demonstrates that the
load imbalance issue has a higher impact on the HBM-enabled
GPU than traditional GPUs with GDDR5, and that our warpcentric method can unlock the benefit brought by the HBM.
2) Direction Optimization: Based on the warp-centric
implementation, we build another traversal program with the
bottom-up strategy described in Section III-C3. The performance gain of both top-down and bottom-up approaches is
shown in Fig. 10. The levels here in Fig. 10 mean the search
iterations of each frontier. For example, Level 0 means the
search from the source vertex and Level 1 means the search
from the vertices visited by Level 0. For Levels 0 and 1,
the bottom-up implementations outperform the top-down solutions because the frontiers in these two layers connect to a
large proportion of the graph and thus the top-down implementation has to traverse many edges which are invalid for
the next round. While in such scenarios, the bottom-up scheme
proves to be efficient because the skip condition is frequently
satisfied.
At last, by carefully switching directions between the
top-down and the bottom-up schemes in different search levels,
we can obtain the minimum execution time for each iteration,
as shown in Fig. 11. For the Fury X, the overall performance
is 2.5 times faster than the previous top-down only implementation with warp-centric optimization. On the contrary,
the W7100 benefits less from it, while speedup is only 1.7. The
result implies a conclusion similar to that in Section IV-C1,
that is, we have to tackle the load imbalance issue to make
full use of the HBM-enabled GPU. The evaluation results also

HBM-enabled GPUs offer high memory bandwidth and low
power consumption. However, the memory capacity that can
be integrated into the package is limited. Therefore, additional software techniques are required to efficiently implement neural networks and graph algorithms by exploiting
the memory bandwidth benefit and address the capacity
bottleneck. In this paper, we implement AlexNet and BFS
on an HBM-enabled GPU to evaluate the performance gain
brought by the in-package 3-D-stacking memory. The evaluation results show that AlexNet training encounters lack of
memory capacity and BFS suffers low utilization of memory
bandwidth and load imbalance. We then propose a software
pipeline to reduce the memory usage of AlexNet training and
apply two techniques, warp-centric method and search direction optimization for BFS. Experimental results demonstrate
that our pipelined CNN training achieves a 1.63× speedup
on an HBM-enabled GPU compared with the best highperformance GPU on the market. For the BFS algorithm,
the warp-centric design achieves a speedup from 6.4× to
9.8× over the traditional thread-centric implementation, and
the direction optimization provides an extra 2.5× speedup
based on the warp-centric implementation.
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