Π-RT: A Runtime Framework to Enable Energy-Efficient Real-Time Robotic Vision Applications on Heterogeneous Architectures

Liu Liu¹, Jie Tang², Shaoshan Liu³, Bo Yu³, Jean-Luc Gaudiot⁴, and Yuan Xie¹

Abstract—Enabling robotic vision workloads with diverse behaviors on mobile systems with stringent resource and energy constraints remains a challenge. In recent years, attempts have been made to deploy single-accelerator-based computing platforms (such as GPU, DSP, or FPGA) to address this challenge, but with little success. The core problem is two-fold: firstly, different robotic vision tasks require different accelerators, and secondly, managing multiple accelerators simultaneously is overwhelming for developers. In this paper, we propose Π-RT, the first robotic vision runtime framework to efficiently manage dynamic task executions on mobile systems with multiple accelerators as well as on the cloud to achieve better performance and energy savings. With Π-RT, we enable a robot to simultaneously perform autonomous navigation with 25 FPS of localization, obstacle detection with 3 FPS, route planning, large map generation, and scene understanding, traveling at a max speed of 5 miles per hour, all within an 11W computing power envelope.

I. INTRODUCTION

Robotic vision applications pose high computational and energy efficiency requirements, which are challenging for contemporary mobile systems with stringent resource and energy constraints. A typical mobile robotic application pipeline mainly relies on robotic vision, including traditional computer vision (CV) and deep learning (DL), for perception and localization.

Image Processing: Image processing algorithms usually act as the common front-end of robotic vision applications and enable machines to visually sense the real-world. The representative workloads among various CV algorithms are listed in Table 1. Raw image data from the sensor is first transformed by Undistort to compensate radial and tangential lens distortion. After Undistort, the Gaussian Blur function processes the image using a Gaussian kernel to reduce noise. Feature detection is performed by utilizing the GoodFeaturesToTrack algorithm to identify the most prominent corners in images [1]. Finally, Optical Flow estimates the motion of objects in a video stream for object detection and tracking.

Localization: Localization of mobile robots often relies on simultaneous localization and mapping (SLAM) to tackle the problem of constructing and updating a map of an unknown environment while simultaneously keeping track of the location. SLAM solves the problem of constructing and updating a map of an unknown environment while simultaneously keeping track of an agent’s location within it [2]. As shown in Figure 1(a), a simplified version of the general SLAM pipeline operates as follows.

The Inertial Measurement Unit (IMU) produces six data points, i.e., angular velocities in three different axis and accelerations in the three axes, at a high rate and feeds the data to the propagation stage. The Propagation Unit integrates the IMU data points and produces a new positions at real time. However, as time progresses, the position errors caused by IMU inaccuracies accumulate and cause position drifts. To correct the drift problem, a camera is used to capture frames along the path at a fixed rate, usually at 30 FPS.

The frames captured by the camera can be fed to the Feature Extraction Unit, which extracts useful corner features and generates a descriptor for each feature. The features extracted can then be fed to the local Mapping Unit to extend the map, which is a collection of 3D spatial points with unique descriptors, as the agent keeps exploring. Meanwhile, the newly detected features are sent to the Update Unit where they are compared with the map points. If the detected features already exist in the map, the Update Unit can then derive the agent’s current position from the known map points. By using this new position, the Update Unit can correct the drift introduced by the Propagation Unit. Also, the Update unit updates the map with the newly detected feature points.

Perception: The perception of the environment is based on computer vision innovations such as image processing where the workloads are computationally intensive and often have real-time requirements. Recently, DL-based convolutional neural networks (CNNs) have brought a revolution in image understanding such as image labeling [3]. CNNs are widely adopted in computer vision applications and autonomous mobile robots due to many practical successes in both industry and academia.

CNNs are designed and deployed to process image data as 2D arrays that contain pixel intensities in three color channels. A general CNN architecture is shown in Figure 1(b), which contains a convolutional layer to extract features in local conjunction from previous layers; a pooling layer to merge similar features from a local patch of one feature map; a fully-connected layer to perform final classification.

In this paper, we aim to design a runtime layer to dynamically dispatch the computationally intensive robotic vision operators to achieve optimal performance and energy
consumption. The representative robotic vision operators, including CV and DL, along with the number of integer operations associated with each operator, are listed in Table I. Note that Undistort, Feature Detect, Optical Flow have varying number of integer operations for each image.

Heterogeneous computer architectures have been proven an efficient way to enable robotic workloads with diverse behaviors [4]. The core problems are two-fold: first, different robotic tasks require different accelerators; second, managing multiple accelerators simultaneously is overwhelming for developers.

With heterogeneous architectures available, the main challenge is how to dispatch incoming tasks to different computing units at runtime to achieve optimal energy efficiency and performance. This can be achieved through a runtime layer. Designing runtime for heterogeneous autonomous driving systems is a whole new research area with tremendous potentials, as most existing runtime designs focus on either mapping one algorithm to one type of accelerator, or on scheduling for homogeneous systems or heterogeneous systems with single accelerator [5].

In this paper, to address the problem of optimizing robotic vision workloads on mobile devices, we design and implement Π-RT, a production robotic vision runtime framework to achieve performance improvement and energy efficiency on mobile heterogeneous computing systems as well as on the cloud. The major contributions of this work are listed as follows:

- In Section III, we perform a comprehensive study of executing core robotic vision workloads on different heterogeneous platforms. The results demonstrate that these workloads have diverse computational behaviors and demand different accelerators.
- In Section IV, we propose Π-RT, a robotic vision runtime framework to manage computation offloading and resource allocation, to provide a transparent view for programmers, and to enable dynamic performance and energy consumption trade-offs.
- In Section V, we implement Π-RT on Snapdragon 820 SoC to enable an autonomous robot to simultaneously perform autonomous navigation, obstacle detection, route planning, large map generation, and scene understanding, all with an 11W of power consumption.

II. RELATED WORK

Most previous works focus on either mapping of one algorithm to one type of accelerator, or on scheduling for homogeneous systems or heterogeneous systems with single accelerator. In contrast, Π-RT is the first runtime layer that simultaneously and dynamically maps various robotic vision workloads to multiple accelerators and to the cloud.

Mapping of Deep Learning and Computer Vision Workloads to Heterogeneous Architectures: Hegde et al. [6] have proposed a framework for easy mapping of CNN specifications to accelerators such as FPGAs, DSPs, GPUs, and RISC multi-cores. Malik et al. [7] compare the performance and energy efficiency of computer vision algorithms on on-chip FPGA accelerators and GPU accelerators. Many work explored the optimization of deep learning algorithms on embedded GPU or FPGA accelerator [8], [9]

There are also many papers on optimizing computer vision related tasks on embedded platforms. Honegger et al. [10] propose FPGA acceleration of embedded computer vision. Satria et al. [11] perform platform specific optimizations of face detection on embedded GPU-based platform and reported real-time performance. Vasilyev et al. [12] evaluate computer vision algorithms on programmable architectures. Nardi et al. [13] present a benchmark suite to evaluate dense SLAM algorithms across desktop and embedded platforms in terms of accuracy, performance, and energy consumption. However, none of these work consider the complexity of integrating the various kind of workloads into a system, and only touch one component of the problem.

Scheduling for Heterogeneous Architectures has been broadly studied for single-Instruction Set Architecture (ISA) multiprocessors such as asymmetric multi-core architectures, i.e., big and small cores, and multi-ISA multiprocessors such as CPU with GPU.

On the single-ISA multiprocessors side, many work have been done at the operating system level to map workload onto most appropriate core type in run time. Koufaty et al. [14] identified that the periods of core stalls is a good indicator to predict the core type best suited for an application. Based on the indicator, it added a biased schedule strategy on operating systems to improve system throughput. Saez et al. [15] proposed a scheduler that add efficiency specialization and TLP (thread-level parallelism) specialization in operating systems to optimize throughput and

<table>
<thead>
<tr>
<th>Workload</th>
<th>Description</th>
<th>Ops.</th>
</tr>
</thead>
<tbody>
<tr>
<td>Gaussian blur</td>
<td>640x480 image 5x5 kernel</td>
<td>15.4M</td>
</tr>
<tr>
<td>Convolution</td>
<td>640x480 image 7x7 kernel</td>
<td>30.1M</td>
</tr>
<tr>
<td>Sobel filter</td>
<td>1920x1080 image</td>
<td>74.7M</td>
</tr>
<tr>
<td>Undistort</td>
<td>640x480 image</td>
<td>varies</td>
</tr>
<tr>
<td>Feature detect</td>
<td>640x480 image</td>
<td>varies</td>
</tr>
<tr>
<td>Optical flow</td>
<td>52x52 window</td>
<td>varies</td>
</tr>
</tbody>
</table>

CONV1: Convolution,ReLU 210.8M
CONV2: Convolution,ReLU 290.0M
CONV3: Convolution,ReLU 448.6M
CONV4: Convolution,ReLU 290.0M
FC6: Fully-connected, dropout 75.5M
FC7: Fully-connected, dropout 33.6M
FC8: Fully-connected, softmax 8M

Fig. 1. (a) simplified SLAM pipeline; (b) simplified DL evaluation pipeline.
power at the same time. Efficient specialization maps CPU-intensive workloads onto fast cores and memory-intensive workloads onto slow cores. TLP specialization uses fast cores to accelerate sequential phase of parallel applications and use slow cores for parallel phase to achieve energy efficiency.

On the asymmetric multi-core architectures side, Jimenez et al. [16] proposed a user-level scheduler for CPU with GPU like system. It evaluates and records the performance of a process on each PE at the initial phase. Then, based on this history information, it maps the application onto the best suited PE. Luk et al. [17] focus on improving the latency and energy consumption of a single process. It uses dynamic compilation to characterize workloads, determines optimal mapping and generates codes for CPUs and GPUs.

While runtime scheduling is critical in system performance and reliability and being practiced in many real-life application systems such as aircraft, automobile, and handheld devices, II-RT is the first runtime framework that is designed for efficient execution of robotic vision workloads on both client-side heterogeneous architectures as well as the cloud; it has been implemented in production robotic systems. The design principles, including resource-awareness, heterogeneous-awareness, setup-time-awareness, and cloud awareness are deduced from practical experiences and have proven to achieve better performance and energy efficiency.

III. WORKLOADS CHARACTERIZATION

In this section, the behaviors of different robotic tasks on existing heterogeneous platforms are characterized. Through this study, different workloads in robotic applications show a wide range of discrepancy in terms of performance and energy usage on different accelerators. Characterization on various platforms reveals that no single-accelerator architecture could accommodate all workloads.

A. Target Accelerator Platforms

The specifications of the accelerator-based SoC platforms are listed in Table II. Mobile SoC devices have been recently released to accelerate deep learning algorithms [18]. A Qualcomm Snapdragon 820 processor is investigated to show its potential for accelerating robotic vision applications. This mobile SoC contains a mobile GPU core (denoted as mGPU) and a DSP core, which is capable of accelerating operations offloaded from CPU cores. The mGPU and DSP subsystems have their private memory spaces which share the same memory controller with the CPU. Shared virtual memory (SVM) is supported by mGPU which enables addressing host data structures from mGPU by passing host pointers.

GPU-based SoC platforms such as NVIDIA Jetson TX1 have been widely recognized in academia and industry for the deployment of deep learning applications and embedded computer vision tasks. The architecture of TX1 features four high performance ARM Cortex-A57 cores and a 2MB L2 cache, as well as 256 Maxwell GPU cores which run at 998MHz. The GPU-based accelerators share a 256KB L2 cache and use the same memory interface to access system memory.

FPGA-based SoC platforms are favored in embedded vision applications due to their flexibility and power efficiency [19], [20]. Moreover, the rapid growth in computer vision algorithms makes the programmability of FPGA devices even more promising [12]. In this work, the DE1-SoC board from Terasic is used to conduct experiments, which features a dual-core ARM Cortex-A9 as the hard processor system (HPS) and a Cyclone V FPGA fabric as the programmable logic which has 85K logic elements. The FPGA device is equipped with a 64MB SDRAM as device memory. The communication between HPS and FPGA is realized by the HPS-to-FPGA AXI bridge.

B. Experimental Setup

The characterization study is focused on computer vision and deep learning algorithms with the evaluated workloads listed in Table II. To evaluate CV algorithms on target accelerator platforms, OpenCV CUDA image processing and feature extraction modules, vendor-supplied FPGA benchmarks, and FastCV library are used on GPU-based SoC, FPGA-based Soc, and DSP-based SoC, respectively. Based on AlexNet [21], the inference of CNN is evaluated on GPU-based SoC with CuDNNv5 library, and on FPGA-based SoC using hand-crafted OpenCL kernels of convolution layers and fully-connected layers.

The power measurement on TX1 is based on the INA monitors on board. The PowerPlay Early Power Estimator and an USB power monitor are used to generate the power consumption of FPGA and mobile SoC, respectively. Note that CPU, DSP, and mGPU denote the host processor and accelerators on the mobile SoC, i.e. Snapdragon 820, whereas GPU and FPGA represent the accelerators on TX1 and DE1-SoC.
TABLE III
PREFERABLE ACCELERATOR FOR CV WORKLOADS

<table>
<thead>
<tr>
<th>Workload</th>
<th>Gaussian Blur</th>
<th>Convolution</th>
<th>Sobel Filter</th>
<th>Undistort</th>
<th>Feature Detect</th>
<th>Optical Flow</th>
</tr>
</thead>
<tbody>
<tr>
<td>Perf. preferable</td>
<td>CPU</td>
<td>GPU</td>
<td>GPU</td>
<td>GPU</td>
<td>GPU</td>
<td>FPGA</td>
</tr>
<tr>
<td>Energy preferable</td>
<td>mGPU</td>
<td>GPU</td>
<td>DSP</td>
<td>GPU</td>
<td>DSP</td>
<td>FPGA</td>
</tr>
</tbody>
</table>

Fig. 2. Comparing the execution time per frame of CV workloads. GPU has higher performance on filter-like workloads, while DSP and FPGA shows better execution on Feature Detect and Optical Flow, respectively.

C. Overall Performance and Energy

Observation One: Data-flow execution pattern exists. Robotic vision applications often demonstrate data-flow execution patterns such that the execution of one stage (e.g. feature extraction) depends on the output of the previous stage (e.g. image capture). Resource leak occurs when the input is ready but the execution is delayed. For instance, if feature extraction does not start when images are ready, then the runtime has to either use more buffers or to discard the images, which leads to the degradation of stability.

Observation Two: No single accelerator wins all. As shown in Figure 2, workloads such as Convolution and Sobel Filter with regular parallel patterns are best suited for GPU execution over other computing platforms. From the perspective of parallel computing model, such workloads are favorable in Single Instruction Multiple Thread (SIMT) execution which fits better on GPU. Similar observation can be made in DL workloads where GPU shows better performance across all layers than FPGA as shown in Figure 4. However, Feature Detect, with more control divergences degrading performance on GPU, is suitable on Single Instruction Multiple Data (SIMD) execution on DSP. Among various Optical Flow algorithms on different platforms, only the two implementing the same Lucas Kanade algorithm are considered, where FPGA shows better performance than GPU. Notice that for Gaussian Blur CPU shows slightly better performance than mGPU, because multi-core is boosted for acceleration and there is no overhead for launching kernels. Table III lists preferable accelerator for CV workloads considering both performance and energy efficiency.

Figure 3 shows the energy consumption of CV workloads on the targeted accelerators. For CV workloads such as Sobel Filter, although GPU executes faster, the energy consumed is higher than DSP. FPGA also shows low energy consumption even though its execution time is longer than GPU. Overall, DSP has better energy efficiency for most CV workloads except for Convolution. As shown in Figure 5, GPU demonstrates the better energy efficiency in accelerating DL workloads than FPGA. While FPGA has low power consumption, the execution time is not competitive compared with GPU. To keep load balance, GPU and DSP are preferred to accelerate DL workloads and CV workloads, respectively.

Observation Three: Setup time matters. Figure 6 shows the breakdown of total computation offloading time of fix-point Convolution on accelerators including the setup time and data copying back time. As it can be seen, setup time occupies a significant portion of total time and needs to be considered in real-time applications. Even though it shows in Figure 2 that GPU has the fastest execution time for Convolution, when setup time is taken into account, DSP is preferable for overall execution time. GPU has the largest setup overhead even though it can be overlapped by batching, but batching is impractical in latency-critical applications. DSP has the lowest setup overhead partially because of the efficient host-to-accelerator invocation mechanism, and therefore it is suitable to accelerate lightweight workloads.

D. Computing Locally vs. Offloading to Cloud

The energy consumption as well as the performance of running image recognition on the CPU and the GPU of the TX1 platform are compared with when offloading to the cloud using AlexNet [21] as the benchmark.

Observation Four: Offloading to cloud achieves high energy efficiency but fails to meet real-time requirements. As shown in Table IV when executing on CPU, inference takes 0.4 seconds to process one image and the total energy consumed is 0.8 J; however, to perform the same task, GPU only consumes 1/6 of the energy and it is around 10 times
The submitted tasks are appended to the queues of different processing units (CPU, accelerators, and cloud) according to the scheduling policy. In addition, Π-RT implements a callback function for each processing unit such that when the processing unit is done with the current task, it triggers its associated callback function; then it dispatches the first task in its associated queue to the processing unit.

A. Design Principles

The following design principles for Π-RT can be deduced from the four observations made in Section III. Our runtime is aware of the computing resources and improves the performance and energy efficiency with the constraints of resources.

- **Resource awareness:** as indicated in Observation One, robotic vision applications exhibit data-flow patterns, such that each stage depends on the output of the previous stage; execution being delayed when input is ready often leads to a waste of system resources. Since image buffers are a major consumer of system memory, the higher priority is given to tasks with image inputs in order to release the image buffers as soon as possible.

- **Heterogeneous accelerator awareness:** as indicated in Observation Two, no single accelerator wins all. Therefore, all accelerators available in the platform are considered instead of focusing on only one type of computing units.

- **Setup time awareness:** as indicated in Observation Three, for each accelerator there is always a setup time associated with it. Most existing schedulers do not consider the setup overheads thus leading to non-optimal results; for Π-RT, the runtime initialization routine also initializes all the accelerators and thus minimizes the setup overhead on performance.

- **Cloud awareness:** as indicated in Observation Four, offloading to cloud leads to energy efficiency but fails to meet real-time requirements. The scheduler dispatches tasks without real-time requirements to cloud by default. Note that the definition of non-real-time requirement in this context is that the task does not need to complete within 30 seconds.

B. Basic Scheduler Design

The basic scheduler does not have resource awareness and cloud awareness. To accommodate different scenarios, the basic scheduler operates in three different modes: Latency-Optimal, Throughput-Optimal, and Energy-Optimal as illustrated in Algorithm 1, Algorithm 2, and Algorithm 3 respectively.

The experimental results of executing Convolution with the basic scheduler deployed on Snapdragon 820 is tabulated in Table V. The scheduler checks the load of each queue and selectively appends computational tasks into different queues based on the workloads characteristics and hardware resources including execution time, energy consumption, and memory footprint. Each queue size is determined according to hardware computing resources and

---

**Fig. 4.** DL workloads execution time: GPU outperforms FPGA for all workloads.

**Fig. 5.** DL workloads energy consumption: GPU is always more energy efficient than FPGA.

**Fig. 6.** Considering total computation offloading time using Convolution: Although GPU shows the best performance on kernel execution, the total computation time is not preferable as to DSP due to the high setup overhead.

faster compared to CPU. Offloading this task to the cloud only inculc negligeble energy by only uploading the image, but the problem is that the inference latency is not only long but also highly variable, making it very hard to meet real-time requirements.

**IV. Π-RT Design**

This section first lays out the design principles made from the observations in Section III and then gives the design of the basic scheduler and the advanced scheduler in details. Through the efficient utilization of client-side heterogeneous computing resources and cloud resources, Π-RT enables full robotic vision workloads execution on mobile systems with stringent resource and energy constraints. Figure 7 shows the architecture of Π-RT. Our runtime design relies on the SoC host system to handle on-chip components such as CPU and accelerators as well as peripheral components including cameras and LiDAR.

With the advent of heterogeneous architectures integrating different accelerators, it is an increasing burden for the developers to manage the computing resources and to map the applications onto hardware components. To bridge the gap between robotic vision applications and heterogeneous hardware, Π-RT provides a transparent programming interface for users to submit tasks without knowing the details in heterogeneous hardware.
Algorithm 1 Latency-Optimal Scheduling

Require: A counter N for dispatched tasks; the weight of each queue: Wc, Wg, Wd.

1: for each waiting task do
2:  if N \( \leq \) Wg then dispatch to GPU queue; N++
3:  else if N \( \leq \) (Wg+Wd) then dispatch to DSP queue; N++
4:  else if N \( \leq \) (Wg+Wd+Wc) then dispatch to CPU queue; N++
5:  else dispatch to CPU queue; reset counter N

Algorithm 2 Throughput-Optimal Scheduling

Require: The load of each queue: Qc, Qg, Qd; the weight of each queue: Wc, Wg, Wd.

1: for each waiting task do
2:  if Qg \( \leq \) Wg then dispatch to GPU queue; Qg++
3:  else if Qc \( \leq \) Wc then dispatch to CPU queue; Qc++
4:  else if Qd \( \leq \) Wd then dispatch to DSP queue; Qd++
5:  else dispatch to CPU queue; Qc++

Algorithm 3 Energy-Optimal Scheduling

Require: The load of each queue: Qc, Qg, Qd; the weight of each queue: Wc, Wg, Wd.

1: for each waiting task do
2:  if Qd \( \leq \) Wd then dispatch to DSP queue; Qd++
3:  else if Qg \( \leq \) Wg then dispatch to GPU queue; Qg++
4:  else if Qc \( \leq \) Wc then dispatch to CPU queue; Qc++
5:  else dispatch to DSP queue; Qd++

C. Advanced Scheduler Design

The advanced scheduler design is illustrated in Algorithm 4. II-RT implements cloud awareness by checking whether this task has real-time requirements; if not, the task is dispatched to the cloud. Then II-RT implements resource awareness by checking whether the task consumes images as input; if so, II-RT dispatches the task to the high priority queue. Otherwise, II-RT falls back to the basic scheduler. Note that II-RT always clears the high priority queue first before servicing the normal queues.

Algorithm 4 Advanced Scheduling

Require: The tags of the tasks: rt - real-time task, ii - input

1: for each waiting task do
2:  if !rtt then dispatch to cloud;
3:  else if ii then dispatch to the high priority queue; Qh++
4:  else dispatch using the basic scheduler

V. REAL-WORLD IMPLEMENTATION

To verify its effectiveness, II-RT is implemented on the Snapdragon 820 SoC as shown in Table V. Essentially, II-RT is a framework running on top of host OS and interfaces with target robotic application. II-RT is scalable to SoCs with increased computing resources as it enables dynamically scheduling the workloads aware to the capability of each computing component. With II-RT, an autonomous robot is enabled to simultaneously perform autonomous navigation, obstacle detection, route planning, large map generation, and scene understanding, all within an 11 W of computing power envelope and with negligible overhead of scheduling. Figure 7 shows a snapshot of the full robotic workloads executing on the Snapdragon 820 SoC as well as on the cloud.

A. Client-Side Performance

Without II-RT, the robotic system (including feature extraction, localization, planning, obstacle avoidance, and deep learning) runs on CPU only. Originally, it takes 1.5 seconds to process each frame for object recognition, and the localization pipeline is only able to process 15 images per second. The feature extraction task consists of CV workloads such as Gaussian Blur and Feature Detect. Under this mode, the system stresses the CPU and keeps the four cores spinning with 10 W of power consumption on average.

After deploying II-RT with the throughput-based scheduling scheme, the DSP is mainly utilized for sensor data processing tasks, such as feature extraction and optical flow;
the GPU is mainly used for deep learning tasks, such as object recognition; the CPU cores are used to localize the vehicle, to plan paths, and to avoid obstacles in real time. The localization pipeline is able to process 25 images per second, while the deep learning pipeline is able to perform 3 object recognition tasks per second. The planning and control pipeline is designed to plan a path within 6 ms. The SoC consumes 11W of power on average and the robot is able to autonomously navigate with a max speed of 5 miles per hour.

With only 1W of extra power consumption, Π-RT achieves 60% and 3-fold performance improvement on localization and object recognition tasks by efficiently utilizing heterogeneous resources, respectively. As demonstrated through this implementation, Π-RT enables efficient utilization of heterogeneous computing units such that even mobile SoCs are capable of supporting full robotic workloads.

B. Cloud-Side Performance

Besides the client-side execution, Π-RT is able to dispatch non-real time scene understanding and large-scale high-precision map generation [22]. The purpose of the scene understanding is to generate a description of the scene of meta-data so that it is easier to retrieve multimedia information later; the purpose of the map generation is to perform global optimization on the visual map to improve its accuracy. Both of these tasks are not suitable for running on the client side; the scene understanding requires over 1 GB of GPU memory, and the Snapdragon 820 system simply does not have enough resource for this application; the large scale mapping involves bundle adjustment optimization over 100 images with thousands of feature points. It takes hours to run on the client side, but on the cloud side it only takes less than five minutes to finish.

VI. CONCLUSIONS

Efficient utilization of client-side heterogeneous computing resources as well as the cloud is the key to enable full robotic workloads on mobile systems with stringent resource constraints, but an unsolved problem. In this paper, we first conducted a comprehensive study of robotic vision applications on heterogeneous SoC architectures. Based on the results, we designed and implemented Π-RT, the first ever robotic vision runtime framework which efficiently utilizes not only the on-chip heterogeneous computing resources but also the cloud to simultaneously achieve high performance and energy efficiency. We have confirmed the effectiveness of Π-RT on a production mobile robot, by demonstrating that full robotic workloads, including perception, localization, autonomous navigation, obstacle detection, route planning, large map generation, and scene understanding, can be efficiently executed simultaneously with merely 11 W of power consumption.

VII. ABOUT THE AUTHORS

LIU LIU is currently a Ph.D. candidate in the Department of Computer Science at University of California, Santa Barbara. His research interests include hardware specialization for efficient deep learning, distributed learning systems, and heterogeneous computer architectures. He received a Bachelor’s degree from the University of Electronic Science and Technology of China and an Master’s degree in Electrical and Computer Engineering from University of California, Santa Barbara. He is a member of IEEE and ACM.

JIE TANG is currently an associate professor in School of Computer Science and Engineering of South China University of Technology, Guangzhou, China. She received her B.E. degree from University of Defense Technology and Ph.D. degree from the Beijing Institute of Technology, both in Computer Science. She was previously a visiting researcher at the Embedded Systems Center at University of California, Irvine, USA, and a research scientist at Intel China Runtime Technology Lab. Dr. Tang is mainly doing research on Computing Systems for Autonomous Machines. She is a founding member and secretary of the IEEE Computer Society Special Technical Community on Autonomous Driving Technologies. She is a member of IEEE. Tang is the corresponding author of this article. Contact her at cstangjie@scut.edu.cn.

SHAOSHAN LIU is Founder and CEO of PerceptIn (www.perceptin.io), a company focusing on providing visual perception solutions for autonomous robots and vehicles. Dr. Shaoshan Liu received Ph.D. in Computer Engineering from University of California, Irvine. His research focuses on Computing Systems for Autonomous Machines. Dr. Shaoshan Liu has published over 50 research papers and holds over 150 U.S. international patents on autonomous machines. Dr. Shaoshan Liu is a senior member of IEEE, an ACM Distinguished Speak, and an IEEE Computer Society Distinguished Speaker.

BO YU received the B.S. degree in electronic technology and science from Tianjin University, Tianjin, China, in 2006, and the Ph.D. degree from the Institute of Microelectronics, Tsinghua University, Beijing, China, in 2012. He is currently the CTO of PerceptIn, Fremont, CA, USA, a company focusing on providing visual perception solutions for robotics and autonomous driving. His current research interests include algorithm and systems for robotics and autonomous vehicles. Dr. Yu is a Founding Member of the IEEE Special Technical...
Community on Autonomous Driving. He is a senior member of IEEE.

YUAN XIE is currently a Professor with the Department of Electrical and Computer Engineering, University of California at Santa Barbara, CA, USA. His interests include VLSI design, Electronics Design Automation (EDA), computer architecture, and embedded systems. He received the B.S. degree in Electronic Engineering from Tsinghua University, Beijing, China in 1997, and M.S. and Ph.D. degrees in Electrical Engineering from Princeton University, NJ, USA in 1999 and 2002, respectively. He is a Fellow of IEEE/AAAS/ACM.

JEAN-LUC GAUDIOT is a professor in the Department of Electrical Engineering and Computer Science at the University of California, Irvine. His research interests include multithreaded architectures, fault-tolerant multiprocessors, and implementation of reconfigurable architectures. He received a PhD in computer science from the University of California, Los Angeles. Gaudiot is a Fellow of IEEE and the American Association for the Advancement of Science, and current president of the IEEE Computer Society.

REFERENCES


