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Abstract—Field-Programmable Gate Arrays (FPGAs) have been aggressively moving to lower gate length technologies. Such a

scaling of technology has an adverse impact on the reliability of the underlying circuits in such architectures. Various different physical

phenomena have been recently explored and demonstrated to impact the reliability of circuits in the form of both transient error

susceptibility and permanent failures. In this work, we analyze the impact of two different types of hard errors, namely, Time-

Dependent Dielectric Breakdown (TDDB) and Electromigration (EM) on FPGAs. We also study the performance degradation of

FPGAs over time caused by Hot-Carrier Effects (HCE) and Negative Bias Temperature Instability (NBTI). Each study is performed on

the components of FPGAs most affected by the respective phenomena, from both the performance and reliability perspective. Different

solutions are demonstrated to counter each failure and degradation phenomena to increase the operating lifetime of the FPGAs.

Index Terms—FPGA, time-dependent dielectric breakdown, electromigration, hot-carrier effects, negative bias temperature instability.
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1 INTRODUCTION

FIELD-PROGRAMMABLE Gate Array (FPGA) industries are

moving toward scaled technologies at quite an aggres-
sive pace. Such scaling in FPGAs is strongly championed by

their low NRE costs and symmetric architectures, which

go well with the design for manufacturing philosophies.

However, the advent of such small technology nodes in the

FPGA industry brings up several reliability concerns that

are associated with smaller feature sizes. Apart from the

increased vulnerability of the circuits to transient errors,

there is an increase in the impact of different aging
phenomena that result in permanent failures of the devices

and interconnect. Therefore, the aggravation of such aging

phenomena like Hot-Carrier Effect (HCE) [2], Time-

Dependent Dielectric Breakdown (TDDB) [4], Electromigra-

tion (EM) [16], Thermal Cycling, Stress Migration [17], and

Negative Bias Thermal Instability (NBTI) [11] need to be

analyzed carefully in such FPGAs designed using newer

technologies.
The rate of degradation due to the accelerated aging

phenomena is dependent on different factors such as
supply voltage, temperature, switching activity, resulting
current in the devices, the state of the gates, and leakage
currents. For example, the Mean Time To Failure (MTTF)
due to TDDB reduces as gate leakage increases. On the
other hand, degradation due to NBTI is more dependent on

the time a PMOS transistor is stressed (turned on) in a
circuit. The switching activities of the gates determine the
current flowing through devices and interconnect links and
thereby strongly impact the aging and MTTF due to
mechanisms like HCE and EM. All of these phenomena
also have strong dependence on the temperature and the
operating voltage of the devices. Based upon the mapping
and placement of different applications on FPGAs, different
portions of the FPGA exhibit varying switching currents
and leakage currents. Consequently, different portions of
the FPGA age differently when implementing the same
design for a long period of time.

In this work, we first analyze the impact of aging due to
TDDB, EM, NBTI, and HCE on Xilinx-style FPGAs, using a
set of MCNC benchmarks. Our results show that a
significant portion of the FPGA designed on a 65-nm
technology node resources may experience their first failure
within three to five years of operation. Consequently, we
propose different strategies that can prolong the lifetime of
the device by mitigating the impact of such accelerated aging
mechanisms. The first technique employs a gate leakage
optimization technique to mitigate the impact of TDDB. The
second technique employs a region-constrained placement
technique that periodically changes the placement of a
design to age the different components of the FPGA more
uniformly. To mitigate the impact of EM, we periodically
change the routes (and interconnects) for the highly switch-
ing interconnects. Finally, we demonstrate a bit-flipping
strategy to reduce the degradation impact of NBTI on
configuration SRAMs. Our experimental evaluation of the
proposed techniques show that the lifetime of the device can
be prolonged significantly using the proposed techniques.

The rest of this paper is organized as follows: Section 2
describes the previous and related studies in this field.
Section 3 provides an overview on the experimental setup.
Section 4 analyzes the impact of the three different
accelerated aging mechanisms on the benchmark circuits.
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Section 5 introduces techniques to increase the lifetimes of
the FPGAs, and Section 6 provides conclusions.

2 PREVIOUS WORK

Previous research in FPGA reliability has explored the
transient error reliability of FPGAs due to their criticality in
space applications. One such analysis of Soft Errors and
redundancy-based solutions has been presented in [1].

Aging in contemporary microarchitectures has been revis-
ited with scaling technologies in [17], where different scaling
models and the impact of various failure mechanisms
have been discussed. A detailed modeling of the circuit
age and MTTF due to TDDB has been provided in [3].
Further analysis about such failure phenomena has been
studied and modeled considering different technology
parameters in [4]. The phenomenon of NBTI has been
discussed along with the Reaction-Diffusion (R-D) model
in [14]. The impact of NBTI on the stability and the
performance of memories was presented in [9]. The work
demonstrated the significant impact of NBTI on the stability
of the SRAM cells in the form of Signal Noise Margin (SNM)
degradation. FPGAs have their configuration bits stored in
SRAM cells, which, once configured, stay in the same value

for a long period of time. The vulnerability of FPGA-based
systems to NBTI degradation hence gains significant
criticality, as demonstrated in [30]. Models for EM-based
failures for different types of wire technologies are pre-
sented in [16]. The paper presented a modeling of a tool
called Sysrel, which is a circuit-level EM-based lifetime
analysis tool. The tool operates on circuit layouts and
provides the failure time of different interconnects in the
circuit due to EM. A detailed analysis of HCE-based
degradation in NMOS devices has been presented in [2],
which provides the device degradation due to hot-carrier
stressing for 180-nm technology.

The solutions to mitigating such problems have been
presented at different stages of design. Architectural

solutions have been studied in the form of structural
redundancy in [12]. However, such solutions incur the cost
of additional redundant hardware, and thereby, the area
benefits of scaling have to be sacrificed to some extent.
Technological solutions in the form of new materials and
process technologies have also been explored extensively. A
few such methodologies include using high-k dielectrics [25]
to increase the lifetime with respect to failures due to oxide
charge trapping, carbon nanotubes as a substitute for
copper interconnect specifically in FPGAs [24] to reduce
EM-based failures, and variable oxide thickness [26] in
FPGA circuits for both power and reliability benefits. At a
different front in the design flow, logic-redesign-based
strategies have also been shown to be effective in increasing

the lifetime of CMOS. The impact of switching activities on
such degradation have been presented in [18], which
presents a logical redesign strategy to reduce the impacts
of circuit degradation due to HCE and EM. In this work, we
provide a mix of architectural and design solutions to
increase the lifetime of FPGAs, considering the specific
characteristics of FPGAs and the technological trends.

3 EXPERIMENTAL SETUP

We used a design flow based on Xilinx ISE tools [20] to
implement a set of MCNC benchmarks on the smallest
devices possible. Table 1 shows the usage information of
different MCNC benchmarks and the device they were
implemented on. We obtained the switching activities and
the transition probabilities of each of the nets using the
placement and routing information provided by the Xilinx
Development Language (XDL) file, which is a text file
comprising all the placement and routing information. An
open source Java-API-based tool to read and modify the
bitstream file, namely, JBits (v3.0), is used for implementing
most of the proposed algorithms. JBits [36] along with
JRoute [27] may be used after the place and route to directly
change the placement or routing information embedded in
the bitstream file. Details of the usage of the tools for
specific fault observation and solutions have been described
in the respective sections as and when we describe the
particular techniques.

4 TYPES OF ERRORS AND THEIR IMPACT ON

FIELD-PROGRAMMABLE GATE ARRAYS

The permanent aging-based hardware failures that we
study in this paper include TDDB, EM, NBTI, and HCE. In
this section, we describe the cause and impact of each of the
errors in detail.

4.1 Time-Dependent Dielectric Breakdown

With the reduction in the gate oxide thickness, TDDB is
envisioned as one of the major reasons of permanent failures
in recent VLSI technologies. The cause for such failures is
primarily the trapping of charges in the oxide that create an
electric field, followed by a charge flow through the oxide,
resulting in a breakdown after sometime. The MTTF due to
TDDB is a strong factor of temperature and the gate leakage
component of a transistor. With increasing gate currents,
there is an increase in the charges trapped in the oxide that
create an electric field, which keeps increasing until the
dielectric breakdown threshold is reached. Increasing
manufacturing defects also contributes to the aggravation
of such a problem and associated failures at any early stage.

The MTTF due to TDDB is strongly dependent on the
thickness and area of the oxide, gate voltage, temperature,
and the leakage current through the gate. The time to
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Characteristics of MCNC Benchmarks Used



breakdown ðtbdÞ was empirically evaluated for an older
technology ðtox1¼10 nm; A1¼1 mm2; and V1¼7 VÞ, where
tox1 depicts the oxide thickness, A1 depicts the area of the
oxide, and V1 is the applied gate voltage [3]. Using this
empirical value, we evaluate tbd, for a newer technology
ðtox2; A2; V2Þ using the following:

MTTFtddb1
MTTFtddb2

¼ 10
tox1�tox2

0:22 ðA1

A2
ÞðV1

V2
Þa�bT e

Xþ Y
T
þZT

kT : ð1Þ

The values of constants in the equation, X; Y ; Z; a; and
b, were obtained from empirically fitted numbers for scaling

in [17]. Note that the first term in (1), 10
tox1�tox2

0:22 , is actually the

factor used to compare the gate leakage current, Ileak, for the

two different technologies. Hence, this provides an estimate

of the actual time to breakdown for a specified amount of

gate leakage current. However, gate leakage varies based on

the state of the device. In this work, we evaluate the gate

leakage number of different components of the FPGA using

the static signal probabilities. To validate the scaling model

with the existing data available, we first obtained the MTTF

due to TDDB under stressed conditions for a 90-nm

technology node with a tox of 1.2 nm and an oxide area

of 0.25 mm2 at 125 �C and 3.0 V. The static signal probability

is assumed to be 1 at this point, since the gate is always

turned on. We obtained an MTTF of 9,842 hours under

stress testing for a gate oxide breakdown, which is quite

similar to the measured failure numbers provided for

FPGAs in 90-nm technology [20].
In this work, we have considered the failure in the

Lookup Tables (LUTs) in FPGAs. LUTs are primarily
comprised of a 16� 1 multiplexer (mux) circuit that is
designed using pass transistor logic. The gate inputs are
driven by different nets, whereas the actual inputs of the
mux are preconfigured and stored in SRAM cells. We
designed a custom layout in 65-nm CMOS technology and
computed the gate leakage power using the BSIM4
model [28]. Note that the gate leakage of the LUTs in each
of the slices depends on the input vector and, thereby, the
static signal probabilities. Using the static probabilities and
the inputs from the SRAM cells to each of the LUT muxes
for the benchmarks, we obtain the gate leakage power. The
gate leakage numbers, along with the static probability
values, were used to determine the MTTF due to TDDB for
each of the LUTs. We obtained the MTTF for different
components of the FPGA based on their active gate leakage
consumption and predicted their lifetimes using scaling (1).

Fig. 1 demonstrates the failure rates for different LUTs in
an FPGA for nine benchmarks from the MCNC suite. It is
clear in the figure that there are a significant number of LUTs
in a low-lifetime region (which fail in less than four years).
This can be attributed to the observations represented in
[21], which shows that the distribution gate leakage in LUTs
is mainly toward low and high extremes. This observation
calls for balancing static probabilities or using techniques
that may reduce the maximum gate leakage consumption of
the LUTs. A similar analysis can be easily performed for the
interconnect components as well using the gate leakage
characterization of interconnect available in [23].

4.2 Electromigration

EM is one of the causes of permanent failures of
interconnects in the form of the development of voids in
metal lines, due to heavy current densities over a period of
time. Such a phenomenon is greatly aggravated by increas-
ing current densities and smaller feature sizes of the
interconnect wires. Based on the most commonly adopted
Black’s model for EM, the MTTF of a metal line depends
primarily on the current density and the length of the wire.
To obtain the MTTF for a Cu wire for 90-nm technology, we
used a tool called SysRel [16], which takes in as its input the
CMOS layout of any circuit and provides the time-to-failure
plots for wires in the design that are prone to failures due to
EM. We provided the tool with a simple inverter-driven
wire layout of length 100 um and obtained its MTTF of
the circuit, which was observed to be close to four years.
Such an MTTF was then scaled using a combined equation
from [17] and [16], as shown in the following:

MTTFem / ðJÞ�ne
EaEM
kT ; ð2Þ

where J is the current density defined as

J ¼ f:pC:V dd
WH

; ð3Þ

n is a constant, which is typically equal to 1 [16], L is the
length of the wire, EaEM is a constant, k is the Boltzmann’s
constant, and T is the temperature of the copper inter-
connect. Equation (3) shows that the current density through
a wire is directly impacted by the transition probabilities p
and operating frequency f of the net driving the wire.
Consequently, the lifetime of the wire may be characterized
as an inverse proportion of the transition probabilities and
the length of a wire segment. FPGAs have variable-length
segments, as demonstrated in Fig. 2, and significantly
varying transition probabilities on different nets. As a
consequence, the lifetimes of the wires may vary consider-
ably for a design mapped on an FPGA. It is also important to
note that the effective length used for computing such
failure periods are the longest runs between two vias,
through which there is a current flow. It can be observed in
Fig. 2 that a long wire can have a current path spanning
minimally one CLB to as large as the length or width of the
FPGA. Similarly, a hex may have its current path spanning
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Fig. 1. MTTF of LUTs based on their active gate leakage consumption.



two, three, or six CLBs. We obtained such an information

about the effective lengths of the wires by parsing the

postrouting information file provided by Xilinx, namely,

the XDL, for different wires. Using JBits, we obtained the

transition densities of different wires for MCNC designs

mapped onto the smallest possible Virtex-II device. Based

on their lengths and transition probabilities, we estimated

the MTTF for different wires. Fig. 3 demonstrates the

cumulative failure times of the wires in FPGA due to EM.

Wires with beyond-20-year lifetimes are considered im-

mortal and are not depicted in the figure. Another important

observation is depicted in Fig. 4, where the distribution of

the lifetimes of wires of different lengths averaged over all

the benchmarks is presented. It is quite evident in Fig. 4 that

there should be strong focus on reliability techniques to

safeguard the longer wires, since close to 60 percent of them

can fail in less than 10 years due to EM.

4.3 Negative Bias Thermal Instability Modeling

The most commonly employed stress and recovery model

for NBTI is the R-D model [14] with fine modifications for

technologies. We use the stress and recovery equations as

shown in the equations in [13] for estimating the change in

threshold voltage �Vth after a period of time.
At stress

�Vth ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
K2
v :ðt� t0Þ

0:5 þ�V 2
th1

q
þ �v; ð4Þ

and at recovery

�Vth ¼ ð�Vth2 � �vÞ:
�

1�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�ðt� t0Þ=t

p �
; ð5Þ

where

Kv ¼A:Tox:
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
CoxðVgs � VthÞ

q
:exp

�Eox

Eo

�
 

1� Vds
�ðVgs � VthÞ

!
:exp

�
� Ea

kT

�
;

ð6Þ

where Eox ¼ ðVgs � VthÞ=Tox, and k is the Boltzmann con-

stant. The value of the coefficients are Eo ¼ 2:0 MV=cm,

Ea ¼ 0:12 eV, A ¼ 1:8 mV=nm=C0:5, � ¼ 0:35, and �v ¼ 5 mV.

�v is a constant added to include the impact of oxide traps

and other charge residues. Note that during the continuous

operation of the circuit, however, the device is under

both stress and recovery based on the gate inputs’ static

probability or the duty cycle. The change in threshold

voltage for long-term degradation after “n” cycles of

stress and recovery is obtained from (7). These equations

are used in conjunction with the PTM 90-, 65-, and 45-nm

technologies [32], and all the simulations were performed

at 100 �C:

�Vth ¼Kv:�
0:25:T 0:25: 

1� ð1�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�ð1� �Þ=n

p
Þ2n

1� ð1�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�ð1� �Þ=n

p
Þ2

!
þ �v;

ð7Þ

where � is the duty cycle (ratio of time of stress to stress þ
recovery), and T is the clock period. Fig. 5 shows the results

obtained using (4) for different technology nodes at 100 �C.

It could be observed in the figure that the threshold voltage

rise of the PMOS transistor is close to 10 percent for the

period of 108 seconds (�3 years), which clearly indicates the

severity of the problem.
Another important observation is the strong dependence

of �Vth on the electric field, Tox, and temperature, which,

however, are absent in the recovery equation. Such a bias

significantly impacts the aging due to NBTI with techno-

logical fluctuations or process variations. As observable in

Fig. 5, the change in threshold �Vth decreases as technol-

ogy scales. This is due to the fact that the electric field
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Fig. 2. Different wire segments used in an FPGA.

Fig. 3. MTTF for different wires in FPGA based on their lengths and

switching.

Fig. 4. MTTF for different wire types in FPGA.



Eox ¼ ðVgs � VthÞ=Tox across the gate oxide decreases for
future technologies [32].

Most FPGAs store their configuration bits in 6T SRAM
cells, as shown in Fig. 6. Such configuration SRAM cells are
used to store both the logic in the form of LUTs and the
routing information for controlling the routing switches.
Since the configuration of the device stays the same once
programmed, the SRAM cells hold a value for long periods
of time up until the FPGA is reconfigured. Such a scenario
leads to stressing one of the PMOS transistors in the SRAM
cell without recovery. Since the configuration SRAM cells
are not in the critical path, their timing degradation does
not impact the performance of the application, but it does
affect the overall stability of the SRAM cell. Using (4), we
obtain the Vth degradation of a PMOS device, whereas the
value stored by the SRAM cell does not change. The
severity of the problem in configuration bits is, however,
subsidized a little due to the usage of medium-oxide
(one of the triple-oxide thickness) gates to reduce leakage
in FPGAs [33]. We performed our experiments on such
SRAM cells to obtain the degradation in the device’s SNM,
read, and write delays.

The performance degradation of a 65-nm degraded
SRAM was studied. It was observed that the read delay is
almost unaffected, whereas the write delay improves
slightly and is in consonance with [9]. Fig. 7 demonstrates
a graph of the SNM degradation of SRAM cells for

three technology nodes. It also shows the degradation for
three different oxide thickness (for the triple-oxide
thickness of Xilinx) for a 65-nm technology node over a
period of 108 seconds (�3 years). Note that even in the
thickest gate oxides, the SNM degrades by 2 percent, which
is quite significant with respect to the read stability of the
SRAM cell [9].

Such degradation in the SNM values not only decreases
the stability of the SRAM cell but also increases the
vulnerability of transient errors like soft errors, crosstalk,
etc. Therefore, it is imperative to analyze the soft error
susceptibility of the affected SRAM cells. Critical charge Qc

is defined as the minimum charge that should be generated
by the strike to cause an upset. Table 2 analyzes the impact
of NBTI on the susceptibility of the SRAM cell to soft errors.
It is observed that the critical charge ðQcÞ decreases as the
PMOS transistor gets degraded over time. The critical
charge ðQcÞ for flipping a bit Q from 1! 0 is less than that
for 0! 1 due to a wider Nþ diffusion of the NMOS, as
shown in Fig. 6. The Qc for 0! 1 is nearly unaffected since
the strike occurs at Q! and the affected PMOS lies in the
regenerative side in this case. We observe that the Qc for
the bit flip from 1! 0 decreases as the PMOS device gets
affected due to NBTI. This arises due to the asymmetry in
the affected cell. The affected PMOS transistor with its
degraded current drive fails to bring back the node to 1
easily than the unaffected device. We also calculate the
FIT rate (FIT is one failure in 109 hours of operation) of
the degraded device using the model presented in [34].
A conventional SRAM’s FIT rate is assumed to be
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Fig. 5. �Vth variation of different technology nodes with age.

Fig. 6. Nominal 6T SRAM cell.

Fig. 7. Variation of SNM with age.

TABLE 2
Critical Charge ðQcÞ and FIT per Megabit of the Nominal and

NBTI-Affected 65-nm SRAM Cell after One Year



1,000 FIT/Mbit. Qs, which is the slope transformation
factor, is derived from [34] to be 4fC. The new FIT per
Megabit calculated for the degraded SRAM is higher,
showing lesser resilience to errors.

Buffers and level restorers (LRs) are commonly used in
the FPGA interconnect circuitry. The interconnect circuitry
is comprised of muxes whose switches are stored in the
configuration SRAM cells. FPGA interconnect muxes are
typically comprised of pass transistors, which need an LR
and buffers to retain the high signal, as shown in Fig. 8.
Such components are in the critical path of the applications
and hence may impact the timing of the applications
implemented on the FPGA. An analysis of the delay
increase in an LR with the increase in the Vth of the PMOS
gates is presented in Fig. 9. However, estimating the delay
increase in an application requires us to know the static
probabilities at the different gates of LRs and buffers in the
device for a given application followed by obtaining the
degradation of PMOS devices. The different �Vths for all
the transistors are calculated for duty cycles varying from
0.1 to 0.9 ns. Using these values, the corresponding critical
path delays after one year of operation at the frequency of
100 MHz are obtained. Note that the duty cycle of M2 is �,

and that of Mr and M4 is ð1� �Þ in Fig. 8, and the different
duty cycles capture the effect of different static probabilities
at the input of the LR and buffer.

Fig. 9 shows the delays for a rising edge and a falling
edge and the total delay with respect to the original critical
path delay of the LR. The rising edge and falling edge
shows different trends due to different �Vths for varying
values of � and also the effect of the LR in pulling up node
X to “1” with increased thresholds. Moreover, although the
total delay decreases as � increases from 0.1 to 0.9 ns, it is
still higher than the original delay without any NBTI
impact. To estimate the actual circuit delay, we extract the
duty cycles of each such component and recompute the
critical path delays. Such probabilities are obtained from
the open source Versatile Place and Route (VPR) tool [29],
following which the critical path delay is computed after a
period of one year for different benchmarks. Fig. 10 shows
the degradation in the critical path delay with the original
delays annotated at the top. It is evident in the figure that all
the benchmarks have an average increase of 6.63 percent in
the critical path delay after a period of one year of
continuous operation.

4.4 Hot-Carrier Effects

HCEs are attributed to the slow creation of traps at the
oxide surface. Such interface trap generation may affect the
I-V characteristics of the transistors and thereby have an
impact on the circuit characteristics over a period of time.
The number of electrons trapped in the oxide is propor-
tional to the substrate current passing through the transistor
and is computed using the analytical models presented in
[5]. The immediate impact of such trap generation is the
change in the threshold voltages of the transistors, which
consequently affect the power and performance of the
circuits.

Fig. 11 demonstrates the degradation of the threshold
voltage over time for an NMOS transistor obtained from our
simulations when there is a continuous current flow
through the device for 65-nm technology parameters. There
is an increase in threshold voltage of 0.3 V over a period of
300 hours. However, the growth saturates as the device Vth
approaches Vgs, because the device behavior shifts to
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Fig. 8. LR and buffer.

Fig. 9. Impact of duty cycles on the delay of LR and buffer.

Fig. 10. Performance degradation due to LRs and buffers.



subthreshold region behavior. The actual age correlation for
a transistor is obtained using the substrate current passing
through the transistor any time it switches. However, there
is only a small period of time during the transition when
there is substrate current passing through the device.
Consequently, the actual age of the transistors depends
upon the switching of the transistor and the rise and
fall delays.

Xilinx-based FPGA architectures are comprised of pass-
transistor-based muxes for their LUT and routing fabric.
Since each of the transistors in such muxes is in the critical
path, the degradation of such muxes depends on the
maximum switching activity of the transistors. The impact
on performance of the LUT over time, when its inputs are
switching with a probability of 0.5, is demonstrated in
Fig. 12. Consequently, the circuit mapped onto the FPGA
may no longer be able to operate in the same frequency as
before over time, due to the degradation in the delay of
individual LUTs. To observe such an impact on the
frequency, we incorporated the age degradation impact
on each of the LUTs and obtained a postplacement
timing estimate using the VPR tool for different MCNC
benchmarks. There is a degradation of nearly 6 percent on
the average for all the benchmark designs. Fig. 13 demon-
strates such performance degradation over 3.5 years for
MCNC benchmarks implemented on an FPGA.

As observable from all the above MTTF study, it is quite
evident that the earliest failures due to different phenomena
are observable in a period of close to five years. TDDB

in particular demonstrates a drastic failure rate in LUTs.
EM has a specific nature of impact on different wire
segments, which makes an interesting case on wire usage
from a reliability perspective. A degradation of close to
10 percent is observed due to degradation phenomena like
HCE and NBTI within five years of operation, which may
lead to timing failures as well apart from the permanent
damage caused by these phenomenon. The relatively
similar impact of all the failure phenomena demands a
solution for each of them individually and hence is the
focus of the next section.

5 TECHNIQUES FOR UNIFORM AGING

Many simple techniques may be employed to reduce the
impact of aging and increase the lifetime of the FPGAs. The
techniques applied are based upon the parameters that each
of the failures are dependent upon. In this paper, we
demonstrate strategies that may be employed to improve
the average lifetime of the FPGAs due to the three main
causes of permanent failures and device degradation
described in Section 4.

5.1 Improving the Mean Time to Failure Due to the
Time-Dependent Dielectric Breakdown

As described in Section 4, TDDB is a strong function of the
gate leakage of any transistor. Consequently, standard gate
leakage optimization techniques may be employed to
reduce the gate leakage power consumed by the individual
components of the FPGA and thereby increase the MTTF
due to TDDB.

We employed the input vector technique proposed in
[21] to optimize upon the active leakage power consumed
by the logic blocks and interconnect routing muxes. It is
important to note that the lifetime of the circuit is more
dependent on the maximum gate leakage of any component
than on the overall gate leakage of the whole device, since
the device with maximum active gate leakage is expected to
fail the earliest. Fig. 14 depicts the average increase in the
lifetime of the device upon employing one such gate
leakage optimization technique proposed in [21]. The
results depict an average improvement in the MTTF due
to TDDB by 24 percent averaged over different benchmark
designs. Moreover, such an approach for increasing the
lifetime has no performance impact. Fig. 15 demonstrates
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Fig. 11. Threshold degradation with time (continuous current flow

conditions).

Fig. 12. LUT delay degradation over time (actual age).

Fig. 13. Performance degradation of different MCNC benchmarks over

3.5 years.



the percentage of LUTs that may fail at a given period of
time before and after the optimization proposed for
two representative benchmarks. It is clear in the figure that
the percentage of LUTs with low lifetimes significantly
drops due to the proposed gate leakage optimization
(shown as opt_(benchmark name)).

5.2 Load Balancing to Mitigate the
Hot-Carrier-Effect Impact

The degradation of different resources in FPGAs depends
on their usage. Since most FPGAs have a utilization of
60 percent in logic blocks and a still lower utilization of
40 percent in routing resources [21], we exploit the ability
of remapping the design onto the unused portions of the
device to prolong the lifetime of the device and minimize
the impact of degradation on the performance of the device.

A Region-Constrained Placement for Reliability (RCPFR)
approach is proposed, which performs periodic remapping
of the design to less-used regions for increasing the lifetime
of the device. As shown in Fig. 16, the whole device is
treated as a set of rectangular regions, and all the designs
are mapped using the smallest possible number of
rectangles. Each of the regions’ average and maximum
switching activity is estimated, which provides an estimate
on the lifetime of the device. Using this information, a new
placement is generated, avoiding the regions that have aged
most in the initial configuration. The shaded blocks in
Fig. 16 show the used portion of the FPGA before and after

the reconfiguration for reliability. The darker blocks are the

most used blocks, that is, with the highest average switch-
ing activities, and hence are avoided while generating the
new placement whenever possible. Such a remapping is
performed after a half-life period of the earliest failing
component, which is dependent upon the switching activity

of that component.
Fig. 17a demonstrates the implementation flow of the

proposed scheme. Such a placement shift, however, may
not be optimal with respect to the operating frequencies of
the device. However, as demonstrated in Section 4, the
performance of the circuit reduces by nearly 6 percent

over time, and therefore, the performance degradation due
to the RCPFR strategy may still prove better with respect
to both the lifetime and performance benefits. Table 3
demonstrates the increase in the lifetimes of different
designs and the corresponding performance impact of such

a modification in the placement. We observe an average
increase in the lifetimes of the designs by 28 percent;
however, the same circuit frequency is not achievable,
which is due to overconstraining the design. There is an
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Fig. 14. Increase in lifetime due to gate leakage optimizations.

Fig. 15. Cumulative increase in lifetime due to gate leakage

optimizations.

Fig. 16. The RCPFR strategy.

Fig. 17. The implementation flow for RCPFR and SART.



average performance impact of 1.53 percent. Note that
the lifetime of some of the designs doubles due to the
new placement of the design. This behavior is evident in the
I/O constrained designs, which have their slice usage less
than half the total number of slices available and hence
could be moved to an entire new region in the FPGA. Note
that this happens even if the targeted design is mapped
onto the smallest device, due to the I/O pin limitations of
such devices.

5.3 Selective Alternate Routing Technique (SART)
to Increase the Mean Time to Failure Due to
Electromigration

As demonstrated in Section 4, the lifetimes of different wire
segments due to EM-based failures in an FPGA vary
significantly because of the length and the switching
characteristics of the nets driving them. Most of the FPGA
vendors typically provide a large number of routing
resources to avoid any type of timing conflicts. Conse-
quently, even a design with a slice utilization as high as
99 percent has close to 60 percent of unused routing
resources [23]. This provides an opportunity to replace the
aged wires with unused wire segments to achieve the
same pin connections.

We propose a dynamic-reconfiguration-based SART,
which may improve the lifetime of the FPGA wires due to
EM failures as demonstrated in Fig. 18. Since the nets
driving the wires determine the aging impact due to EM,
the SART approach may be employed in the priority order
of the switching probabilities of different nets in the design.
The SART technique, if applied dynamically over time, may
provide benefits: 1) in the form of increased operating
lifetimes and 2) by avoiding the performance degradation
due to the performance impact of EM on the wires. Such a
technique may directly be employed by modifying the

bitstream, using tools that may read back and directly
modify the bitstream. Note that the alternate route
proposed may not be the optimal route with respect to
the timing. Due to the presence of a large number of routing
resources, however, there is a good possibility of finding a
route almost equal to the existing route with respect to
timing. Once again, the half-life period of the earliest failing
wire is chosen to be the window of such reconfiguration
period.

We used the tool JRoute [27], which provides the ability
to implement SART directly on the bitstream and generate a
new bitstream. JRoute is a set of APIs incorporated with
JBits, which is another Java tool that is provided by Xilinx
to read back information from bitstreams and provide
partial/full dynamic reconfiguration ability. Fig. 17 demon-
strates the algorithm to selectively reroute the wires. Based
on the switching probabilities, we continue to reroute the
wires until we obtain any unroutable path. This essentially
restricts the age benefits that may be obtained, since the
path with the highest switching activity that may not be
rerouted will really determine the age of the device (for the
given design and placement) due to EM failures. Table 4
provides an estimate on the percentage improvement in the
lifetime of the device due to the proposed optimization,
along with the average performance degradation due to
such rerouting.

5.4 Flipping Configuration Bits to Reduce the
Negative Bias Thermal Instability Impact

The flipping of configuration bits may be performed by
loading a new bitstream that has to be provided and stored
in any external memory in the FPGAs. This bitstream,
which may also be termed as a Relaxing Bitstream (RBIT),
may be loaded over a period of time onto the device to relax
the various devices while continuing to perform the
required application implementation. Such RBIT(s) may
be generated in an orderly manner. The configuration bits
mainly store the LUT logic and the routing information. A
technique similar to the SER-aware technique presented in
[35] may be employed to flip the bits used for configuring
the LUTs. Fig. 21 demonstrates the flipping operation that
does not impact the LUT logic at all. All the LUT bits are
flipped and shuffled appropriately to maintain the func-
tionality of the application. However, performing both the
shuffling and flipping together prevents the inversion of all
the configuration bits, since some of the bits retain their
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TABLE 3
Age Impact on MCNC Benchmarks after RCPFR

Fig. 18. The SART technique. The dotted line indicates the

alternate path.

TABLE 4
Age Impact on MCNC Benchmarks after the SART Technique



original values. The flipping algorithm is implemented by

directly operating on the configuration bits of the FPGA

using the open source Java APIs provided by JBits (v3.0)

[20] FPGAs.
The flipping of the configuration bits storing the routing

information requires us to delve into the different types of

routers in FPGAs. The routing muxes in FPGAs may be

classified into four prime types, as shown in Table 5. Such a

classification is important with respect to the strategies used

for flipping the configuration SRAM cells of the muxes.

Assuming a multilevel mux [23] design as shown earlier in

Fig. 19, we present different strategies to solve the bit

inversion problem. Note that if any two inputs of opposite

polarities are driving the mux inputs, inverting the bits may

turn on a 1-0 path and lead to the shorting of the device, as

shown in Fig. 19. We therefore tackle such a shorting

problem carefully for different muxes:

1. Dead muxes. Such muxes comprise nearly 60 percent
of the total FPGA muxes even in the most used case.
Since all the inputs are undriven and the output is
also unused, all the configuration bits may be
conveniently inverted. The inputs and the outputs
of the mux may also be controlled appropriately to
prevent shorting, using the input-vector-control-
based strategies presented in [23].

2. Inactive muxes. These muxes have some of the inputs
driven, but the output is unused. Consequently,
they face the problem of shorting when the config-
uration bits are inverted. As demonstrated in the
algorithm shown in Fig. 20, the bits of such routers
may be flipped one at a time in a round-robin
manner. It is done for a time frame controlled using
the variable i in the algorithm determined by the
user. Note that this strategy either requires a
processor support, which is common in modern
FPGAs, or may be achieved by storing multiple
frames of such configurations that may be loaded
dynamically onto the FPGA.

3. Active and used muxes. Such muxes may not be
inverted at all since their outputs impact the
functionality. These routers, however, as demon-
strated in the algorithm, may be selectively rested by
selecting alternate paths. Such an alternate path may
be obtained at a bitstream level by using the
bitstream-modulating tool JRoute [27]. Similar
strategies for aging have been demonstrated for an
EM-aware design in [31].

Note that since the inputs to LRs and buffers come from
the routing muxes, as shown in the Fig. 8, the migration of
the routing to alternate routers has a direct impact on the
resting of the LRs. Such rerouting helps the overall
reliability of the used routers significantly, due to not only
NBTI-based degradation but also other aging phenomena.
The resting of LRs and buffers also helps in gaining back
the performance significantly.

The experimental results obtained from the proposed
algorithms are explained in this section. In Fig. 7, we
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TABLE 5
Characterizing FPGA Routing Muxes

Fig. 19. Routing mux architecture.

Fig. 20. Algorithm for flipping the configuration bits of the routers in an

orderly manner.



observed that the SNM degraded by two percent at the end
of two years for a 65-nm medium-oxide SRAM cell.
Therefore, we chose two years as the total time frame for
observation. Bit flipping was performed after one year on
10 Xilinx reference designs implemented on a Virtex-II
device, and we present the average SNM regained and FIT
improvement of the devices. On the average, it was
observed that 75.3 percent of the LUT bits were flipped
from its original configuration at the end of one year. The
regained SNM results for the benchmarks (with bits
flipped at the end of the first year) at the end of the second
year are shown in Table 6, which indicates 58 percent of
SNM regained due to our bit-flipping technique. Moreover,
the FIT rate of the inverted cell also improved from
1,038.5 FIT/Mbit (for two years) to 1,012.3 FIT/Mbit
(bit-flipped cell with a maximum stress period of one year
due to flipping) with a higher critical charge. An average
decrease of 2.5 percent in FIT for cells inverted in the
X4VFX40 device was obtained for the bit-flipped system.

6 CONCLUSION

In this paper, we demonstrate the impact of aging on the
lifetime and performance of different components of
FPGAs. Failures due to TDDB in devices and EM on wires
are modeled for estimating the MTTF of the devices when
executing a given application. We also demonstrate the
degradation in the operating frequency of the applications

due to device degradation, HCE in NMOS transistors, and
NBTI in PMOS devices. Our observations demonstrate a
performance degradation of close to 10 percent and a high
probability of failure in 65-nm FPGA devices over a period
of three to five years. The lifetime is greatly affected by the
unbalanced signal switching probabilities and the gate
leakage of different components of the device. We have
proposed four design techniques to increase the average
lifetime of the devices and demonstrated their effectiveness
on different applications mapped onto FPGAs.
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