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Abstract 
Network-on-Chip (NoC) provides a scalable approach to 

integrate more and more cores on chip, while limited 
capacity and bandwidth of DRAMs becomes the 
performance bottleneck. To break the memory wall, 3D 
integration of DRAMs and processors using Through 
Silicon Vias (TSVs) has emerged. Distributed memory 
controllers (MCs) are allocated on chip in order to utilize the 
abundant bandwidth of stacked DRAMs, but unavoidably 
incur significant hardware overhead. In this paper, we 
analyze the design of memory controllers in NoC-based 
many-core systems with stack-DRAMs. By analyzing the 
interaction between NoCs and MCs, the optimal number and 
placement of MCs are explored.  Specifically, a Genetic 
algorithm (GA) based approach is proposed to find the 
optimal memory controller placement with different number 
of DRAM partitions. We evaluate memory controller 
configurations for various memory-intensive applications in 
terms of network latency and energy, as well as thermal 
distribution. 
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1. Introduction 
Network-on-Chip (NoC) provides an efficient and 

scalable interconnect for many cores and large caches in 
chip multiprocessors (CMP). However, due to the limited 
number of pins in the processor’s package, the available 
capacity and bandwidth of DRAMs becomes the 
performance bottleneck, also known as memory wall. In 
order to break the memory wall, three-dimensional (3D) 
integration of DRAMs and processors has received 
enormous attention recently [1,2,3]. 3D integration enables 
using dense Through Silicon Vias (TSVs) as the vertical 
interconnects to stack DRAMs directly on top of processors. 

Previous studies have already started exploring the 
performance benefits of 3D integrated architecture with 
stacked DRAMs. The performance impact of placing the 
main memory system on top of the processor using 3D 
fabrication technologies was studied [4,5]. Several stacked 
DRAM architectures for CMPs were proposed [1,2,4,6,7,8, 
9]. The high-level view of the prior proposed architectures  
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(a) Centralized architecture      (b) Distributed architecture 
Figure 1: The prior proposed 3D stacked DRAM architectures. 
 
is shown in Fig.1. Fig.1a represents a centralized 3D 
stacked DRAM architecture in which the design of the 
DRAM layer is almost unchanged from the traditional off-
chip DRAM. In this architecture, the DRAM is connected to 
the processors in the logic layer via the central memory 
interface. This architecture has the smallest area but is not 
adequate for providing high bandwidth and large memory 
level parallelism (MLP). Fig. 1b shows a generic 
distributed 3D stacked DRAM architecture. In this 
architecture, the memory interface is composed of multiple 
DRAM memory controllers (MCs). On the bottom logic 
layer, processing elements (PEs) are connected through NoC. 
Each PE can directly access the DRAM module that is 
stacked on top of it by its local MC and the vertical TSV bus. 
PEs can also access DRAMs on top of other PEs by 
transferring requests and data through horizontal NoC 
routers and links. This architecture can improve the 
performance of the memory accesses with large MLP. 
However, equipping an MC for each PE can lead to high 
resource overhead, since each MC consists of a read queue, 
a write queue and a command queue. On the other hand, in 
this generic distributed architecture, each MC is associated 
with the same number of TSVs providing control signals 
and the data bus to the stacked DRAMs. Massive TSVs 
provide abundant bandwidth but the implementation of 
TSVs requires extra manufacturing cost and silicon area, 
which can possibly reduce the chip yield [10]. Therefore, as 
the number of PEs grows, it is not practical and necessary to 
assume each PE will have an MC directly attached. To find 
a balance between performance and number of MCs and 
associated TSVs is becoming critical. Furthermore, a many-
core system with n PEs and m MCs raises another question 
of where the MCs should be placed in the logic layer 
interconnected through NoC. Thus, the configurations of 
MCs with different number and location should be explored 
in the stacked DRAMs architecture. 
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There have been several work for exploring design space 
of distributing memory controllers. Abts et al. [11] first 
investigate MC configurations in many-core CMP. This 
work explores placements of a fixed number of MCs which 
are used to access off-chip DRAMs. However, the proposed 
MC placements do not apply to the stacked on-chip DRAM 
architecture. Chen et al. [12] proposes a distributed memory 
interface synthesis framework for application-specific NoCs 
with stacked DRAMs. The goal of the framework is to 
minimize the number of TSVs while the user-defined 
performance constraint is met. The configurations with 
different number of MCs and TSV width are analyzed, but 
the placements of MCs are not discussed in their work. 

The strategy of MC placement for off-chip DRAMs and 
3D stacked DRAMs is different. For off-chip DRAMs, MCs 
are usually placed on the edge due to the requirement of 
placed pins, while for 3D stacked DRAMs, the placement of 
MCs is more flexible. But stacked DRAMs also induce 
some access constraints via vertical TSVs. 

In this paper, we are targeting a general purpose design 
rather than an application specific customized design, and 
the paper makes the following major contributions: 
 Conducts a comprehensive design space exploration on 

the number and placement strategies of MCs, and analyzes 
their impact on the performance and cost of NoC-based 
many-core systems. 
 Proposes a Genetic algorithm (GA) based approach to 

obtain optimal MC placements with different DRAM 
partitions stacked on top of the PEs.  
 Evaluates memory controller configurations with 

various number and optimal placements for memory-
intensive applications in terms of network latency, energy, 
and thermal distribution. 

2. Motivation Examples 
Throughout the paper, we target a NoC based many-core 

system with 3D stacked DRAM as shown in Fig.1. The 
architecture contains two layers. The bottom layer is 
partitioned into regular tiles connected by a 2D mesh 
network. Each tile has a PE with or without a MC, a private 
L1 instruction/data cache, a bank of shared L2 cache, and a 
router. The top DRAM layer is partitioned into multiple 
modules. Each MC is in charge of only one DRAM module 
stacked on top of it via vertical TSVs. 

In such architecture, it remains a challenge to determine 
the optimal number of MCs and how these MCs should be 
placed, in order to provide the best network performance for 
accessing different DRAM modules with least cost. 

The cost mainly contains area overhead and power 
consumption on MCs. For illustration, the area and power 
breakdown of different components when scaling the 
number of cores to 16 based on the Niagara2 [13] processor 
is shown in Fig.2. We evaluate the area overhead and power 
dissipation with McPAT [14] for 16 cores, 16 banks of L2 
caches, 4 MCs, NoC, and others (PCIe controllers, etc.) at 
the 32nm technology node. We can observe that the MC 
cost contributes a non-negligible portion to the total chip 
cost, especially compared with the NoC cost. 
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(a) Area breakdown              (b) Power breakdown 

Figure 2: Area and power breakdown of a CMP. 

Besides, each MC is associated with TSVs to access the 
top DRAM. The TSVs also occupy a considerable portion 
of die area and can possibly reduce the die yield [10]. As the 
number of TSVs grows, the probability of a faulty chip die 
becomes higher. Assuming that the channel width in a NoC 
is 128 bits, full MC configuration for an 8×8 NoC would 
require 128×8×8=8192 TSVs for parallel data signals. 
According to a recent statement [10], the yield is only 
36.79% for 10,000 TSVs. Therefore, how many MCs should 
be placed in the many-core system is worth investigating. 

Fig.3 illustrates some MC configurations in a 4×4 NoC 
with stacked DRAMs. The centralized placement with only 
one MC and the generic distributed placement with full 
MCs are shown in Fig. 3a and Fig.3f, respectively. Fig. 3b 
presents the placement adopted in Tilera’s TILE64 chip [15] 
with four MCs on the corner. Fig. 3c describes the 
placement with four MCs presented by Chen et al [12]. Two 
placements by our proposed approach are shown in Fig.3d 
and Fig. 3e. The former is a latency-aware placement, and 
the other is a thermal-aware design (details will be discussed 
in Section 3 and 4). These placements are presented by 
Pm(c,r,l,t), where m denotes the number of MCs, c, r, l, t 
denote the corner, reference, latency-aware, and thermal-
aware placement with the fixed MC number, respectively. 
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                  (e) Proposed (P4t)                     (f) Full (P16) 

Figure 3: Some MC configurations with DRAM partitions. 



 

35
35.5

36
36.5

37
37.5

38
38.5

1 4 16
Number of MCs

N
et

w
or

k 
la

te
nc

y 
(C

yc
le

)

 

0.00

20.00

40.00

60.00

80.00

100.00

120.00

140.00

160.00

1 4 16
Number of MCs

N
et

w
or

k 
en

er
gy

 (
×

10
-7

J) dynamic leakage

 
(a) Latency variation                       (b) Energy variation  

Figure 4: Network latency and energy variation with different 
number of MCs. 
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(a) Latency variation            (b) Dynamic energy variation  

Figure 5: Network latency and dynamic energy variation with 
different placements. 

Fig. 4 shows the network average latency and energy 
variation with different number of MCs for NoC when 
executing disparity, an application from the San Diego 
Vision Benchmark Suite [16]. Fig. 5 shows the network 
average latency and dynamic energy variation with different 
placements under the fixed four MCs. We can observe that, 
four MCs with four DRAM partitions achieve the optimal 
balance between performance and cost, in comparison with 
centralized and full placements. Among the placement 
options with four MCs, our proposed results outperform the 
other two (details will be discussed in Section 4). Therefore, 
where these MCs should be placed is also critical. 

3. The proposed placement approach 
As discussed in the previous section, it is necessary to 

find an optimal placement of MCs with different DRAM 
partitions in the stacked DRAM architecture, since the 
different placement options have an impact on the network 
latency and energy. In this section, we first present the 
problem formulation of this configuration issue. Then we 
describe our proposed placement approach. 

3.1. Problem Formulation 
In the target architecture, the bottom NoC composed of n 

regular tiles is modeled by an architecture graph N(T,L), 
where T={t1,…, tn} is the set of tiles and L is the set of links 
between tiles. 

The top DRAMs are also arranged in regular tiles [2], 
where the number of the DRAM tiles is the same as the 
number of NoC tiles. Let R={r1,…, rn} be the set of tiles in 
the stacked DRAMs. Each DRAM tile ri is located on top of 
the NoC tile ti. In the system design, several DRAM tiles 
can be clustered into an accessible DRAM module. We use 
m non-empty clusters RC1,…,RCm to denote the DRAM 
modules. We also assume the size of each DRAM module is 
the same, thus each cluster RCi (i = 1, 2 , ..., m, m≤n) 
contains k DRAM tiles, where k=n/m. 

The MC configuration is specified by the number and 
location of MCs allocated in NoC. In this paper, as shown in 
Fig.3, we assume an MC only controls a DRAM module 
stacked on top of it. We use PMC={pmc1,…, pmcx} to 
denote the set of eligible MC placements. Each pmci in 
PMC is a binary array of n elements. If the j-th binary 
element in pmci is 1, an MC is allocated in tile tj when pmci 
is selected. We use tpmci(RCj) to denote the tile that 
contains the MC, which controls the DRAM module RCj. 

For a selected MC configuration, access latency Lat of 
transferring a packet between PEs and DRAM modules is 
chosen as a metric to evaluate the performance of the 
configuration. Lat can be given by 

NoC m accessLat Lat L                                  (1) 

where LatNoC and Lm-access denote on-chip transfer latency 
and memory access latency, respectively. LatNoC can be 
further modeled by  

1

( , )
i

m

NoC i j
j t T

Lat H t RC
  

                          (2) 

where H(ti, RCj) denotes the Manhattan distance between the 
PE in tile ti and the tile tpmci(RCj). Lm-access includes queuing 
delay Qmc in MC and access latency λDRAM of a DRAM 
module. λDRAM is assumed to be same for each MC accessing 
the top DRAM module, as well as Qmc is assumed to be 
identical in our design.  

The goal of our work is to find MC configurations that 
provide good performance under limited number of MCs. 
From (1) and (2), we can observe that H(ti, RCj) should be 
minimized in order to reduce access latency. Also, by 
reducing the variance in access latency, the configuration 
can provide fair access to each MC and make the on-chip 
network less sensitive to the PE on which an application is 
executed. Furthermore, MC placements should be more 
distributed without causing local congestion and hotspots. 

Based on the above analysis, the MC configuration 
problem for many-core system with stacked DRAMs can be 
formulated as follows.  

Given an NoC architecture N(T,L) and the partitioned 
DRAM module clusters RC1,…,RCm; 

Find the optimal MC placement pmc, such that  
 the average access latency from each PE to all the 
allocated MCs is minimized, i.e., 

1 1

1
min ( ( , )) ( , )

m n

i j i j
j i

Avg H t RC H t RC
n  

   

 the variation in access latency from all PEs to each 
MC is minimized, i.e., 

2

1 1

min ( ( , ))

1/ ( ( , ) ( ( , )))

i j

m n

i j i j
j i

Sd H t RC

m H t RC Avgmc H t RC
 

  
 

where 
1 1

1
( ( , )) ( , )

m n

i j i j
j i

Avgmc H t RC H t RC
m  

   

 the allocation among any two MCs is distributed with 
minimal variation, i.e., 



 

( ( , ))
min ( ( , ))

( ( , ))
i j

i j
i j

Sd H RC RC
Distr H RC RC

Avg H RC RC
  

where H(RCi, RCj) denotes the Manhattan distance 
between the tile tpmc (RCi) and the tile tpmc (RCj). 

3.2. Placement Approach 
An on-chip network with n tiles and m memory 

controllers will have m
nC possible permutations that must be 

compared against each other in order to choose the best. To 
deal with this complexity we use the Generic Algorithm 
(GA) which takes heuristic-based approach to optimization. 
Our GA based placement approach consists of four steps 
described as follow. 
 Initialize population. A MC placement pmc is 

represented by a chromosome, and an amount of 
chromosomes compose an initial population. Each gene in 
the chromosome contains a binary bit generated randomly, 
as shown in Fig. 6. To ensure the rule that a DRAM module 
is only controlled by one MC located on the bottom region, 
the number of “1” in a chromosome must equal to the 
number of the partitioned DRAM module clusters. 

1 0 0 0 0 0 1 0 0 1 0 0 0 0 1 0

cross point cross point cross point

cluster 1 cluster 2 cluster3 cluster 4

chromosome

 
Figure 6: The proposed GA encoding and crossover strategies. 

 Evaluate fitness. Each chromosome in the population is 
evaluated for its fitness. In our work, the fitness function is 
given by the reciprocal of the following cost function, which 
takes the above three requirements into consideration. 

( ( , )) ( ( , ))

( ( , ))

i j i j

i j

cost Avg H t RC Sd H t RC

Distr H RC RC

 

 

   

  
           (3) 

where α, β, and γ are the weighting parameters (0<α, β, γ<1, 
and α+β+γ=1). ε is a compensation factor to ensure the three 
requirements in the same scale. 
 Create new population. Three operators (selection, 

crossover and mutation) are applied to create a new 
population. The selection operation selects two parent 
chromosomes from the population with probability 
proportional to the potential parents’ fitness. The crossover 
operation randomly selects cross points from the parents to 
form a new generation. For mutation, we exchange two 
genes in the new chromosome that are randomly selected. 
We should pay attention to the fact that the crossover and 
mutation operations may create illegal answers for our MC 
allocation problem. At this stage, there are possibilities that 
more than one MC may be allocated in the same cluster 
region, or no MC is allocated. Therefore, the cross points 
are limited in the edge of the cluster in the chromosome, as 
shown in Fig. 6. Also, additional validity check should be 
applied after mutation. 
 Output optimal result. The approach repeats the above 

two steps until no improvement in observed fitness over for 
a sufficient number of iterations, then reports best result as 
the generated optimal MC placement in the NoC. 

3.3. Placement Results 
Given the NoC architectures with different topology 

sizes and different number of the partitioned DRAM module 
clusters, the generated optimal MC placements are shown in 
Table 1. 

Table 1: Optimal MC placements for different architectures and 
optimization goals 

size
# of DRAM 

clusters 
α=β=0.4, γ=0.2 α=β=0.25, γ=0.5 

2 5, 10 5, 10 
4 5, 6, 9, 10 1, 7, 8, 14 

4×4
8 1, 2, 5, 6, 9, 10, 

13, 14 
1, 2, 4, 7, 8, 11, 13, 
14 

2 27, 36 27, 36 
4 20, 26, 37, 43 1, 14, 45, 49 
8 11, 12, 20, 26, 

37, 42, 51, 53 
10, 12, 21, 25, 38, 
42, 52, 58 8×8

16 3, 6, 9, 12, 18, 
22, 25, 29, 41, 
43, 44, 46, 49, 
51, 52, 54 

9, 11, 13, 14, 18, 
22, 24, 29, 39, 41, 
43, 44, 51, 52, 54, 
57 

 
According to the cost function given by (3), the value of 

the weighting parameters influences the placement results. If 
α, β>γ, the optimization goal is access latency rather than 
MC distribution. On the contrary, if γ>α, β, the optimization 
goal is MC distribution rather than access latency. Also, we 
limit the difference between α, β and γ, in order to keep the 
balance. In our case for latency-aware design, we set 
α=β=0.4, and γ=0.2; for thermal-aware design, we set 
α=β=0.25, and γ=0.5. The placement results with different 
optimization goals are shown in Table 1, which are 
represented by the tile index on the bottom layer from the 
top-left corner to the bottom-right corner. 

4. Experimental results 
In order to evaluate the proposed MC configurations, we 

conduct some real trace simulations in this section. 

4.1. Platform Setup 
We use a functional simulator based on Pin [17] to 

collect memory access traces from applications, which are 
then fed into a cycle-level trace-driven multicore simulator 
integrated with Garnet [18] and DSENT [19] to evaluate the 
network performance and power. The detailed configure-
tions of the NoC with stacked DRAMs platform used for 
experiments are listed in Table 2. 

Table 2: System and interconnect configurations 
core count 16 
L1 I & D cache private, 16KB per tile 
L2 cache shared, 128KB per tile 
cacheline size 64B 
frequency 1GHz 
topology 4×4 mesh 
routing XY routing 
VC count 4 VCs per port 
buffer depth 4 buffers per VC 
packet length 5 flits, 8B/flit 

 
 



 

Network average latency evaluation
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Figure 7: The network average latency for different MC configurations. 

Network energy evaluation
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Figure 8: The network energy evaluation for different MC configurations. 
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                                                                                   (a) Latency-aware placement                      (b) Thermal-aware placement 

Figure 9: Evaluation for random application mapping.         Figure 10: The temperature distribution for different placements 
 

4.2. Performance and Energy Evaluation 
We use a diverse set of memory-intensive applications 

from the San Diego Vision Benchmark Suite [16] for 
network performance and power analysis. We run different 
benchmarks with different MC configurations as presented 
in Table 1. 

Fig. 7 shows the network average latency for different 
applications. The figure presents the same trend as that 
shown in the motivation example (Fig. 4a). That is, 
compared to the centralized configuration with only one MC, 
the network average access latency is reduced as the number 
of the allocated MCs increases. However, the general 
distributed configuration with the maximum number of the 
allocated MCs is not the best. In the MC configuration 
problem, with the number of MCs increasing, the number of 
DRAM partitions is increasing, while the memory capacity 
controlled by one MC is decreasing. In this situation, PEs in 
one cluster have to transfer requests and data through NoC 
routers and links to the MCs allocated in other clusters, 
which lead to additional network latency. The optimal 
number of allocated MCs may vary for different 
applications. For instance, the choice of two MCs is better 

for disparity and sift, while four MCs configuration is better 
for mser and svm. 

Fig.8 shows the network energy evaluation for different 
applications. As presented in section 2, the MC energy 
consumes a non-negligible portion to the total chip energy, 
and obviously it should increase as the MC number 
increases. Therefore, we only need to investigate the impact 
of MC configurations on network energy. As the result 
shown in Fig. 4b, the network leakage energy consumes a 
significant portion of total network energy. The network 
with fewer number of MCs may cause more congestion for 
memory accesses and need to spend more cycles on 
completing the transfer, which lead to larger leakage energy 
consumption. Therefore, the total network energy 
consumption decreases as the number of MCs increases (the 
values shown in the Fig. 8 are normalized to the energy 
consumption caused by the MC configuration P2l). 

Besides the impact of the MC number discussed above, 
we also evaluate the impact of the MC placement on 
network latency and energy. In the motivation section, we 
present an example of different placements with four MCs 
(Fig. 5). It shows that the placements generated by our 
proposed approach achieve lower cost in network latency 



 

and energy compared with the common design and 
reference design. In this section, we compare two kinds of 
placements generated by our GA based approach with 
different optimal goals (Pml refers to latency-aware 
placement, and Pmt refers to thermal-aware placement, 
m=2,4,8). It can be observed from Fig.7 and Fig.8 that, the 
placements Pml outperform the placements Pmt due to the 
fact that the minimization of the average access distance is 
mainly taken into consideration in the placements Pml. 

Furthermore, we also consider the impact of application 
mapping on the performance and energy. The applications 
{disparity, localization, mser, multi_ncut, sift, svm, texture_ 
synthesis} are randomly mapped to the 16 cores. Fig. 9 
shows the results (the energy values shown in the Fig. 9 are 
normalized to the energy consumption caused by the MC 
configuration P2l). It can be observed that the placements 
Pml achieve better results than the placements Pmt, 
regardless of the core on which an application is executed. 

4.3. Thermal Analysis 
In the NoC, the node with MC obviously consumes more 

power than the node without MC. Therefore, the placement 
of MCs affects the power density of the chip. In our 
proposed placement approach, we try to scatter the MCs in 
order to provide better thermal distribution, and thus 
eliminating thermal hot spots.  

In the experiment, we collect the NoC router and MC 
power densities using McPAT and feed them into a thermal 
modeling tool HotSpot [20]. The stable temperature of 
network nodes with different MC placements is shown in 
Fig.10. As shown in Fig. 10a, four MCs are allocated in the 
center of the network in order to obtain better access latency, 
but it results in an overheated spot in the center. In contrast, 
the thermal-aware placement distributes the MCs over the 
network, and generates better temperature profile as shown 
in Fig. 10b. 

5. Conclusion 
In this paper, we target a NoC-based many-core system 

with stacked DRAMs, and explore how the number and 
location of the memory controllers affect the network 
performance and energy. A GA based approach is proposed 
to find the optimal location for different number of DRAM 
partitions, in order to minimize end-to-end on-chip memory 
access latency and obtain better thermal distribution. Based 
on the results generated by the proposed approach, various 
MC configurations are evaluated for memory-intensive 
applications. 
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