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Abstract—As the number of processing elements increases in a single
chip, the interconnect backbone becomes more and more stressed when
serving frequent memory and cache accesses. Network-on-Chip (NoC)
has emerged as a potential solution to provide a flexible and scalable
interconnect in a planar platform. In the mean time, three-dimensional
(3D) integration technology pushes circuit design beyond Moore’s law
and provides short vertical connections between different layers. As a
result, the innovative solution that combines 3D integrations and NoC
designs can further enhance the system performance. However, due
to the unpredictable workload characteristics, NoC may suffer from
intermittent congestions and channel overflows, especially when the
network bandwidth is limited by the area and energy budget. In this work,
we explore the performance bottlenecks in 3D NoC, and then leverage
redundant TSVs, which are conventionally used for fault tolerance only,
as vertical links to provide additional channel bandwidth for instant
throughput improvement. Moreover, these shared redundant links can be
dynamically allocated to the stressed routers for congestion alleviation.
Experimental results show that our proposed NoC design can provide up
to 40% performance improvement, with less than 1.5% area overhead.

I. INTRODUCTION

The last decades we have witnessed a growing trend of packing
many processing elements (such as cores, caches, etc.) in a sin-
gle chip. Conventional multi-core design adopts a single bus with
limited bandwidth as the communication backbone. Consequently,
the bus bears enormous stress and even becomes the performance
bottleneck due to frequent packet transmission, leading to recent
many-core chips interconnected with sophisticated Network-on-Chip
(NoC) [1]. Such systems have routers at every node, connected to
neighbors through short links, while multiplexing packet flows at
each router to provide high scalable bandwidth. Additionally, another
technique to accommodate more functional units in a single chip is
three-dimensional (3D) integration [2, 3, 4], which separates these
functional units into different layers and stacks one layer on top of
the other. The smaller footprint, tremendous number of pins, and the
capability of heterogeneous integration make 3D stacking attractive to
future high performance computer system. Moreover, different layers
are connected using vertical Through-Silicon Vias (TSVs), which
significantly reduces the inter-layer wire length.

Therefore, the computing system performance can be further ad-
vanced by extending planar NoC with 3D integration technology for
robust and high bandwidth intra/inter-layer communication [5]. Plenty
of studies have explored the benefits of adopting 3D NoC in system
designs with different topologies or architecture configurations [6, 7].
These studies demonstrate that 3D NoCs are capable of achieving
higher throughput, lower latency, and lower energy dissipation with
only slight area overhead.

In NoC designs, the channel width of each direction is predeter-
mined at the design time. However, when running diverse applications
on a many-core system, the runtime workloads pose sporadic stresses
on the network, making the static configuration inefficient [8, 9].
This observation is more prominent in 3D core-to-cache/memory
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Fig. 1. Overview of core-to-cache/memory 3D stacking. (a). Cores are
allocated in all layers with part of cache/memory; (b). All cores are located
in the same layers while cache/memory in others.

stackings as shown in Figure 1, which are the most prevalent and
practical 3D system designs. If cores and memory/caches are on
different layers (Figure 1(b)), the percentage of the interlayer traffic
is large [10]. Moreover, considering the large size of TSVs, it is
infeasible to arbitrarily increase the channel width due to the power
and area constraints. Assuming the pitch of TSV is 10µm, the total
TSV area for a 128-bit channel is 12,800µm2. In contrast, the total
area of a 3D router is 84,669µm2 based on our synthesized result,
indicating a significant overhead of TSVs. Therefore, in a 3D system
with severe interlayer communication congestion, it is undesirable to
add additional TSVs for more vertical bandwidth. Instead, a more
cost-efficient way is to dynamically allocate the available channel
bandwidth under a fixed budget.

Fortunately, we reveal that there are available vertical connection
resources which are not fully utilized. In 3D systems, redundant TSVs
are usually used as the simplest yet effective remedy to guarantee
signal integrity and improve system yield [11, 12]. However, many
redundant TSVs that are statically allocated are not utilized during
chip operation when the number of faulty TSVs is smaller than the
number of redundant ones. Therefore, these spare redundant TSVs
can be potentially leveraged to increase vertical bandwidth for instant
throughput improvement. In this work, we propose a 3D NoC design
with reconfigurable vertical channel width, which enables existing
redundant TSVs to be flexibly shared by nearby NoC routers. When
the additional channel width is not necessary, spare TSVs will be
disconnected from the router. In addition, the vertical interlayer traffic
are dynamically monitored, and the spare TSVs are allocated to the
bandwidth hungry routers accordingly. To support this mechanism,
we designed an additional link (AL) allocator which incurs negligible
hardware overhead. Note that a single link denotes a bundle of wires
for signal transmission in one direction.

The contributions of our work are summarized as follows:

• Reveal new usage of spare TSVs. During the testing stage before
the chip shipping, faulty TSVs are discovered and repaired with
redundant TSVs. If the number of failed TSVs is smaller than
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the allocated TSVs, these spare TSVs that are not used as fault
tolerance are wasted. This part of unused redundant TSVs can
be applied to augment the vertical link bandwidth.

• Design reconfigurable 3D NoCs. It dynamically adjusts the ver-
tical channel bandwidth based on the application traffic patterns.
The technique is supported with minor hardware modification to
the allocators.

• Conduct 3D NoC design spare exploration with our proposed
techniques. The NoC performance is influenced by various
factors, such as the number of nodes, the layer count in 3D
designs, or the availability of spare TSVs. Therefore, in our
work, we explore the NoC performance with different system
configurations. In addition, we discuss the situation when the
spare TSV count is smaller than the channel width.

II. PRELIMINARIES AND RELATED WORK

In this section, we first introduce our target 3D system and the
background of TSV redundancy. Then we present the motivation of
designing vertical bandwidth reconfigurable NoCs.

A. 3D Multicore Processor Designs

In current 3D IC designs, the most attractive and prevalent stacking
style is the core-to-cache/memory bonding [2, 7].

Figure 1 shows an example of 3 layer core-to-cache/memory
stacking with two potential core-to-memory partitioning schemes.
NoC routers are placed near each core and memory controller to
provide high performance connection. In the Figure 1(a), each layer
contains several cores, and parts of the data storage are placed close
to the core on the same tier. To access the data from other layers,
TSVs are used as the vertical channel to connect routers. Figure 1(b)
shows an alternative partitioning scheme. All the cores are located on
the same layer, while all the cache/memory modules are spread out
on the rest tiers. Under such circumstance, all data access requests
from cores need to go through vertical channels.

We focus on the second design (Figure 1(b)) because it is a more
favorable design which achieves better thermal behavior because of
the short distance to the heat sink. Also, it poses more challenges
on 3D NoC designs due to the frequent vertical core-to-memory
accesses. However, our design is also applicable to other 3D systems.

B. TSV Redundancy

TSV is one of the key enabling technologies in 3D integrations,
which is fabricated by forming a hole through the silicon and filling
the hole with conductor materials. Short length, high densities, and
high compatibility with standard CMOS process are three major
reasons making TSV attractive in the 3D technology. However, TSVs
suffer from low yield due to the manufacturing limitation compared
to 2D wires [13, 14].

Misalignments and random open defects cause the failure of
TSVs [15]. In order to guarantee the signal integrity, building
redundant TSVs is a common mechanism for fault tolerance. A
straightforward method of building redundant TSVs is to double the
TSV count for each signal. However, this method will incur severe
area overhead. Alternatively, certain ratio of redundancy is applied in
design time. For example, in 3D DRAM design [12], every 4 TSVs
are allocated as a group, while 2 additional TSVs are attached to
this group for fault tolerance. A switch box is used to select any four
functional TSVs from these six for the signal transmission. To further
reduce the area overhead, several previous studies [11, 14, 15, 16]
have proposed mechanisms to efficiently allocate redundant TSVs
and perform self-repair.

Even though these work can enhance the chip yield, certain number
of redundant TSVs (e.g., redundancy ratio is 1:4 in [11]) should
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Fig. 2. Timing diagram of the packet latency reduction with additional
channel width. (a) Original design with fixed channel width; (b) Designs with
additional output channel width.

be allocated statically without knowing the actual failure in design
time. Subsequently, some of the allocated redundant TSVs may be
unused, resulting in resource wasting. For instance, since the single
TSV failure rate is 10−5 to 10−4 [11] based on current packaging
technology, when the vertical signal count is 128, the probability
that all TSVs are functional is 95% to 99.49%. Nevertheless, the
redundant TSVs can not be eliminated as any TSV failure would
lead to performance loss.

C. Motivation and Related Work

In NoC designs, the channel bandwidth has significant impact on
the packet latency. Specifically, a larger network bandwidth is capable
of reducing the transmission delay over the channel. To constrain the
area overhead and routing complexity, one NoC packet is usually
partitioned into several flits, and the channel width in each direction
is designed to accommodate one flit.

The packet latency can be reduced if additional channel is available
to allow simultaneous transfer of multiple flits. Figure 2 shows a
timing diagram of a virtual-channel router containing four stages:
routing computation (RC), virtual channel allocation (VA), switch
allocation (SA), and switch traversal (ST). Assuming a scenario that
packet A is from input 1 while packet B is from input 2, and they
are requesting the same output port. In Figure 2(a), at cycle 3, since
only one flit is allowed to access the output port, and the head flit
of packet A is granted the access, the head flit of packet B has to
stall until cycle 4. If an additional link is available before cycle 3 in
Figure 2(b), then both head flits from packet A and B have accesses
to the output port. The transmission of head flit in B is advanced
from cycle 5 to cycle 4.

To relieve the intermittent traffic congestion, various bandwidth
reconfigurable NoC architectures are proposed [8, 9, 17]. Lan et
al. [8] proposed to use bidirectional links instead of traditional unidi-
rectional links. Fine-grained bandwidth adaptive NoC and bandwidth-
adaptive oblivious routing [9, 17] are proposed to further increase the
channel utilization based on the bidirectional link architecture. Their
designs increase bandwidth in one direction at the cost of sacrificing
bandwidth in another direction. In our work, we use the spare TSVs
as additional channel resources to increase the channel bandwidth.
In addition, we have negligible modification to the original router
architecture and routing algorithm, minimizing the design overhead.

III. RECONFIGURABLE VERTICAL LINK DESIGN

In this section, the baseline router architecture and our spare TSVs
allocation strategy are introduced. Other design issues, such as router
placement and routing algorithms, are also discussed.

A. Basic Router Architecture

In a typical NoC design, a router usually consists of input buffers,
switches, computing logics, and control logics. Various router archi-
tectures exist in current designs. Without loss of generality, we use the



classical five-stage virtual-channel router design [18] as the baseline
router architecture. Nevertheless, our mechanism also applies to other
router architectures, such as speculative routers with shorter pipelines.

As shown in Figure 3(a), the virtual-channel router contains six
functional blocks: input buffer, switch, output unit, routing compu-
tation, virtual channel allocator, and switch allocator. They can be
categorized into two parts: the datapath which contains the first three
components and the control panel with the later three. The datapath
handles the storage and movement of network data while the control
panel is responsible for routing computing and resource allocation.

Usually in the signal transmission of NoCs, one packet is split into
several flits, which is the basic unit of network data transmission.
A header flit will trigger the routing and virtual channel allocation.
When the virtual channel allocation succeeds, the designated virtual
channel is reserved for the rest flits in that packet. Therefore, the
upcoming flits only require switch allocation and switch traversal.
Switch allocation records output requests and grants the access of
outputs to inputs based on the allocation strategy (e.g. round-robin).
Every cycle, only one virtual channel in a router can get access to
one output. If output requests are conflict, inputs without grant have
to wait for the next cycle. After switch allocation, the switch allocator
will configure the crossbar to conduct flit traversals.

B. Proposed Architecture Modification

As illustrated above, to avoid switch conflicts, each output can
forward data from only one virtual channel per cycle. Therefore, in
a congested network, as in the core-to-cache/memory configuration,
the vertical output request overflows, resulting in large packet delay.
For example, if all six inputs in one router are all requesting the
same vertical output. Then at least six cycles are needed to finish the
switch allocation of these requests.

In our work, we propose to use the spare TSVs to enhance the
vertical channel bandwidth. Modifications to the basic router design
are essential. In additional to the physical link connection, the switch
allocator and crossbar are two important components that should
go through architectural modification. Moreover, to reduce the area
overhead of TSVs, we adopt the assumption that the TSV redundancy
ratio is 1:4 [11], which means that every four routers share one group
of redundant TSVs. Due to the resource sharing between routers, we
propose a new component called additional link (AL) allocator to
grant access of spare TSVs.

1) Switch Allocator Design: When a router has additional links,
more flits can go through the vertical channel every cycle. However,
the link width between each input to the crossbar is fixed as one
flit size, forwarding one flit to the crossbar every cycle. Prior studies
show that network performance can be improved with input speedup,
which increases the link width between each input and the crossbar
at the cost of additional area and energy [18]. In our mechanism, the
switch allocator simply selects two inputs using the original allocation
algorithm instead of two virtual channels in one input (as in input
speedup). Moreover, the input speedup mechanism is orthogonal to
our work, and it can be applied in our design for further performance
improvement.

2) Crossbar Design: Even though spare TSVs are allocated dy-
namically in run-time, modifications to the crossbar are necessary
in design time to enable connection between inputs to spare TSVs.
Figure 3(b) depicts the crossbar design. Two additional links are
added to vertical output ports: one for communication to the upper
layer and one for the lower layer. Switches in the crossbar control
the connection between inputs and outputs. When spare TSVs are
not allocated to that router, the switch allocator turns off switches
for additional links.

3) Additional Link Arbitrator: There are two assumptions with the
additional link allocation. First, the physical channels use unidirec-
tional links to reduce the control complexity of bidirectional links [8].
Second, the allocation of two links with opposite directions can be
decoupled, which means the additional links to the upper layer and
lower layer can be assigned to different routers.

The major challenge of designing AL arbitrator is to identify
the congestion level of different routers. Intuitively, we can use the
total vertical request count as the congestion indicator. However,
this method fails to capture the real congestion status of a router.
Considering the case that there are three vertical output requests in
router A and two requests in router B, and the arbitration grants
router A the permission since it has more requests. Nevertheless, all
of the requests in router A come from the same input port, although
in different virtual channels. While in router B, the two requests are
from different inputs. According to the switch allocation mechanism,
only one request per input can be fulfilled each cycle. Therefore,
the performance of router A will not be improved even though it
acquires spare TSVs. In this case, granting the access to router B is
an efficient choice. In this sense, the congestion indicator should be
in the granularity of input ports instead of the virtual channels.

After each flit cycle, each router will update its congestion level to
the AL arbitrator. Then the AL arbitrator selects the router with the
heaviest congestion and grants the permission before the next switch
allocation cycle.

However, the increase of vertical bandwidth will pose stress to the
downstream router (the next connected router) since it may receive
more flits than it can process right away. We further propose an
arbitration strategy to tackle this problem. Specifically, in addition
to the vertical request count (VRC) to the downstream router as
illustrated above, we obtain the buffer occupancy count (BOC) of
the input port for this router, then the difference between VRC and
BOC accurately indicates the necessity for additional bandwidth. As
a result, the AL arbitrator grants access of spare TSVs to the router
with the highest V RC −BOC value.

C. Design Issues

Besides the architecture modification, there are some other impor-
tant issues to be addressed in order to achieve a high performance 3D
NoC design. In this section, we discuss the design issues including
router placement, flow control, the availability of spare TSVs, and
the routing algorithm.

1) Router Placement: As shown in Section II, our target system is
the core-to-cache/memory stacking using TSVs for core to memory
communication. There are several possible router placements strate-
gies to support vertical connection. Based on our synthesized result,
the area of a 3D-capable router is almost twice the area of a 2D router.
The synthesis is done with 45nm library and the related router areas
are shown in Table I. Therefore, it will incur significant area overhead
to have each router 3D connected. We assume the ratio between the
number of 3D routers and 2D routers as 1:3. The possible router
placements on the core layer are depicted in Figure 4 for a 16-core
system. The other layers have the same router placement as the core
layer. In order to reduce the wire routing complexity, redundant TSVs
are located in the same region and connected to routers with switches.

In Figure 4(a), four interlayer routers are placed in the middle,
which results in the shortest latency according to a previous study [10]
and provides balanced routing distance to redundant TSVs. However,
this design stresses these four routers not only from their own vertical
communications, but also from the horizontal traversals ejected from
neighboring 3D routers. For example, if a flit travels from a layer
to this layer through router 10, and its destination is router 16, then
through XY routing algorithm, the horizontal link between router
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10 and 11 is requested before the flit is forwarded to other 2D
routers. Compared to the centralized placement, the placement in
Figure 4(b) has less horizontal stresses because each 3D router is
directly connected to at least two 2D routers. Thus, the flit can be
easily forwarded to the 2D routers after the vertical traversal. In our
design, we mainly focus on the second placement.

2) Routing Algorithm and Timing Analysis: Lots of previous
studies have explored the 3D routing methods [19, 20]. In this work,
we use the straightforward dimension order routing algorithm [20].
Whenever the source and destination are within the same layer,
normal XY routing is used to avoid deadlock. If interlayer com-
munication occurs, the router will find its nearest interlayer router
to perform vertical traversal. Although the exploration of routing
algorithm is beyond the scope of this work, other routing algorithms,
such as bandwidth-aware routing algorithms [17], can also be applied
in our design.

The virtual channel router is a five-stage pipeline design and the
clock frequency is determined by the slowest stage. We synthesize the
components of each stage and perform timing analysis. The longest
pipeline stage is the virtual channel allocation, which takes 1.77ns.
In comparison, our AL allocator requires 0.73ns to perform switch
allocation. Therefore, adding the AL arbitrator has no influence on
the router frequency as it can be executed in parallel with any pipeline
stage.

3) Availability of Spare TSVs: In our work, the design relies
on spare TSVs to provide additional vertical links. The number of
spare TSVs is determined by the TSV failure rate, fault mode, and
redundancy ratio. It is possible that the spare TSVs count is smaller
than a flit size. In this case, we simply disable the AL arbitrator

TABLE I
THE SYNTHESIZED AREA AND POWER OF 2D/3D ROUTERS, CROSSBAR,

AND AL ARBITRATOR

Component Area Dynamic Power Static Power
µm2 mW µW

2D Router 46422.85 16.044 1040.1
3D Router 84669.13 26.85 1924.8
5×5 Xbar 641.86 0.27 13.97
7×7 Xbar 1324.68 0.63 29.99
9×7 Xbar 1688.57 0.81 38.16

AL Arbitrator 122.89 0.065 2.89

and run the router in its original mode. On the contrary, if the
redundancy ratio is high that the number of spare TSVs is multiple
times of a flit size, there is opportunity to transmit more than two
flits simultaneously over the vertical links, which further improves
the network throughput. Even though this case is not evaluated in
this work, our design can be easily extended to account for more
spare TSVs.

IV. SIMULATION RESULT ANALYSIS

We use the cycle-accurate NoC simulator Booksim [21] for per-
formance simulation and implement our designed components in the
simulator. The performance of two mesh networks, 4×4 and 8×8
nodes, are evaluated. The number of layers in the 3D stacking is two
by default. Since each interlayer router is responsible for vertical
communications of other four surrounding 2D routers, the virtual
channel is a highly competitive resource. Based on our simulation,
when each port contains 4 virtual channels and 4 buffers per VC,
the router will be congested at very low injection rate (less than 0.04
packet/cycle) due to the bottleneck of VC allocation. Nevertheless,
our synthesized results show that doubling the buffer size makes the
router area increase by almost 2.7 times. To balance the performance
and area, we configure the router to contain 8 virtual channels per
port with 2 buffers per VC. In our design, we assume that each packet
size is 64B and the flit size is 128 bits. Adding the header flit, one
packet is separated into 5 flits.

A. Area Evaluation

We synthesize the RTL description of the virtual-channel
router [21] using Design Compiler [22] and 45nm NanGate cell
library [23]. The area and power are listed in Table I.

The interlayer router consumes almost twice the area of 2D router
while the total buffer ratio is 7:5. The area overhead comes from
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Fig. 5. Packet latency of three traffic patterns in a 4×4 mesh network.

buffers and other control logics. The crossbar only occupies 1.4%
and 1.6% of total router area in 2D and 3D cases, respectively. In our
design, the crossbar contains two additional output links, therefore,
the area increases about 27.5% compared to original crossbar. In
terms of the whole interlayer router, the area overhead is smaller
than 0.4%. The power consumption is roughly proportional to the
area, thus, the power overhead of the modified crossbar to the router
is about 0.67%. The area of AL arbitrator is about 0.15% of a single
router. Since the AL arbitrator is shared by four interlayer routers,
the area overhead is negligible.

B. Performance Evaluation

Three types of synthetic workloads are generated to mimic the
network traffic in core-to-cache/memory systems: uniform traffic,
interlayer traffic, and weighted interlayer traffic. The source and
destination are randomly selected and the injection rate of each node
are almost the same in the uniform traffic. The interlayer traffic
models the case that all traffics are interlayer, and this kind of traffic
pattern maximizes the stress of interlayer routers. The last one is
the weighted interlayer traffic, which generates the interlayer traffic
according to a customized ratio. Among these three traffic patterns,
the last one is the closest to real cases since coherence messages
are transmitted within the layer while cache/memory requests are
traveling through vertical links.

The ratio of interlayer communication is set to 0.7 in the weighted
interlayer traffic. In the interlayer traffic, we show the performance
with the virtual buffer occupancy based AL arbitrator. The packet
latency versus injection rates are shown in Figure 5. When the
interlayer communication percentage is low, as shown in the uniform
traffic (Figure 5(a)), the network saturates at higher injection rate.
The interlayer traffic (Figure 5(b)) has the lowest saturated injection
rate due to the highly congested interlayer routers. The proposed
design can reduce the packet latency when the injection rate is
high in all three traffic patterns. The performance improvement is
more obvious in high interlayer communication patterns, such as the
interlayer traffic and weighted interlayer traffic. For example, in the
weighted interlayer traffic, when the injection rate is 0.05 packet per
cycle, the latency in baseline is above 500 cycles while it is only
around 300 cycles in the proposed design. Even though considering
the virtual channel buffer occupancy can reduce the input congestion
of downstream router, it reduces the chance of utilizing additional
links. Therefore, the latency is larger than the design with basic AL
arbitrator as shown in Figure 5(b). Usually, the high vertical request
count implies that the downstream router is also stressful. Comparing
filling two routers with waiting flits and filling only the downstream
router, the former one may lead to congestions on all the connected
routers in both layers, while the latter only results in congestions in
one layer.

To further analyze how additional links help reducing the network
delay, we examine the average flit queuing time of routers in the
bottom layer for the weighted interlayer traffic. The injection rate
is set to 0.035 packet/flit cycle, before the network delay becomes
saturated. In the proposed design, the average queuing latency of
2D routers are reduced, whereas the interlayer router queuing delay
increases. It is because interlayer routers receive more flits from the
corresponding upper router, increasing the virtual channel allocation
and switch allocation delay.
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The corresponding input buffer read/write ratios of one interlayer
router (Router 7) and one 2D router (Router 11) are shown in
Figure 6. The input marked self represents the input port from the
attached node to the router. Since router 7 is on the bottom layer,
only the input buffer storing messages from upper layers has been
used. The workloads in each directions are almost balanced in the
2D router. In contrast, the interlayer router shows significantly large
demands on the vertical direction. The traffic from upper layers
occupies almost 50% of the total traffic in that router.

The corresponding average network dynamic power consumption
is shown in Figure 7. As shown in the figure, when the injection rate
is low and the performance improvement is not obvious, the proposed
design has similar power consumption as the baseline. With higher
injection rate, the proposed design has higher power consumption
due to the accelerated flit transmission. Since our proposed design
can reduce the workload execution time, the final network energy can
be reduced by 6.51% at 0.05 injection rate.

The average packet latency with 8×8 mesh network is shown in
Figure 8 with the weighted interlayer traffic. In this network, there
are total 16 interlayer routers and 4 groups of spare TSVs. The
performance improvement in this network is not as distinct as in
4×4 mesh network due to the decreased network congestion.
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C. Layer Sensitivity

Different number of layers in the 3D stacking result in various
degree of congestion. In this set of experiment, the network perfor-
mance is examined with 2, 3, and 4 layer stackings. The topology
is 4×4 mesh and the traffic is the weighted interlayer pattern with
injection rate equals to 0.35. Table II shows the results of simulation.
As expected, with increased number of layers, the vertical channel is
more congested, making our proposed design more favorable.

Similarly, we examine the input buffer read/write count of one
interlayer router in the middle layer with the 3 layer stacking. It
can be seen from the result that more than 50% of total traffic are
interlayer traffic with 28% of traffic to the lower layer and 29% to
the upper layer.

D. Failure Mode Sensitivity

The proposed design relies on the availability of spare TSVs. If the
TSV failure rate is high, the spare TSVs cannot be used as additional
channels. In most cases, the TSV fails due to the manufacturing
limitations and these failures are irreversible and can be determined
once the fabrication is finished. Therefore, we study the network
latency when one group of spare TSVs is not available. The topology
is 8×8 mesh network since there are four groups of interlayer routers
(every 4×4 router block contains one group). We define these four
groups of routers according to their location as Block 1 to Block 4.
Therefore, in the TSV failure sensitivity study, we model five cases:

TABLE II
AVERAGE PACKET LATENCY COMPARISON OF DIFFERENT LAYERS IN 3D

SYSTEMS

Layer Baseline (cycle) Proposed (cycle)
2 48.159 49.026
3 60.925 54.99
4 795.68 401.86
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Fig. 9. The average packet latency with different locations of unavailable
spare TSVs and dynamic failure modeling.

no TSV failure (all spare TSVs can be used as additional links), block
1, block 2, block 3, or block 4 has failure (one group of spare TSVs
cannot be used). Figure 9 shows the average packet latency of these
five cases.

Because of the router placement and routing algorithm, the loads
among blocks are not balanced. From our observation, we find
that the load in the block 1 and 3 is the lighter than the block 2
and 4. Therefore, when the spare TSVs in block 2 and block 4
cannot be used as additional links, the performance degradation is
severe. However, when the failure is in block 1, the average packet
latency is reduced compared to the no failure case. Because the
congestion is not heavy in block 1, whereas our proposed design
leads to virtual channel allocation or switch allocation delay overhead
in the downstream router, which offsets the delay reduction from
accelerating flit transmission.

In addition to the manufacturing limitation, the TSV may fail
due to thermal stresses and electromigration. These failures occur
during system operation and are closely related to the TSV utilization.
We capture the TSV dynamic failure by monitoring the transaction
frequency of each vertical link and assign each TSV array with
a failure probability according to their utilization. This process
continues until there is no spare TSVs. The average latency is shown
as the last bar in Figure 9. At the beginning of operation, all the spare
TSVs are capable for additional links, therefore, the final package
latency is better than the case of block 2 and block 4 failures. Then
due to the high utilization, spare TSVs in block 4 become unavailable
before others. The packet latency is then increased due to the vertical
request congestion.

V. CONCLUSION

Due to the increased communication complexity and variation in
3D many-core systems, NoCs with design-time defined channel width
may not be able to fulfill the burst interconnect requirement. In 3D
designs, redundant TSVs are the most common solution towards
low yield. However, these allocated redundant TSVs may not be
used for repair if the original TSV is functional. In this work, we
propose to use these allocated but not used redundant TSVs as
additional vertical links to relieve the network congestion from the
burst interlayer traffic. The simulation results show that our proposed
design can reduce average packet latency with negligible area and
power overhead when the network congestion is high.
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