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ABSTRACT
Phase change memory (PCM) is a promising technology for
building future large-scale and low-power main memory sys-
tems. Main memory databases (MMDBs) can benefit from
the high density of PCM. However, its long write latency,
high write energy, and limited lifetime, bring challenges to
database algorithm design for PCM-based memory systems.
In this paper, we focus on making B+-tree PCM-friendly by
reducing the write accesses to PCM. We propose three differ-
ent schemes. Experimental results show that they can effi-
ciently improve the performance, reduce the memory energy
consumption, and improve the lifetime for PCM memory.

Categories and Subject Descriptors
B.3.2 [Memory Structures]: Design Styles—Primary mem-
ory ; H.2.2 [Database Management]: Physical Design—
Access methods

Keywords
B+-Tree, Database, Phase Change Memory

1. INTRODUCTION
Phase change memory (PCM) is an emerging non-volatile

random-access memory (NVRAM) with several attractive
features [7, 12, 14, 15]. Compared with the modern DRAM
technology, PCM offers 2− 4× density [14], consumes near-
zero idle power, and retains stored data even in a sudden
power failure. With the significant density advantage, PCM
will be able to store most or all of the data in main mem-
ory for many database applications. In addition, PCM can
provide traditional main memory databases (MMDBs) [8]
with the durability that is not supported by volatile memo-
ries. With continuous improvement, the PCM technology is
expected to be adopted in large-scale, low-power and non-
volatile main memory systems.
Although PCM can bring great benefits to MMDBs, new

challenges arise due to its unique characteristics. Different
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from DRAM, the most widely used main memory technol-
ogy, PCM has asymmetric read/write properties. While the
read latency of PCM is comparable to DRAM’s, its write
latency is about 20× slower than its read latency [7]. In
addition, the write operations consume about 5× more en-
ergy than the read operations in PCM [7]. Moreover, PCM
suffers from the endurance issues. These characteristics, dif-
ferent from the assumptions that have served as the basis in
algorithm design of modern database systems, are expected
to make the PCM-based MMDBs suboptimal. As writes in
PCM are much more expensive than reads, an idea to im-
prove the performance of algorithms running on PCM is to
reduce memory writes even at the cost of increasing reads.

In this paper, we focus on enhancing the performance of
B+-tree, an efficient index structure widely used in both
MMDBs and disk-resident databases, for PCM-based sys-
tems. We first design a basic cost model for PCM-based
memory systems. Then by analyzing the CPU cost and
memory access behavior of the existing PCM-friendly schemes
for B+-tree, i.e., the unsorted node schemes proposed by
Chen et al. [4], we find that: 1) sorting the keys in unsorted
nodes before splitting in these schemes involves intensive
computations; 2) for small node sizes and small branching
factors, these schemes do not effectively reduce the write
count; 3) these schemes waste a lot of space in main mem-
ory because they do not delete a node until it is empty.
To address these issues, we propose three schemes: 1) the
sub-balanced unsorted node scheme which removes the com-
putational overhead of sorting before splitting in insert oper-
ations, 2) the overflow node scheme which efficiently reduces
the write count in the cases where the existing schemes are
ineffective, and 3) the merging factor scheme which provides
better trade-offs among execution time, PCM wear, memory
energy consumption, and space usage in delete operations.

2. BACKGROUND AND RELATED WORK
In this section, we introduce the background and related

work of PCM and PCM-based system design.

2.1 Phase Change Memory
PCM is an emerging type of NVRAM, which exploits the

unique behavior of chalcogenide glass that enters two dif-
ferent states under different heating temperatures and du-
rations. The two states, termed as amorphous state and
crystalline state, have significantly different electrical resis-
tivities. The high-resistance amorphous state represents“0”;
and the low-resistance crystalline state represents “1”. Fur-
thermore, this material can achieve several distinct interme-
diary states, thus has the ability to represent multiple bits
in a single cell. The multi-level cell technology can further
improve the density advantage of PCM [11].
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Table 1: Comparisons of different memories [4, 7]
DRAM PCM NAND Flash

Retention Refresh 10 years 10 years
Density 1× 2-4× 4×

Endurance ∼1015 106-108 104-105

Page size 64 B 64 B 4 KB
Read latency 20-50 ns ∼50 ns ∼25 µs
Write latency 20-50 ns ∼1 µs ∼500 µs
Erase latency N/A N/A ∼2 ms /block
Write BW /die ∼1 GB/s 50-100 MB/s 5-40 MB/s
Read energy 0.8 J/GB 1 J/GB 1.5 J/GB
Write energy 1.2 J/GB 6 J/GB 17.5 J/GB
Idle power ∼100 mW/GB ∼1 mW/GB 1-10 mW/GB

Table 1 compares PCM with DRAM and NAND flash.
From Table 1, roughly speaking, the properties of PCM lie
on the gap between DRAM and NAND flash. Therefore,
PCM is considered to be a promising alternative to DRAM
as main memory [12, 15] or a promising alternative to NAND
flash as storage [3]. Compared with NAND flash, PCM of-
fers several advantages on performance, power saving and
lifetime. In this paper, we consider using PCM as main
memory.
Compared with volatile DRAM, PCM can provide the fol-

lowing benefits: 1) non-volatility which can maintain data
even when power is off; 2) 2−4× as much density as DRAM
which implies a larger memory capacity with the same chip
area; 3) comparable read latency and energy consumption
to that of DRAM; and 4) near zero idle power. Despite of
these attractive features, PCM has a couple of challenging is-
sues: 1) the endurance problem that DRAM is free of, which
means each cell will be worn out after a limited number of
writes; 2) write latency is as ∼ 20× long as its read latency
and as DRAM’s read /write latency; 3) higher write energy
consumption. A lot of research work has been done on tack-
ling these challenges of PCM to make it a more feasible and
adorable memory/storage replacement. Some improves the
lifetime of PCM by using wear leveling strategies [13, 14,
15] and reducing redundant writes [5, 12, 15]; some deals
with the long write latency by using a DRAM buffer at ar-
chitecture level [14] and also by reducing redundant writes
at bit level [5, 12, 15]. In this paper, we explore to reduce
the write count at algorithm level in order to achieve en-
ergy saving and lifetime extension in PCM-based memory
systems.

2.2 PCM-based System Design
With the unique characteristics, PCM changes the as-

sumptions regarding the underlying memory systems that
have served as the basis for design of various systems, in-
cluding file systems, operating systems, and database sys-
tems. Condit et al. proposed a new file system based on
the properties of persistent, byte-addressable memory such
as PCM [6]. Bailey et al. examined the implications of fast,
cheap, non-volatile memories such as PCM on OS functions
and mechanisms [1].
Chen et al. proposed to rethink database algorithm design

for PCM, which inspires our work [4]. They present analytic
metrics for PCM endurance, energy and latency, and use
them to improve two core databases techniques, B+-tree and
hash joins, for PCM. Their new design goal for PCM-friendly
algorithms is to reduce the number of writes in PCM while
keeping good cache performance. To improve B+-tree index,
they used unsorted nodes instead of sorted nodes in the tree,
saving the writes incurred by sorting a node. The unsorted
node schemes are simple and effective. However, we find
that they suffer from some issues, which are addressed in
the three new schemes proposed in this paper.

Hu proposed a predictive B+-tree, called Bp-tree, for PCM-
based database systems [10]. She uses a small DRAM buffer
to maintain a small B+-tree for current insertions, and pre-
dicts future data distribution based on the summary of pre-
viously inserted keys in a histogram. Space is pre-allocated
in the memory for near future data so as to reduce the data
movements caused by node splits and merges. In this paper,
we aim to minimize the hardware overhead and extra design
efforts by avoiding the usage of additional DRAM buffer.

3. COST MODEL AND PARAMETERS
In this section, we first present a basic cost model for

PCM-based main memory systems. Then we introduce some
important parameters in B+-tree algorithm.

3.1 The Basic Cost Model
For each operation on a B+-tree, the execution time T

can be divided into three components, the pure CPU time
(TCPU , including the access cost to the on-chip L1 cache),
the total access time to all the cache levels except L1 (TCache),
and the main memory access time (TMem):

T = TCPU + TCache + TMem. (1)

Let I denote the basic instruction count of the algorithm
to implement each operation. Let CPI denote the average
cycle per instruction of the processor in which memory ac-
cess latencies in loads and stores are not included, and f
denote the frequency of the processor. Then,

TCPU = I × CPI/f. (2)

For a hierarchical memory system with l levels of cache,

TCache =

l−1∑
i=1

Mi × Li+1, (3)

in which Mi and Li denote the miss count and the access
latency of the ith level cache separately for i = 1, 2, . . . , l.
Mi is determined by a couple of factors, including both the
memory access behavior of the algorithm and the charac-
teristics of the ith level cache (e.g. capacity, associativity,
replacement policies and other cache policies).

To estimate TMem, we consider two parts, the latency of
cache line fetches from the main memory and the impact
of cache line write backs to the main memory. The second
part can be partially or even completely hidden in conven-
tional DRAM-based main memory systems since the cache
line write backs are performed in the background. Let RMem

and WMem denote the numbers of read and write accesses
to the main memory, and LrPCM and LwPCM denote the
read and write access latencies of PCM. Then

TMem = RMem × LrPCM + α×WMem × LwPCM , (4)

in which α describes the average impact of the cache line
write backs on TMem, 0 ≤ α ≤ 1. For PCM-based main
memory, LwPCM is ∼ 20× as large as LrPCM (Table 1),
so write backs may significantly stall the front-end cache
line fetches. Therefore, reducing WMem might have a large
chance to improve performance.

Besides the total execution time T in Eq. (1), the en-
ergy consumption of PCM-based main memory, EMem, is
another concern for algorithm design, because PCM suffers
from high write energy. We estimate EMem in three parts:
the read dynamic energy, the write dynamic energy, and the
background energy. Therefore,

EMem = RMem×ErPCM +WMem×EwPCM +Ebackground,
(5)
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in which ErPCM and EwPCM denote the average energy
consumption of a read access and a write access to PCM.
Ebackground is the background energy, which is typically
much smaller than the read and write dynamic energy. From
Table 1, EwPCM is ∼ 6× as large as ErPCM . Hence, re-
ducing WMem is beneficial to energy saving.
As each PCM cell has a limited lifetime, the total wear

of PCM should also be considered in algorithm design. Let
γ denote the average number of modified bits per modified
cache line, then the total wear is

Weartotal = γ ×WMem. (6)

It can be easily observed that reducing WMem extends the
lifetime of PCM.

3.2 B+-Tree Parameters
B+-tree keeps all data in leaf nodes and uses the infor-

mation in internal nodes to guide the search. It is easy to
maintain and scan while providing fast access time. Thus, it
is widely used for metadata indexing in file systems and for
table indices in relational database management systems.
For different applications, B+-tree may have different key
types, e.g. int or string. Let key size denote the length of
a key in unit of bytes. It is determined by the application.
Node size (node size) is an important parameter that af-

fects the performance of B+-tree. Previous work has sug-
gested that the best tree node size is a few cache lines [9].
For modern computers, the cache line size (cacheline size)
is usually 32, 64 or 128 bytes.
Let b denote the branching factor (or the order) of a B+-

tree, which is the maximum number of children that each
internal node can have. For leaves, we assume that a data
entry is a tuple of <key, pointer>, in which the pointer
points to the external data record. In this case, the leaf
node structure is the same with the internal node structure.
Therefore, there are at most b− 1 keys in either an internal
node or a leaf node.

4. ALGORITHMS
In this section, the existing PCM-friendly unsorted node

schemes are analyzed before our three schemes are presented.

4.1 Analysis of Unsorted Node Schemes
In the insert and delete operations, keeping the keys of the

involved node in order involves a lot of writes. One simple
way to reduce the memory write accesses is to leave the node
unsorted. Chen et al. proposed three PCM-friendly variants
of B+-tree with unsorted node schemes: 1) unsorted with
all the non-leaf and leaf nodes unsorted, 2) unsorted leaf
with sorted non-leaf nodes but unsorted leaf nodes, and 3)
unsorted leaf with bitmap in which each unsorted leaf
node uses a bitmap to record valid locations [4]. Since a
search incurs a lot of instruction overhead if all the nodes
are unsorted, the unsorted leaf scheme captures most of the
benefits by reducing the write count and achieves similar
search time as the original B+-tree. In our evaluations, we
implement the unsorted leaf scheme.
Although the unsorted node schemes reduce the cost of

keeping the keys in order in normal insert and delete op-
erations, they make the CPU cost in splits much higher,
because it is required to sort the keys before splitting a full
unsorted node. The average time complexity for using in-
place Quicksort is O(n log2 n). To reduce the CPU overhead
for sorting the keys before a split, the sub-balanced unsorted
node scheme is proposed in the next section.

For small branching factors and small node sizes, the un-
sorted leaf scheme might be inefficient, because keeping keys
in order or leaving them unsorted both involve similar write
accesses, and splits might incur more write accesses in the
unsorted leaf scheme than in the original B+-tree. By ex-
ploring different parameters, we find that when b ≤ 10 and
node size ≤ 4, the unsorted leaf scheme cannot efficiently
reduce the total write count. Therefore, we introduce the
overflow node scheme to cope with such cases of small bs
and small node sizes.

In the original B+-tree algorithm, to delete a key from
a half-full node, it will either borrow a key from or merge
with one of its sibling nodes, which results in a lot of writes.
In the unsorted leaf scheme, to reduce the tree reorganiza-
tion costs, a node will not be deleted unless there is no key
in it. However, keeping a lot of near-empty nodes wastes
valuable memory space, and even degrade the search perfor-
mance greatly. We propose the merging factor scheme which
provides better trade-off between write count and memory
space.

4.2 Sub-balanced Unsorted Node Scheme
As discussed above, the existing unsorted node schemes

split a full unsorted node after sorting its keys, and then the
two consequent nodes have to be at least half full to keep the
tree balanced. However, in our proposed scheme, the new
nodes are allowed to be less than half full, i.e., unbalanced,
after splitting from a full unsorted node. In this case, we do
not need to sort all the keys in a full unsorted node before
a split. Instead, we choose a pivot to assign the keys into
two nodes – one holds the keys greater than the pivot, and
the other holds the rest keys. This enhancement of B+-tree
is called sub-balanced unsorted node scheme.

The choice of a good pivot is very important to keep
the tree balanced and hence efficient. Experiment results
show that the middle key value keymiddle is usually a good
choice: keymiddle = (keymax + keymin)/2, so the maximum
key (keymax) and the minimum key (keymin) in the node
should be found first. The time complexity of this scheme
for a split is O(n).

4.3 Overflow Node Scheme
When the branching factor and the node size are both

small (b ≤ 10 and node size ≤ 4), we consider reducing the
write accesses incurred by splits. In the original B+-tree,
a split of a leaf node would involve writes to at least three
nodes: 1) the original leaf node which splits, 2) the new leaf
node to split to, and 3) the parent node. In our scheme, the
updates to the parent node are postponed by splitting the
leaf node to an overflow node, and several updates to the
parent node are executed in batches later.

In this overflow node scheme, a leaf node can have one
or more overflow nodes, and all the nodes are sorted. The
overflow nodes have the same structure with ordinary leaf
nodes. Here we define two important factors in this scheme.

Definition 1. The overflow factor of a B+-tree is the
maximum number of overflow nodes that each leaf can have.

Definition 2. The overflow depth of a leaf node is the
number of overflow nodes it attached; the overflow depth of
the overflow nodes are the same with the first leaf node.

For example, if a leaf node has no overflow node, its over-
flow depth is 0; if a leaf node has one overflow node, the
overflow depths of both the leaf node and the overflow node
are 1. Only when the overflow depth of a leaf node reaches
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Figure 1: An example of the overflow node scheme. (a) a B+-tree with overflow factor = 2 ; (b) insert a
record with key 64 to the tree; then Node 4 splits to a new overflow node Node 6, and its overflow depth
becomes 2 reaching the overflow factor; (c) insert a record with key 68 to the tree; then Node 5 splits to a
new node Node 7, and Nodes 4− 7 become independent leaves, and a set of keys are inserted to their parent
node Node 2; then Node 2 splits to a new node Node 8, and a key is inserted to its parent node Node 0.

the overflow factor of the tree, the next split will cause a
reorganization of the tree, in which all the overflow nodes
of the leaf node become independent leaf nodes and a set of
keys are inserted into the parent node all at once.
In the implementation, we maintain the overflow factor of

the tree as a global variable, and we modify the structure
of leaf nodes to keep the overflow information for each leaf
node. We add the overflow depth and an overflow pointer
that points to the following overflow node to the original leaf
node structure. The overflow depth costs 1 byte, and the
overflow pointer is a normal pointer which costs 4 bytes for
each leaf node in a 32-bit machine. For node size = 2 cache
lines, the space overhead to keep the overflow information
in a leaf node is (1 + 4)/(64× 2) ≈ 4%, assuming the cache
line size is 64 bytes. This overhead has little impact on the
performance of the algorithm.

4.3.1 Insert
Figure 1 shows an example of the insertion to a B+-tree

whose overflow factor is 2. Figure 1(a) is the tree before
insertion. It has 6 nodes labeled from 0 to 5, and each node
is able to store up to three keys. Node 4 is a leaf node, and it
has an overflow node, Node 5. Figure 1(b) depicts inserting
a record with key 64 to the tree. Node 4 splits to a new
overflow node, Node 6; and the overflow depth of Node 4
becomes 2, reaching the overflow factor of the tree. Figure
1(c) presents the result of the next insertion, inserting key
68 to Node 5. Firstly, Node 5 has to split to a new node
Node 7. Secondly, because the overflow depth of Node 5 has
already reached the overflow factor, all the four leaf nodes,
i.e., Nodes 4− 7, become independent leaf nodes, and their
overflow depths are reset to 0. Thirdly, we need to send
all the index information for each independent leaf node to
the parent node, so we insert Node 2 with a set of three
< key, pointer > tuples at once. Then Node 2 is full and
has to split to a new node, Node 8, and at last we need to
insert a key to its parent node, Node 0. From this example,
we can see that the overflow node scheme has the ability
to postpone the insertions to the parent nodes incurred by
splits and to deal with several updates in batches.

4.3.2 Search
It is easy to search a key with our overflow node scheme.

Like in the original B+-tree, we can locate the first leaf node,
or the 0th overflow node, that may contain the key, and then
check if it has overflow nodes. If it has no overflow node,
it is the target leaf node, and we can search it and find
out the key. Otherwise, the searching key is compared with
the last key, also the largest key, of the leaf node. If the
key is not greater than the last key, this leaf node is the
target leaf node; otherwise, we follow the overflow pointer

to its overflow node, and then check if the overflow node is
the target leaf node; and so on. With our overflow node
scheme, the path to search a key might be longer, so the
overflow node scheme may affect the searching performance.

4.3.3 Delete
The delete operation of the overflow node scheme is similar

to the original B+-tree algorithm. To delete a key, we first
find it in the target leaf node, and then delete it. If a leaf
node (except the root node) is less than half-full, it should
borrow a key from or merge with a neighbor node. In the
original B+-tree, the neighbor node must be a sibling node.
In the overflow node scheme, the neighbor node can also
be an overflow node. In our algorithm, an overflow node is
preferred since it will not incur writes to the parent node.

4.4 Merging Factor Scheme
In the unsorted node schemes, a node is not deleted unless

it is empty. By avoiding tree reorganizations due to dele-
tions, such a delete algorithm reduces writes significantly.
However, it may waste too much space and degrade the per-
formance. In the original B+-tree, when a key is deleted
from a half full node, it needs to merge with a sibling node
if the sibling node has already been half full. However, it
may be too early to merge two nodes when they just become
less than half full. Therefore, we propose the merging factor
scheme, which looses the merging conditions of the original
B+-tree. Two important factors in this scheme are defined
as follows.

Definition 3. The filling degree of a node is the ratio of
the number of keys in the node to the maximum number of
keys that the node can contain.

Definition 4. The merging factor of a B+-tree algorithm
is the filling degree when two neighbor nodes need to merge
with each other if a key is to be deleted from one of them.

The filling degree is in the range of [0, 1], describing a node’s
full state, in which“0”means empty and“1”means full. The
merging factor is in range of [0, 0.5], whereas the merging fac-
tor of the original B+-tree algorithm is 0.5 and the merging
factor of the unsorted node schemes is 0.

In our merging factor scheme, the merging factor can be
defined less than 0.5, in order to reduce the writes caused by
early merges. However, if the merging factor is too small,
space may be wasted since many nodes can be near empty.

5. EXPERIMENTAL EVALUATION
In this section, we first introduce our simulation setup,

and then present the experimental results.
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Figure 2: Comparison among B+-tree, the unsorted leaf scheme, and our sub-balanced unsorted leaf scheme
for an insert-only workload (insert one million records with random keys to an empty tree). The results are
normalized to those of B+-tree with node size = 2.

B+-tree 

Unsorted Leaf 

Sub-balance Unsorted Leaf 

(a) execution time (b) instruction count (c) read access count (d) memory energy consumption 

0.6 

0.7 

0.8 

0.9 

1 

1.1 

2 4 8 16 

E
x
ec

u
ti

o
n

 T
im

e 
 

Nodesize (Cachelines) 

0.6 

0.7 

0.8 

0.9 

1 

1.1 

2 4 8 16 

In
st

ru
ct

io
n

 N
u

m
b

er
  

Nodesize (Cachelines) 

0.4 

0.6 

0.8 

1 

1.2 

1.4 

2 4 8 16 

R
ea

d
 A

cc
es

s 
C

o
u

n
t 

 

Nodesize (Cachelines) 

0.4 

0.6 

0.8 

1 

1.2 

1.4 

2 4 8 16 

M
e
m

o
ry

 E
n

er
g
y
 

C
o
n

su
m

p
ti

o
n

  

Nodesize (Cachelines) 

Figure 3: Comparison among B+-tree, the unsorted leaf scheme, and our sub-balanced unsorted leaf scheme
for a search-only workload (search every record of a tree with one million records in random order). The
results are normalized to those of B+-tree with node size = 2.

Table 2: Gem5 Simulation Setup
Processor 1-core, 32-bit alpha, 2GHz, out of order
Cache I-L1, 32KB, 64B line, 4-way, 1-cycle latency

D-L1, 32KB, 64B line, 4-way, 1-cycle latency
L2, 2MB, 64B line, 16-way, 10-cycle latency

Memory 4GB PCM, 2 ranks, 8 banks

5.1 Evaluation Setup
Gem5 [2] is used in our experiments. We modified gem5

to support a PCM model as main memory, and the PCM
parameters are set according to Table 1. The processor and
memory system configurations are summarized in Table 2.

5.2 Results for The Unsorted Node Schemes
We compare the unsorted leaf scheme and our sub-balanced

unsorted leaf scheme with the original B+-tree for insert-,
search- and delete-only workloads. The key type we use is
16-byte string. For the insert- and search-only workloads,
we evaluate the node sizes from 2 to 16 cache lines. For the
delete-only workload, we test the node size of 4 cache lines.
Figure 2 presents the comparison results for the insert-

only workload (insert one million records with random keys
to an empty tree). When node size = 2 (b = 6), from Figure
2(d), we find that neither of the two unsorted leaf schemes
can reduce the write count. From Figure 2(a) and Figure
2(e), they do not reduce the execution time and memory
energy consumption either. That is why we propose the
overflow node scheme for small node sizes and small bs. As
the node size increases, both the two unsorted leaf schemes
demonstrate their efficiency in reducing the write count and
the total memory energy consumption compared with the
original B+-tree (Figure 2(d) and Figure 2(e)); meanwhile,
the read count increases, as shown in Figure 2(c).
From Figure 2(a), compared with the original B+-tree,

the execution time of the unsorted leaf scheme is increased
by 1.2% to 5.7% among different node sizes. The execution
time of our sub-balanced unsorted leaf scheme is decreased
to the extent better than that of the original B+-tree, by
removing the CPU-intensive sorting before splits. As Figure
2(b) shows, its instruction number is decreased compared
with the unsorted leaf scheme. It has similar read and write
accesses and memory energy consumption to the unsorted
leaf scheme (Figure 2(c)-(e)).
Figure 3 demonstrates how the two unsorted leaf schemes

affect the search performance compared with B+-tree. In

this experiment, we search every record of a tree with one
million records in random order. The results show that when
node size = 2, 4, 8 (b = 6, 13, 25), the two unsorted leaf
schemes incur little performance overhead or memory en-
ergy consumption overhead. However, when node size = 16
(b = 51), they have 1.17× execution time and 1.48× total
memory energy consumption compared with B+-tree. It is
because as the branching factor increases, the cost from lin-
ear search in the unsorted leaves becomes higher; when the
branching factor is large enough, the cost from linear search
becomes dominant. These results indicate that, although
the unsorted leaf schemes can reduce the write count more
efficiently for larger branching factors in insert operations,
they may degrade the search performance significantly.

For delete operations, the two unsorted leaf schemes have
better performance and lower memory energy consumption
than the original B+-tree when node size = 4, as shown in
Figure 5. For the delete-only workload, when the merging
factor (mgf = 0.5, the unsorted leaf scheme can reduce
4.0% write accesses, and save 6.8% execution time and 2.7%
memory energy compared with B+-tree; the sub-balanced
unsorted leaf scheme can reduce 5.1% write accesses, and
save 5.0% execution time and 4.3% memory energy.

5.3 Results for The Overflow Node Scheme
We evaluate the overflow node scheme for the cases of

small node sizes and branching factors. Figure 4 presents
the results of the overflow node scheme with overflow factors
(ovf) from 1 to 4 when node size = 2 and b = 6. For the
insert-only workload (insert one million records with random
keys to an empty tree), as Figure 4(a) shows, the overflow
node scheme reduces the write count by 5.8% to 11.8% and
saves memory energy by 3.3% to 6.3% as the overflow fac-
tor increases from 1 to 4, without hurting the performance.
However, for the search-only workload (search every record
of a tree with one million records in random order), the over-
flow node scheme incurs 0.5% to 5.3% performance overhead
and increases the total memory energy consumption by 0.9%
to 10.9% with the overflow factor from 1 to 4, as shown in
Figure 4(b). Therefore, ovf = 1 and ovf = 2 are two good
choices when considering the performance and memory en-
ergy of both the insert and search operations.

For delete operations, Figure 5 shows the results of the
overflow node scheme with node size = 4 and ovf = 2.
Compared with the original B+-tree, it reduces execution
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Figure 4: Comparison results of the overflow node schemes for (a) insert-only and (b) search-only workloads
when node size = 2 and b = 6 (normalized to the B+-tree results).
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Figure 5: The results of the merging factor scheme for a delete-only workload (randomly delete half the
records from a tree holding one million records) with node size = 4 (normalized to the B+-tree results).

time by 3.0% (mgf = 0.5). It also decreases write accesses
by 13.1% and saves memory energy by 9.3%. However, these
benefits come at the cost of 21.2% more memory space. The
reason is that the write accesses due to merge and borrow
are reduced; and the leaves can be sparser since a leaf node
can borrow keys and merge with an overflow node.

5.4 Results for The Merging Factor Scheme
The merging factor scheme is implemented with the merg-

ing factor varied from 0 to 0.5. We use key size = 16 and
node size = 4 in the experiment. The original B+-tree, the
unsorted leaf node scheme, the sub-balanced unsorted leaf
node scheme, and the overflow node scheme with ovf = 2
are evaluated, for a delete-only workload (randomly delete
half the records from a tree holding one million records with
random keys). The results are shown in Figure 5. As shown,
with the decrease of the merging factor from 0.5 to 0, the
write accesses of all the four schemes are decreased greatly
(up to ∼ 40%) and so are their execution time (up to ∼ 20%)
and memory energy consumption (up to ∼ 40%). However,
the space usage is increased dramatically (up to ∼ 2.5×).
For MMDB applications, space efficiency is also important
for algorithm design, although PCM can provide 2− 4× the
capacity of DRAM with the same area. With the merg-
ing factor scheme, a proper merging factor can be chosen
to make better trade-offs among execution time, total wear,
memory energy and space usage.

6. CONCLUSION
As PCM is becoming a promising technology for build-

ing large-scale and low-power main memory systems, it may
benefit MMDB systems with its high density and other nice
features. This paper focuses on the ubiquitous B+-tree and
aims to make it efficient in PCM-based memory systems.
A new algorithm design goal is to reduce the number of
PCM writes that have long latency, high energy consump-
tion, and endurance problems. In this paper, we propose
three schemes to address the problems suffered in the ex-
isting unsorted node schemes. Experimental results show
that the schemes proposed in this paper can provide more
algorithm options and better trade-offs among performance
improvement, PCM lifetime extension, memory energy sav-
ing, and space usage reduction under different workloads.
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