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ABSTRACT
High-performance general-purpose graphics processing units
(GPGPUs) may suffer from serious power and negative bias
temperature instability (NBTI) problems. In this paper, we
propose a framework for run-time aging and power optimiza-
tion. Our technique is based on the observation that many
GPGPU applications achieve optimal performance with on-
ly a portion of cores due to either bandwidth saturation
or shared resource contention. During run-time, given the
dynamically tracked NBTI-induced threshold voltage shift
and the problem size of GPGPU applications, our algorith-
m returns the optimal number of cores using detailed per-
formance modeling. The unused cores are power-gated for
power saving and NBTI recovery. Experiments show that
our proposed technique achieves on average 34% reduction
in NBTI-induced threshold voltage shift and 19% power re-
duction, while the average performance degradation is less
than 1%.

Categories and Subject Descriptors
C.1.2 [Processor Architectures]: Multiple Data Stream
Architectures (Multiprocessors)—Single-instruction-stream,
multiple-data-stream processors (SIMD)

General Terms
Design, Performance

Keywords
General-purpose graphics processing unit (GPGPU); Nega-
tive bias temperature instability (NBTI); power

1. INTRODUCTION
Nowadays, general-purpose graphics processing units (GPG-

PUs) have been adopted as promising hardware accelerators
for high performance computing. State-of-the-art GPGPUs
have hundreds of cores, large register files, and high mem-
ory bandwidth. Collectively, these computing and memory
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resources provide massive thread-level parallelism. A wide
range of applications have enjoyed the attractive computing
capability offered by GPUs [1–4]. In recent years, there is
also a rapid adoption of GPUs in mobile devices like smart
phones. The system-on-chip solutions that integrate GPUs
with other processing units are available in the mobile mar-
ket, such as NVIDIA Tegra series with low-power GPUs [5]
and Qualcomm’s Snapdragon series with Adreno GPUs [6].

Power and energy have emerged as the first-order de-
sign constraints for modern computing systems, especial-
ly for those battery-operated mobile devices [7]. To sup-
port the massive parallelism, GPUs employ a large num-
ber of cores and register files. However, operating many
hardware resources consumes power significantly. Modern
high-performance GPUs usually consume more than 200W
of power. Thus, the high computing capability of GPUs
comes at high power and energy consumptions.

In addition, negative bias temperature instability (NBTI)
has become a serious aging effect in nano-scale integrated
circuits [8]. NBTI gradually increases the threshold voltage
(Vth) of pMOS transistors when they are negatively biased,
leading to delay degradation and potential timing violations.
The degradation rate increases with the time during which
a pMOS transistor is stressed. NBTI could cause about
25% performance degradation after 3 years at 45nm tech-
nology [8]. The degradation rate will be even larger in more
advanced technologies.

In this paper, we propose a framework that simultane-
ously optimizes aging and power for GPGPUs at run-time .
Our technique is based on the observation that many GPG-
PU applications achieve optimal performance with only a
portion of cores due to either saturated memory bandwidth
or shared resource contention [9, 10]. It is apparent that
power and energy consumption can be saved if unused cores
are power-gated during the execution of applications. For
NVIDIA architectures, we choose to do power gating at the
granularity of streaming multiprocessors (SMs) which in-
clude streaming processors (SPs), register files, and on-chip
memory storages. More importantly, power-gating has been
shown as an effective technique to mitigate NBTI-induced
aging, since pMOS transistors undergo recovery during the
period of power-gating. Thus, through power gating, we can
optimize aging and power together. In order to achieve this
goal, we propose an algorithm that determines the optimal
number of SMs for GPGPU applications. The algorithm is
assisted with detailed performance modeling and parame-
ters obtained online including the application problem size
and tracked NBTI-induced Vth shift. The contributions of



this paper are summarized as follows.
1) We propose a run-time framework for simultaneous ag-

ing and power optimization for GPGPUs. Our framework
can dynamically power gate a portion of SMs based on their
NBTI-induced degradation rates, problem size of applica-
tions, and the number of SMs for optimal performance.
2) We propose an efficient algorithm for deriving the op-

timal number of SMs. Our algorithm is guided by the de-
tailed performance modeling which models the computation,
memory, and thread scheduling. The algorithm is executed
at run-time and can deal with different problem sizes.
3) We demonstrate that our approach can mitigate NBTI-

induced Vth degradation by 34% on average and reduce the
power consumption of SMs by 19% on average, while the
average performance degradation is less than 1%.

2. RELATED WORK
NBTI Optimization for GPUs: There is a body of

NBTI optimization techniques for general digital circuit-
s [11–15]. However, till now, there are very few studies on
NBTI optimizations for GPUs [16, 17]. Recently, Rahimi
et al. developed a compiler-directed technique to uniform-
ly distribute the stress of instructions across computing u-
nits to mitigate the NTBI-induced degradation [16]. How-
ever, their compiler technique is tightly coupled with the
very long instruction word-based AMD GPU architecture.
In addition, their static workload characterization without
run-time information (such as problem size) may lead to
wrong optimization decisions. In contrast, our performance
estimation technique models generic design features of mod-
ern GPGPUs including computation cycles, memory stalls,
warp scheduling, and cache effects. More importantly, our
technique makes optimization decisions based on the prob-
lem size, which is only available at run-time. In the experi-
ments, we will demonstrate that different problem sizes can
lead to different optimization solutions and results. NBTI
optimization for register files in GPUs was also studied [17].
Performance Modeling and Power Optimization

for GPUs: To efficiently exploit GPUs’ computing capa-
bility, it is very important to understand the performance
bottlenecks through performance modeling. Hong and Kim
developed an analytical model for generic GPGPU archi-
tectures [18]. The model has been further extended with
power modeling [19]. Other models based on work flow
graph [20], quantitative models [21], and memory access
patterns [22] were also proposed in the literature. Energy
consumption becomes another important concern for GPG-
PUs. Researchers have explored different power optimiza-
tion techniques including pre-fetching [23], efficient memory-
and instruction-level designs [24,25]. Power gating is an effi-
cient technique for power and energy savings. Power gating
can be used for leakage reduction in GPUs while maintain-
ing the target frame rate of display [26]. Leakage reduction
in GPU’s caches by power gating was studied [27]. A power
gating technique taking the opportunity of idle periods dur-
ing execution to power gate idle execution units (such as in-
teger units and floating-point units) has been proposed [28].
Our power gating technique works at the granularity of SM-
s, so it is easier to implement and only uses a small number
of sleep transistors. Furthermore, our method chooses to
power gate the SMs with higher NBTI-induced degradation
so that we can mitigate the NBTI effects and save power
simultaneously.

3. BACKGROUND
NBTI Modeling: NBTI becomes a serious aging mecha-

nism in modern integrated circuits. We adopt a widely used
NBTI model [29], which is based on the reaction-diffusion
mechanism [30]. When a pMOS transistor is negatively bi-
ased (Vgs = −Vdd), some Si-H bonds in the interface are
broken, the H atoms diffuse away and the Si atoms act as in-
terface traps and consequently, Vth increases. This is called
stress phase and can be expressed as:

∆Vth,stress =
(
Kv

√
tstress + 2n

√
∆Vth0

)2n
(1)

When the pMOS transistor is turned off (Vgs = 0), the H
atoms diffuse back and anneal the existing traps, so the Vth

shift can be partly recovered:

∆Vth,recov = ∆Vth,stress

(
1−

2ξ1te +
√
ξ2Ctrecov

2tox +
√
Cttotal

)
(2)

The definition of the parameters used in the model can be
found in [29]. The NBTI-induced degradation rate strongly
depends on Vgs, Vth and the duty cycle ( tstress

tstress+trecov
).
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Figure 1: GPGPU architecture.

GPGPU Architecture: We take NVIDIA GPUs as an
example to illustrate the GPGPU architecture as shown in
Fig. 1. It represents a generic design of modern GPU archi-
tecture. A GPU consists of several streaming multiproces-
sors (SMs), and each SM is composed of streaming proces-
sors (SPs), L1 cache, shared memory, and special functional
units. The access latency to off-chip global memory is much
longer than the access latency to on-chip storages. A pro-
gram running on GPUs is called a kernel. GPUs execute
kernels in a single instruction multiple thread (SIMT) man-
ner. GPU threads are organized into warps (32 threads on
NVIDIA GPUs and 64 threads on AMD GPUs), which are
further organized into thread blocks. Each thread block is
assigned to one SM for execution, and one SM can handle
multiple concurrent thread blocks. Warps are the fundamen-
tal scheduling units and GPUs use context switches between
warps to hide the long off-chip memory latency.

Most kernels are designed to be parametric to handle dif-
ferent problem sizes. In this paper, we define problem size as
the input size of GPU applications. The problem size, known
at run-time, determines the number of invoked threads. For
example, for matrix-based applications, the matrix dimen-
sions usually determine the number of threads; for vector-
based applications, the vector lengths determine the number
of threads. Hence, compared with static analysis, our run-
time technique can optimize power and aging according to
different problem sizes.

4. MOTIVATION
Ideally, we expect the long latency to off-chip memory

can be completely hidden by the massively parallel architec-
ture of GPUs. However, in reality, many GPU application-



s are memory-bound, or have a very low computation-to-
memory ratio. For such kernels, their best performance can
be achieved with only a portion of SMs due to bandwidth
saturation or cache/memory contention. In Fig. 2, we show
the ratio of compute utilization to bandwidth utilization for
different applications. The experiments are performed on N-
VIDIA GTX580 and the results are collected using NVIDIA
Visual Profiler. As shown, for most of the applications, their
compute utilization is lower than the memory bandwidth
utilization. We further evaluated the performance of LU
and RNG using GPGPU-Sim [31], under different number
of SMs. The results are shown in Fig. 3. For LU, the best
performance is achieved with 15 SMs. However, its perfor-
mance saturates with about 12 SMs and further increasing
SMs does not improve the performance much. For RNG,
the best performance is achieved with 12 SMs and increas-
ing the number of SMs results in high cache and memory
contention and thus degrades the performance.
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Figure 2: Ratio of compute utilization to bandwidth utiliza-
tion, measured by NVIDIA Visual Profiler.
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Figure 3: Execution cycles, using different number of SMs.

The above observations suggest that we can use a por-
tion of SMs to maintain the same performance or achieve
better performance compared with using all the SMs, and
power gate the rest of SMs for power and energy saving.
Meanwhile, the power-gated SMs will undergo recovery so
the NBTI-induced degradation can also be mitigated. Power
gating is widely used for power saving in computing systems.
Modern power gating techniques have quite small penalties.
For example, Kaul et al. [32] proposed a power gating tech-
nique with only 1 cycle wake-up latency.

5. RUN-TIME AGING AND POWER OPTI-
MIZATION

In this section, we first present the framework of our run-
time aging and power optimization technique. We then de-
scribe the details of our performance modeling and optimiza-
tion algorithm.

5.1 Run-time Framework
Fig. 4 presents the framework. The inputs to the frame-

work are the CUDA kernel, the application problem size,
and the aging rate of each SM. Then, based on these, our
framework determines the number of SMs for optimal per-
formance, and also the SMs for power gating. We assume

CUDA kernel

Optimal configurations: 
#SM and SM assignment

per-SM NBTI 
sensor

Launch the kernel 
on GPU

Aging rate of 
each SM

Online

Problem size

Performance modeling and 
optimization algorithm

Kernel characteristics and 
GPU physical parametersOffline

Figure 4: Framework of the proposed technique.

the GPU is equipped with per-SM NBTI sensor [33] which
can track the NBTI-induced Vth shift.

To minimize the run-time overhead, we analyze the kernel
offline to collect the kernel characteristics that do not change
with the problem size. These characteristics include mem-
ory latencies, computation and memory cycles. We build a
parameterized performance model that models the compu-
tation, memory cycles at warp-level, warp scheduling, and
cache effects. The parameters of our performance model
are the problem size and the number of SMs. During run-
time, we feed the problem size into the performance model
and determine the optimal number of SMs for performance
using the model. Then, based on the dynamically tracked
degradation rate of each SM, we choose to power gate the
SMs with high degradation rate and execute the kernel on
the rest of the SMs. During the execution of a kernel, the
active/power-gated SMs are fixed and we only change the
active/power-gated SMs before launching the kernel.

5.2 Modeling and Optimization Algorithm
The goal of the algorithm is to fast and accurately esti-

mate the performance for GPUs. We build our performance
model based on the generic analytical model, which is in-
spired by the concepts of memory warp and memory warp
parallelism (MWP) [18]. A warp that is waiting for mem-
ory data is called a memory warp. MWP represents the
maximum number of memory warps that can be handled
concurrently on one SM.

computing

waiting for data 
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Figure 5: Illustration of warp scheduling (the memory band-
width is not saturated).

To accurately model the performance, we have to consid-
er warp scheduling. Fig. 5 illustrates a simple case of warp
scheduling. Two parameters are defined: CompCycles for
the average cycles of each computing period of a warp, and
MemCycles for the average cycles of each memory access
period of a warp. The memory-to-computation ratio is de-
fined as RMtoC = MemCycles

CompCycles
. There are at most RMtoC



memory warps on one SM at the same moment. It can also
be easily deduced that if there are RMtoC +1 or more warps
running on one SM, the memory latencies can be completely
hidden. In this case, the number of total execution cycles is
mainly determined by the computing cycles:

TotalCycles ≈ MemCycles+
Repeat×WarpsPerSM × CompCycles

(3)

where Repeat is the number of execution repeats of each
warp and can be simply calculated byRepeat = TotalWorkload

TotalWarps
.

TotalWorkload depends on the problem size, which is known
at run-time. TotalWarps depends on the total number of
threads, which in turn depends on the problem size.
WarpsPerSM = TotalWarps

#SM
.
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Figure 6: Illustration of warp switches (the memory band-
width is saturated). MWP = 2 in this example.
However, the above case is under the assumption that the

memory bandwidth can support RMtoC concurrent memo-
ry warps on one SM, i.e. MWP ≥ RMtoC . If (MWP <
RMtoC), as shown in Fig. 6, the memory warps will be de-
layed due to the limited MWP (only MWP memory warps
can be served concurrently on one SM). In this case, the
number of total execution cycles is mainly determined by
memory cycles:

TotalCycles ≈ Repeat×
WarpsPerSM

MWP
×MemCycles (4)

5.2.1 Parameters in the Model
CompCycles can be easily obtained by analyzing the par-

allel thread execution (PTX, an assembly-like language in
CUDA) code of a kernel. MemCycles is calculated by:

MemCycles = GlobalMemLatency × CacheMissRate
+CacheLatency × (1− CacheMissRate)

(5)

where GlobalMemLatency and CacheLatency are the glob-
al memory latency and the cache latency. We measure
GlobalMemLatency and CacheLatency on the real GPUs
using micro benchmarks. In our experiments, we also set
GPGPU-Sim simulator to use the same latencies. We do
not build cache models to estimate CacheMissRate as it
may introduce substantial run-time overhead. Instead, we
empirically measure the cache miss rates for all the bench-
marks. The measurement is performed on the target GPU
using NVIDIA Visual Profiler.
Finally, MWP is constrained by the global memory band-

width and can be calculated as follows:

MWP =
Bandwidth×MemCycles

#SM × f × LoadBytesPerWarp
(6)

where Bandwidth is the global memory bandwidth and f is
the core frequency. LoadBytesPerWarp means the average
memory size which is actually accessed from the global mem-
ory (excluding the memory requests served from caches) in
each memory period, and it is calculated by:

LoadBytesPerWarp =
LoadBytesPerThread× 32× CacheMissRate

(7)

LoadBytesPerThread is the average memory size accessed
by each thread in one memory period, and it is obtained by
analyzing the PTX code.

All the parameters used in the model, except those are
related to the problem size and the number of SMs, can be
collected offline through either kernel analysis or measure-
ment.

5.2.2 Optimization Algorithm
In this section we describe the proposed online power and

aging optimization algorithm. Algorithm 1 presents the de-
tails. As previously discussed, the inputs to Algorithm 1,
such asBandwidth, f , GlobalMemLatency, CacheLatency,
CacheMissRate, etc., can be collected through offline anal-
ysis. But, the problem size, the number of threads, and
aging rates of SMs are known at run-time.

Algorithm 1 first attempts to find an optimal number of
SMs (denoted by optSM) to minimize the execution cycles.
This is done by comparing the performance under different
SM numbers using the performance model. If optSM turns
out to be the maximum SM number, we will relax the perfor-
mance constraint by an allowed range δ. In other words, we
accept the optSM , where its performance is slightly worse
than using the maximum number of SMs. After that, we
collect the NBTI-induced Vth shift of all SMs through the
NBTI sensors. Finally, we assign the optSM SMs with the
lowest degradation rate to execute the kernels and power
gate the rest of SMs. δ is determined empirically. In this
work, we use δ = 0.08.

Algorithm 1: Finding the optimal GPU configurations

Input: the kernel (PTX code), the problem size, number of
threads, and GPU parameters: Bandwidth, f ,
GlobalMemLatency, CacheLatency, CacheMissRate

Output: optimal #SM (optSM), and SM assignment
1 Evaluate the execution cycles using maximum #SM, denoted by

Cmax;
2 for k=(maximum #SM) to (minimum allowed #SM) do
3 Evaluate the execution cycles using k SMs, denoted by Ck;
4 if Ck ≤ Cmax then
5 optSM = k;

6 if optSM ==maximum #SM then
7 for k=(maximum #SM) to (minimum allowed #SM) do
8 if Ck ≤ (1 + δ)Cmax then
9 optSM = k;

10 Read NBTI-induced per-SM Vth shift from the NBTI sensors;
11 Assign the optSM SMs with the lowest degradation rates to

execute the kernel, other SMs are power-gated;

6. SIMULATION RESULTS
6.1 Experimental Methodologies

The framework of Fig. 4 is emulated by a software simu-
lator written in C++. We use GPGPU-Sim [31], which is a
cycle-accurate GPGPU simulator, with an integrated pow-
er estimation tool GPUWattch [34], to execute kernels and
collect statistics of kernels. GPGPU-Sim uses the configura-
tions of NVIDIA GTX580, as shown in Table 1. We assume
that the minimum allowed #SM is 4, as using too few SMs
is not practical for parallel computing. HotSpot [35] is used
to estimate the temperature of all SMs. An NBTI estimator
using the model shown in Section 3 is used to emulate the
NBTI sensors by calculating the NBTI-induced degradation
rate of each SM, based on the obtained kernel execution
time and temperature. We use Eq. (1) to calculate the Vth

shift when an SM is working and use Eq. (2) when an SM



is power-gated. The obtained ∆Vth can be regarded as the
maximum possible degradation rate of all transistors in one
SM. We use the following technology parameters: nominal
Vdd0 = 1.0V and nominal Vth0 = 0.3V.

Table 1: Configurations of NVIDIA GeForce GTX580.

#SM 16
#SP per SM 32
processor clock (f0) 1544 MHz
global memory bandwidth 192.4 GB/s
DRAM clock 2004 MHz
L1 cache per SM 16 KB
shared memory per SM 48 KB
L2 cache 768 KB

The following 14 kernels are used to evaluate the proposed
technique: vector add (VAD), matrix transposition (MT),
scalar product (SCPR), fast Walsh transform (FWT), re-
duction (RED), bitonic sort (BSRT), and histogram (HIST)
from CUDA software development kit (SDK) samples, s-
parse LU factorization (LU) from [2], Gaussian elimination
(GAUS), path finder (PATH), hotspot (HTSP), and near-
est neighbor (NN) from the Rodinia benchmark suite [36],
and two real-world kernels: uniform random number gener-
ator (RNG) and radix sort (RSRT). Each kernel is executed
for 100 rounds. In the following, we compare our run-time
technique (OURS) with the default setting using maximum
number of SMs (DEFAULT) in terms of performance, pow-
er, energy, and NBTI-induced Vth shift.

6.2 Experimental Results
Table 2 shows the optimal number of SMs reported from

the optimization algorithm and the online analysis time of
our technique. The online optimization algorithm runs quite
fast (microsecond-level). Each kernel takes about millisec-
ond or more to execute, so the online analysis overhead is
very small.

Table 2: Results of the optimization algorithm.

benchmark optimal #SM online analysis time (µs)

BSRT 7 3.1
FWT 15 2.5
HIST 15 2.8
LU 12 2.2
RED 15 2.2
RNG 11 2.1
RSRT 8 2.5
SCPR 14 2.7
MT 15 2.6
VAD 9 2.3
GAUS 13 3.0
PATH 15 2.8
HTSP 15 2.8
NN 15 2.5

The results of the kernel execution time are shown in
Fig. 7. For RNG and RSRT, the performance is improved
by reducing the number of SMs. For some benchmarks,
such as FWT, SCPR, GAUS, they incur slight performance
degradation. This is because we allow a small performance
degradation when searching the optimal number of SMs (see
Algorithm 1). On average, the performance is only degraded
by 0.6% as shown by the “AVG” bar in Fig. 7. Hence, our
technique can maintain good performance for a wide range
of kernels even though a portion of SMs are powered gat-
ed. Fig. 7 also shows that the time cost of our run-time
technique is very small, which can be ignored.
The power gating overhead (wake-up time) is not includ-

ed in the kernel execution time. Since our power gating

is employed at the SM level, and we do not change the
active/power-gated SMs during the execution of a kernel,
compared with the kernel execution time, the overhead is so
small that can be ignored.
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Figure 7: Results of the normalized execution time.
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Fig. 8 shows the results of NBTI-induced Vth degradation
(the maximum Vth shift of all SMs). For all the bench-
marks, the NBTI-induced Vth degradation is reduced by on
average 34% when applying power gating. The reduction
rate in ∆Vth ranges from 26% to 55%, for different bench-
marks. NBTI-induced degradation can be greatly mitigated
by power gating, as shown in Fig. 9, which is evaluated on
benchmark LU. The Vth shift over time monotonously in-
creases to about 6.78mV due to the default approach. When
applying power gating, each SM undergoes periodic stress-
recovery phases when the kernel is repeatedly executed, so
the NBTI-induced degradation is mitigated by about 44%,
leading to a final Vth shift of only 3.83mV.
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Figure 9: NBTI-induced Vth degradation of 4 SMs, for LU.
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The power and energy saving rates for all SMs are shown
in Fig. 10. These results are collected using GPUWattch [34].
Our technique achieves up to 57% (average 19%) power sav-
ing compared with the default approach. Similar trend has



been observed for energy saving. In addition to the power
saving of SMs, our technique also helps to save the power
of other components in the GPU, because the workloads of
these components are reduced due to fewer SMs. Because
of space limit, we do not list the detailed power savings of
other components.
Our run-time technique optimizes power and aging ac-

cording to different problem sizes. Here, we demonstrate
this point using benchmarks PATH and VAD. The details
of the benchmarks and the dependence of invoked threads
with the problem size can be found in their C code. The
results are shown in Tables 3 and 4, respectively. Clear-
ly, different problem sizes lead to different optimal number
of SMs and power/energy savings. Pure static or compiler
techniques may result in sub-optimal SM number and pow-
er/energy degradation.

Table 3: Results of PATH, under different input sizes.

input optimal normalized NBTI power energy
size #SM execution time mitigation saving saving

1000 4 0.804 56.9% 81.9% 85.4%
2000 7 1.016 54.9% 63.8% 63.2%
3000 10 0.988 49.1% 39.2% 40.0%
4000 12 1.046 44.7% 28.5% 25.2%
5000 15 1.003 27.3% 4.8% 4.5%

Table 4: Results of VAD, under different input sizes.

input optimal normalized NBTI power energy
size #SM execution time mitigation saving saving

5000 5 0.992 54.0% 64.2% 64.4%
10000 7 1.027 53.7% 44.6% 43.1%
30000 9 1.015 48.2% 35.0% 34.0%
50000 9 1.016 48.3% 36.5% 35.5%

7. CONCLUSIONS
Although modern GPGPUs provide attractive computing

capability in many fields, the high power consumption has
become a key challenge. On the other hand, NBTI severely
affects the reliability of nano-scale integrated circuits. This
paper proposes a run-time technique for simultaneous NBTI
and power optimization for GPGPUs. Based on the observa-
tion that kernels which are memory-intensive or bandwidth-
bound do not need all SMs due to either bandwidth sat-
uration or shared resource contention, some SMs can be
power-gated for NBTI mitigation and power saving. Our
technique obtains the optimal number of SMs at run-time
based on the dynamically tracked NBTI-induced threshold
voltage shift and problem sizes of GPGPU applications. Ex-
periments show that our technique reduces the power con-
sumption of SMs by 19% and mitigate NBTI-induced degra-
dation by 34%, while the performance is almost not affected.
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