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Exploring the Vulnerability of CMPs to Soft Errors with 3D Stacked
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Improving the vulnerability to soft errors is one of the important design goals for future architecture design
of Chip-MultiProcessors (CMPs). In this study, we explore the soft error characteristics of CMPs with 3D
stacked NonVolatile Memory (NVM), in particular, the Spin-Transfer Torque Random Access Memory (STT-
RAM), whose cells are immune to radiation-induced soft errors and do not have endurance problems. We use
3D stacking as an enabler for modular integration of STT-RAM memories with minimum disruption in the
baseline processor design flow, while providing further interconnection and capacity advantages. We take
an in-depth look at alternative replacement schemes to explore the soft error resilience benefits and design
trade-offs of 3D stacked STT-RAM and capture the multivariable optimization challenges microprocessor
architectures face. We propose a vulnerability metric, with respect to the instruction and data in the core
pipeline and through the cache hierarchy, to present a comprehensive system evaluation with respect to
reliability, performance, and power consumption for our CMP architectures. Our experimental results show
that, for the average workload, replacing memories with an STT-RAM alternative significantly mitigates
soft errors on-chip, improves the performance by 14.15%, and reduces power consumption by 13.44%.
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1. INTRODUCTION

Due to the continuously reduced feature size, supply voltage, and increased on-chip
density, modern microprocessors are projected to be more susceptible to soft error
strikes [Zhang and Li 2008; Mukherjee et al. 2003; Rivers et al. 2008; Yoon and Erez
2009; Kim 2009]. The majority of the on-chip memory components (such as SRAM based
structures) face exacerbating challenges. Error detection and correction mechanisms
are mandatory for SRAM-based on-chip memory. Traditional protection techniques,
such as Error Correction Code (ECC), store extra information to detect and correct
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errors, which induces overhead in area, timing, and power consumption. As soft error
rates continue to grow, the protection strength has to be increased at the same time
and more overhead is induced, especially for multibit error cases. Consequently, the
alternative of traditional SRAM technology is expected to help reduce the error rates
of the on-chip memory.

In recent years, nonvolatile memory technologies, such as STT-RAM, have emerged
as candidates for future universal memory because of there advantages of high density,
low standby power, and immunity to soft errors caused by particle strike. The prior
work on NVM mainly focuses on the density, power, and nonvolatility advantages [Zhou
et al. 2009; Lee et al. 2009; Qureshi et al. 2009; Wu et al. 2009; Guo et al. 2010]. In
order to explore performance advantages several approaches have been proposed to
use NVMs as the replacement of DRAM for the main memory [Zhou et al. 2009; Lee
et al. 2009; Qureshi et al. 2009], or as the replacement of SRAM for on-chip Last-
Level Caches (LLCs) [Wu et al. 2009]. Ipek et al. propose the “resistive computation”
which explores STT-RAM-based on-chip memory and combinational logic in processors
to avoid the power wall [Guo et al. 2010].

Yet the main focus has been on its density, power advantages, as well as nonvolatility,
while the advantage of NVM’s immunity to soft error strikes, is not yet well studied at
architectural level. Since STT-RAM storage does not rely on an electrical charge, the
state of its basic storage block is not altered by an emissive particle. Recent research
shows that the soft error rate of STT-RAM, caused by particle strikes, is several orders
lower than that of SRAM [Freescale 2007; Tehrani 2010; Sun et al. 2010]. Sun et al.
proposed a error-resilient L1 cache using STT-RAM [Sun et al. 2010]. The work, how-
ever, only focuses on particle-strike soft errors in L1 caches of a single core processor.
The errors caused by thermal fluctuation are not considered in STT-RAM. More im-
portantly, the impact of using STT-RAM caches on the reliability of the whole cache
hierarchy in a multicore system is not studied. In order to comprehensively explore
the benefits of using STT-RAM, a detailed model of soft errors should be provided for
STT-RAM to show its invulnerability to various soft errors, and the trade-off among
reliability, performance, and power should be explored in the design space of a whole
memory hierarchy for modern CMPs.

While NVMs present the aforementioned advantages, it is difficult to integrate most
NVM components together with traditional CMOS, due to technology compatibility
issues. Fortunately, the inherent heterogeneity in 3D integration can make it possible
to efficiently integrate any NVM layer in the same stack with CMOS-based processor
layers. Stacking nonvolatile memory layers on top of a processor layer is a promising
way of incorporating density advantages of NVM technologies, such as STT-RAM, while
leveraging the interconnection advantages of 3D integration. The reduced footprint
and improved performance have been shown in alternative technologies such as 3D
PCM [Zhang and Li 2009; Dong et al. 2008]. In this work, we leverage the advantages
of 3D integration and NVM to improve the vulnerability of CMPs to soft errors. In
particular, we focus this work on inherent SER and endurance advantages of STT-
RAM-based caches. The contributions of this work are as follows.

—We quantitatively model the vulnerability of STT-RAM to various soft errors and
compare it to traditional memory technology such as SRAM.

—We utilize the low access latency through layers in 3D integration, and propose
different configurations of L2/L3 caches with SRAM, eDRAM, and STT-RAM. We
compare these configurations, in respect of performance, power consumption, and
reliability, to explore the benefits of using STT-RAM.

—To examine any performance and/or inherent soft error mitigation benefits of using
STT-RAM in the processor core, we replace memory components in pipelines with
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STT-RAM and stack them on top of other logic parts in a separate layer. We also
propose techniques to mitigate the overhead of STT-RAM’s long write latency. In
order to further eliminate soft errors in logic components of cores, we duplicate the
core in the saved area by using STT-RAM, which verifies the output of instruction
execution and recovers soft errors.

—We define and use a metric/method for evaluating Soft Error Rate (SER) that evalu-
ates vulnerability together with performance.

—We analyze the thermal characteristics of the resulting stacked configurations to
indicate that the temperature profiles are within manageable ranges.

2. PRELIMINARIES

In this section, we provide a brief overview of ECC protection. We also discuss the
background of STT-RAM and its immunity to soft errors.

2.1. ECC Protection

To improve the SER vulnerability for modern processors, the on-chip memories (which
are traditionally implemented with SRAM) are protected with either ECC or a parity
check circuit. Both of these protection schemes incur extra performance and power over-
head. For example, L2/L3 caches are normally protected by ECC and L1 caches/TLBs
are protected by parity checking code. Memory components in pipelines, such as regis-
ter files and ROB, are often protected by parity check code or may not be protected by
any mechanism at all, because they are in the critical path of the pipeline and cannot
afford the performance overhead of error protection.

The most common ECC protection scheme uses Hamming [1950] or Hsiao [1970]
codes that provide Single-bit Error Correction and Double-bit Error Detection
(SECDED). A common solution is to apply Error Detecting Codes (EDC) and ECC for all
cache lines. Consequently, for every read or write operation, error detection/correction
decoding and encoding are required, respectively.

In addition to the performance/energy overhead due to encoding/decoding, ECC pro-
tection incurs area overhead. The relative ECC overhead decreases as the size of pro-
tected block data increases. The encoding of ECC, however, is normally implemented
in the granularity of a word in modern microprocessors [Bossen et al. 2002; Kim 2009].
In this work, we assume that the ECC is encoded with the granularity of data word.
Thus, for the 32-bit and 64-bit word sizes, the area overhead of ECC is about 22% and
13% [Yoon and Erez 2009].

Previous research has presented various approaches at the architecture level to
reduce the area and energy overhead of ECC protection [Yoon and Erez 2009; Kim
2009]. Kim proposed a hybrid protection mechanism, which applies ECC protection
only to dirty cache lines, and other clean cache lines are protected by using simple
parity checking codes [Kim 2009]. Yoon and Erez [2009] introduced a memory mapped
ECC in which the ECC for LLCs is maintained in the main memory, and can be loaded
into the LLC as normal data when necessary. Kim et al. presented a 2D encoding for
embedded memory to detect multibit errors with low overhead [Kim et al. 2007].

Some of these approaches reduce the size of redundant ECC in the on-chip memory.
Others try to improve the strength of protection using a more complicated mecha-
nism. These methods, however, either modify the memory architecture or induce extra
hardware. For methods using off-chip ECC, performance is also degraded because of the
extra traffic to the main memory, especially when the access intensities to L2/L3 caches
are very high. We find that the on-chip ECC cannot be eliminated as the SRAM is still
employed as the on-chip memory. The limitations of these methods will become more
severe as the size of SRAM caches increases and process technology scales. In addition,
the encoding and decoding of ECC for error detection also consume extra energy.
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Fig. 1. An illustration of a 1T1J STT-RAM cell.

Table I. Key CMOS and MTJ Parameters

Tech. node TX width VDD Area Factor MTJ length MTJ width
45 nm 272.8 nm 1.0 V 21.2 F2 90 nm 40 nm

MTJ thickness Ms (emu/cc) Rmax (Ohm) Rmin (Ohm) Lc (uA) KV/kT
2.3 nm 1000 2000 1000 170 75

2.2. STT-RAM

The basic difference between STT-RAM and conventional RAM technologies (such
as SRAM/DRAM) is that the information carrier of STT-RAM is a Magnetic Tunnel
Junction (MTJ) instead of electric charges [Zhao et al. 2006]. Each MTJ contains two
ferromagnetic layers and one tunnel barrier layer. One of the ferromagnetic layers
(reference layer) has fixed magnetic direction while the other one (free layer) can
change its magnetic direction by an external electromagnetic field or a spin-transfer
torque. If the two ferromagnetic layers have different directions, the MTJ resistance
is high, indicating a “1” state; if the two layers have the same direction, the MTJ
resistance is low, indicating a “0” state.

The STT-RAM cell structure is composed of one NMOS transistor as the access device
and one MTJ as the storage element, as shown in Figure 1. The MTJ is connected in
series with the NMOS transistor. The NMOS transistor is controlled by the WordLine
(WL) signal. When a write operation happens, a large positive voltage difference is
established for writing “0”s or a large negative one for writing “1”s. The current am-
plitude required to ensure a successful status reversal is called the threshold current.
The magnitude of the current is related to the material of the tunnel barrier layer, the
writing pulse duration, and the MTJ geometry [Diao et al. 2007].

2.3. Soft Errors of STT-RAM

Traditionally, the soft error vulnerability of a memory cell can be quantitatively ex-
pressed with the probability of state switching under a specified environment. We show
that, under a well-controlled process, the switching probability of STT-RAM is much
lower than that of SRAM/DRAM. Consequently, STT-RAM is considered immune to
soft errors. Note that we use 45nm process technology for experiments in this section.
The results for other technology nodes can be obtained through proper scaling. The
detailed parameters can be found in Table I.

When a particle strikes the transistor, the accumulated charge generates a pulse
of current, which may cause the switching of state in traditional SRAM/DRAM.
The strength and duration of the pulse depend on the energy of the particle. Prior
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Fig. 2. The raw bit error probability of STT-RAM. Thermal stability: 75.

research has shown the distribution of particle energy observed under different alti-
tudes [Mukherjee 2008]. With the spice simulations, we observe that the amplitude of
current caused by the particle is much lower than that of switching the state of an MTJ.
More importantly, the switching of MTJ requires that the current should be kept for
a long enough duration, which is at least several nano-seconds [Gallagher and Parkin
2006]. The duration of the current pulse generated by a particle strike is too short to
switch an MTJ. Therefore, even if the energy of a particle strike is high enough to enable
the transistor in the cell, the current cannot change the status of the MTJ

Different from traditional memory technologies, magnetization switching of MTJ is
also affected by the thermal stability. In other words, soft errors may caused by thermal
fluctuations in STT-RAM. Based on prior research [Wang et al. 2008a, 2008b; Bertram
et al. 2001; Li et al. 2011], we model and simulate the switching probability under
thermal fluctuation. In order to estimate the error probability of accessing a magnetic
element with a given magnetic energy barrier over thermal stability, we need to con-
sider not only the probabilistic nature of thermal magnetization switching, but also the
energy barrier distributions due to device process variations. The bit error probability
of a memory element can be derived after integrating the magnetization switching
probability and the energy barrier distributions. The detailed derivation, which is out
of the scope of this article, can be found in Appendix I of Bertram et al. [2001].

The simulation results are shown in Figure 2. The error probability is shown for
different simulation duration (from 1 second to 10 years) under working temperature.
The parameter I/Ic represents the relative reading current magnitude. Ic represents
the magnitude of switching current of a write operation. It shows the error probability
when the memory is read with different current. The 0 current represents the case
that the memory cell is in the standby mode without being read. Although the cell is
more vulnerable during the read operation, we can focus on the standby mode, which
is the common status of memory bits most of the time. The thermal stability factor
of STT-RAM is set to 75 in the experiments. The thermal stability factor of STT-RAM
is a character related to different parameters, including transistor size, material, and
geometric ratio of MTJ, etc. [Wang et al. 2008a], which can be controlled under specified
processing technology. From the figure, we can find that the switching probability of
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Fig. 3. An illustration of the proposed 3D NUCA structure.

an STT-RAM cell under thermal fluctuation is less than 10−15 in a year, which is
much lower than that of an SRAM/DRAM cell caused by particle strikes. For such a
low probability, the well-controlled STT-RAM can be considered immune to soft errors
caused by thermal fluctuation. Besides the simulation results, the immunity of STT-
RAM to soft errors is also supported by experiments on real productions [Akerman
et al. 2005]. The real production of STT-RAM was tested at evaluated temperature
(120C◦–240◦) for various times and no state changes were observed.

3. ARCHITECTURE MODIFICATION

In this section, we first introduce the baseline configurations of our 3D CMPs. Then,
we propose various replacement strategies for different levels of memory hierarchy in
the CMPs.

3.1. Baseline Architecture

In this work, a memory(caches) + logic(cores) structure is employed to stack STT-RAM
caches on top of processing cores. Such structure has been widely used in prior research
about STT-RAM caches [Dong et al. 2008; Wu et al. 2009; Sun et al. 2009] because of
several advantages. First, placing L2 caches in separate layers makes it cost efficient to
integrate STT-RAM with traditional CMOS process technology. Second, the fast speed
to different stacked layers can be leveraged to mitigate the accessing overhead of ECCs,
which is discussed later in this section.

Figure 3 shows the baseline structure of this work. There are four cores located in
layer 1. The L2 cache is located in layer 2, which is stacked above the core layer. The four
cores share the same L2 cache controller. The L2 cache controller is connected to the L2
caches by way of through-silicon vias between layer 1 and layer 2. There are four more
cache layers stacked over the L2 cache layer because the L3 cache is normally much
larger than the L2 cache. The four cores also share the same L3 cache controller. The
communication between multiple L3 cache layers and the cache controller is through a
bus structure, which is also implemented with TSVs. There is a router located in each
layer which connects the cache bank to the bus. This bus structure has the advantage
of short interconnections provided by 3D integrations.

In this work, all replacements follow the constraint of the same area, that is, we need
to keep the similar form factor or cover the similar on-chip real estate. We estimate the
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Table II. Three Strategies of Replacing L2/L3 SRAM Caches
with STT-RAM Caches

L2 L2-ECC L3 L3-ECC
(a) STT-RAM – STT-RAM STT-RAM
(b) SRAM SRAM STT-RAM STT-RAM
(c) SRAM STT-RAM STT-RAM STT-RAM

area of both SRAM and STT-RAM cache banks with our extension model of CACTI [Mu-
ralimanohar et al. 2007]. We observe that the area of the STT-RAM data cell is about
1/4 of the SRAM cell area. With the same area constraint, the capacity of STT-RAM L2
cache is increased to about 4.6 times of the SRAM one after removing the ECC code.
Note that the number of tag cells are also increased as we integrate more STT-RAM
cache lines.

3.2. Replacing L2 and L3 Caches with STT-RAM

We propose three different replacement configurations for L2/L3 caches, which are
listed in Table II. The details are discussed next.

L2 STT-RAM + L3 STT-RAM. The intuitive wisdom is to replace the whole L2 and L3
SRAM caches with STT-RAM. This implies that the ECC and corresponding circuitry
in both the L2 and L3 caches will be removed, adding to the potential area and capacity
for more cache lines in the resulting STT-RAM caches. Similar to the previous case,
both the L2 and L3 cache capacities are increased to about 4.6 times.

The first obvious advantage is that all the data cells/arrays are immune to soft error
strikes. The second advantage is that the processor can have the maximum capacity
of on-chip memories allowing it to achieve the lowest cache miss rates. For applica-
tions with large working set and low to moderate cache write intensities, we anticipate
improved performance since the STT-RAM’s limitations on write latency would be par-
tially masked. Since the L2 cache is not the LLC, the penalty of each L2 cache miss is
much reduced because of the existence of the L3 cache. The performance benefit from
the lower L2 cache miss rate is reduced, compared to what we would expect in the pre-
vious configuration. Since the L1 cache is write through, for applications with intensive
updates to memory, the performance could be degraded with STT-RAM L2 caches.

L2 SRAM + L3 STT-RAM. With the potential of performance degradation in the
L2 STT-RAM + L3 STT-RAM configuration, we propose another configuration where
we only replace the L3 SRAM cache with STT-RAM. Such a strategy adapts the
advantages from both SRAM and STT-RAM caches. We want to achieve a fast access
speed from the L2 cache and get a low miss rate from the LLC (L3) cache. The L2 cache
is write-back, hence the write intensity of the L3 cache would be much lower compared
to that of the L2 cache. Therefore, the effect of long write latency can be effectively
hidden in the L3 caches. Compared to the pure SRAM caches, the anticipated low LLC
miss rate promises a general improvement of performance. With the L3 cache being
the largest on-chip memory component, the raw FIT of the whole cache hierarchy is
also greatly improved.

L2 SRAM + L3 STT-RAM, L2 ECC Code in L3. Due to the high density of STT-RAM,
the capacity of the L3 cache would be greatly increased. As we discussed earlier, 3D
technology integration provides the same transparent latency for access to different
layers. Therefore, we propose to implement most ECC of the L2 SRAM cache with
STT-RAM and move it to the L3 cache layer to make room for enlarging the capacity
of the L2 cache. A small part of ECC is kept in the L2 cache layer and implemented
with SRAM. Only the ECC code of recent accessed data is stored in the SRAM part
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Fig. 4. Replace L1 caches with STT-RAM.

for fast access, and the rest is kept in STT-RAM. This idea is similar to that of off-chip
ECC [Yoon and Erez 2009]. Our STT-RAM based ECC, however, induces much less
overhead of performance, due to the short access latency of TSVs.

A small space in the lowest STT-RAM L3 cache layer is saved for storing the ECC
of the L2 SRAM cache. One more set of TSVs is required to connect between the ECC
and the L2 cache controller. Since all L2 cache lines would now be used for storing data
instead of storing ECC, we expect the resulting performance to be further improved.

3.3. Replacing L1 Caches with STT-RAM

In modern processors, L1 caches are normally protected and monitored by parity check-
ing codes. Such a simple mechanism does not consume much area overhead, however,
it can only detect soft error events but cannot correct any of them. When the L2 cache
is exclusive, the data in L1 is not backed up in L1. Consequently, the L1 caches are the
largest on-chip memories that may cause SEUs under particle strikes. Even if the L2
cache is inclusive, recovering data from the L2 cache induces extra overhead, which
can be saved by using STT-RAM L1 cache.

We propose to separate the L1 caches from the core layer and place them onto STT-
RAM layers with fast access via TSVs according to the state-of-the-art tool McPAT [Li
et al. 2009], which estimates the area of processors. In order to simplify the design,
we place the L1 caches together with L2 caches in the same layer. The L1 and L2
cache controllers can still be located in the core layer. A major objective is to keep the
footprint of the processor the same. We show such a placement in Figure 4.

The access intensity to L1 caches is much higher than that to L2 caches, hence, replac-
ing SRAM L1 caches with 3D stacked STT-RAM L1 caches has an impact on the perfor-
mance of CMPs. First, the access latency may increase due to traversing on the TSVs.
However, prior work has shown that the latency for traversing the TSV is trivial [Loi
et al. 2006]. Second, the long write latency of STT-RAM may degrade the performance
of L1 caches. Prior research has shown that a SRAM buffer can help mitigate the write
overhead [Sun et al. 2010]. For the same footprint, however, the capacity of the L1 cache
increases by 3x. When running applications with large working sets, the increased L1
caches can help reduce the L1 miss rates thereby improving the performance.

3.4. Replacing In-Pipeline Memory Components with STT-RAM

Besides caches, there are other major memory components in the processor which
may be built out of SRAMs or somehow similar storage elements like register arrays,
which can be affected by soft errors. These memory components are called “in-pipeline”
memory components. To further explore the potential benefits of using NVM across
the system storage hierarchy to improve vulnerability, we aggressively replace some of
these memory components with STT-RAM in the processor.

3.4.1. Replacing Other Memory Components in the Processor with STT-RAM. As shown in
Figure 5(a), the memory components in pipeline are moved to the STT-RAM layer, and
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Fig. 5. (a) Replace in-pipeline memory with STT-RAM of same area; (b) replace in-pipeline memory with
STT-RAM of half area and duplicate the core.

a slim core without memory is kept in the core layer. The impact of using STT-RAM on
performance is analyzed as follows.

—Separating the memory components from the logic components and placing them
into different layers may change the relative positions of these components. In the
2D case, separating memory components from the logic ones may induce timing
overhead. With 3D integration technology, it is easy to stack components which are
close to each other in original 2D placement. Finding the optimized 3D placement is
out the scope of this work, and we simply assume that the latency between any two
components of 3D cores is kept the same as that in the 2D case.

—For the same footprint, the capacities of these STT-RAM memory components would
increase by 3x, which may potentially improve the overall system performance.

—Implementing STT-RAM structures in the pipelines would lead to longer times to fill
up the pipe. We call the time to fill up the pipeline the “filling overhead”.

—If the pipeline is stalled due to cache misses, it would take additional cycles to refill up
the pipe after the misses resolve. Therefore, the impact of the “filling overhead” would
increase. Fortunately, the large STT-RAM caches reduce the number of cache misses.
However, since data dependency exists among instructions in real-world workloads,
the performance may be degraded in the presence of STT-RAM. For example, consider
a case where an instruction in the queue consumes the result of an earlier instruction.
If these two instructions are minimally far apart in the queue such that the follow-on
instruction cannot simply consume via the bypass mechanism then when the first
instruction completes, the result is written back to the register file before the follow-
on instruction is triggered for processing. Now, if the register file is implemented
with STT-RAM, the follow-on instruction could be stalled for a long while waiting for
completion of the write to the register file.

—Some components in the pipeline, such as RUU and register files, are frequently
updated. The long write latency to these components will cause the pipeline to stall
leading to further performance degradation.
3.4.2. Techniques to Mitigate the STT-RAM Overhead. We present techniques to mitigate

the overhead caused by using STT-RAM structures in the processor pipeline. We modify
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Fig. 6. The illustration of techniques to mitigate the overhead of using STT-RAM in the pipeline: (a) the
structure of an SRAM RUU; (b) the structure of a hybrid STT-RAM-SRAM RUU; (c) the structure of retire-
ment buffer.

the memory structures, which are frequently accessed in the pipeline, to decrease the
number of stalls caused by long STT-RAM write latency.

Hybrid SRAM-STT-RAM RUU. As the key component of an out-of-order pipeline,
the RUU is most frequently updated and read. Figure 6(a) illustrates the RUU in
a traditional out-of-order pipeline. “OP1” and “OP2” represent the operands of the
instructions. Besides the operands data, there are several status bits in each entry.
“V1” and “V2” are the validation bits of these operands. The RUU keeps snooping the
buses to the register files, and sets these bits when the operands are ready. When
both operands are ready, the “R” bit will be set, which means that the instruction
is ready for the ALU to execute. An RUU entry needs to be updated several times
prior to instructions issuing and executing. Now, when the RUU is implemented with
STT-RAM, the timing overhead of this constant updating would likely increase a lot.

We can find that many updates to RUU only change a few status bits of each operand.
Obviously, these status bits only occupy a small part of the whole storage in RUU. It
means that, if we still keep the design of these bits with SRAM, the average update
latency to each RUU entry can be reduced without inducing much more soft error.
Consequently, we divide the RUU into two subcomponents: the status part, which
holds the status bits of each entry and is implemented with SRAM; and the data part,
which stores the corresponding operands data of each entry and is implemented with
STT-RAM. With this hybrid structure, the average timing overhead of updating the
RUU for each instruction is greatly reduced. It is because the latency of updating
status bits, which are designed with SRAM, in each entry of RUU is reduced. The
overall vulnerability of RUU, however, has increased because the SRAM status bits
could be affected by particle strikes. Since the number of status bits only occupy a
small portion of the RUU, the relative increase in vulnerability is trivial, making it
worth using such a hybrid architecture.

Note that the RUU is an abstract of structure, which may include several compo-
nents in the real implementation and the status bits may be different from those in
Figure 6(a). The basic idea of the hybrid structure is to trade off the reliability for
performance improvement. We would like to reduce the reliability of some components
on the critical timing path to mitigate the performance degradation.

Retirement Buffer. If the Register File (RF) is also implemented with STT-RAM, the
time to update the RF, when retiring an instruction from the Re-Order Buffer (ROB), is
also increased. As mentioned earlier, the long write latency of the STT-RAM may stall
the execution of an instruction if it depends on the RF being updated. To mitigate the
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apparent overhead caused by the long retirement latency, we introduce a new structure
called the retirement buffer, which is implemented with SRAM, as shown in Figure 6(c).

When an instruction is retired from the ROB, the result is stored in the SRAM retire-
ment buffer. At the same time, write-back to the RF is initiated. When later instructions
are decoded and dispatched into the RUU, they first search the retirement buffer to
see whether the required operands are present. If they cannot find the operands in the
buffer, they will search the RF for the required operands. The length of the buffer has
an impact on the performance and vulnerability. It takes about 6ns to finish updating
the STT-RAM RF. For an NGHz processor with W retirement width, in the worst case,
we need a 6NW-entry buffer so that the retirement speed can be competitive with an
SRAM RF. In fact, since the data is normally reused in a short period, we may use less
entries in the buffer to decrease the vulnerability. Due to the page limit, the impact
of the buffer length is not introduced. The experiments show that a 16-entry buffer is
large enough for configurations in this work.

3.5. Improving Reliability of Logic

So far, our discussion has focused on the reliability of the memory hierarchy. However,
the SER of the latch is catching up with the SRAM per-bit rate with a steeper slope of
increase, while the logic combination SER is projected to increase at a much faster pace
(although the absolute numbers are still smaller than SRAM or latch numbers at the
present time) [Rivers et al. 2008]. For silicon-on-insulator technology, going forward
from 65nm to 45nm, the latch SER per-bit rate is predicted to increase by a factor
of two to five times, and the number of latches per chip is expected to increase with
integration density [Rivers et al. 2008; KleinOsowski et al. 2008].

Due to the high density advantage of STT-RAM, the replacement of STT-RAM also
provides the potential of improving the reliability of components other than the mem-
ory. In previous configurations, we have discussed replacing SRAM with STT-RAM of
similar area. Alternatively, if we replace SRAM with STT-RAM of the same capacity, a
lot of area can be saved. Consequently, the saved area can be utilized to improve the
reliability of latches and logic components in the pipeline with different methods.

The straightforward way is to improve the reliability of logic components by in-
creasing the size of transistors, thereby leading to hardened latches and gates. This
approach, however, can only reduce the probability of SEU incidence but not fully elim-
inate it to zero. A more appropriate approach would be to duplicate the resulting slim
core at architectural level, as shown in Figure 5(b), and execute every instruction by
replicating and processing it in parallel on the duplicated cores. Here again, one of two
methods may be adopted. In the first method, the output of each stage in the pipeline
may be compared, and whenever the two results are in disagreement, an SEU incidence
may be implied. Consequently, both pipelines are flushed and the instructions are re-
executed. Since this could lead to a lot more overhead, we choose the second method. In
the second method, we avoid comparisons at the pipeline stages, and wait to compare
the final output of the two cores. When the two results disagree, we imply an SEU, and
reexecute the instruction again. This method reduces the compare logic and also avoids
false positive SEUs. Whether we can duplicate these slimmed down cores depends on
the area reduction due to replacing the on-core memory components with STT-RAM.
According to McPAT, memory components (including L1 caches) occupy more than 60%
of the total area of the core. By our approach, we reduce the original area of the core
by more than half after replacing all the memory components with STT-RAM.

3.6. Tag Array of Caches

The ECC protection is also used to protect the tag of cache, which is Content-
Addressable Memory (CAM), from particle strikes. Prior work has shown that the
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Table III. Technology Parameters Used in
the Experiments

Parameter Value
TSV size/pitch 10μm/20μm

Avg. TSVs per core < 1024
Average core area 10 mm2

Silicon thickness 100μm thin Si

area overhead of ECC protection in the tag array is similar to that of the data
cells [Pagiamtzis et al. 2006]. A lot of research has been done for the design of CAMs
with the CMOS technology [Pagiamtzis and Sheikholeslami 2006; Pagiamtzis et al.
2006], and there has been several proposed approaches for the design of STT-RAM
CAM [Wang and Jiang 2007; Xu et al. 2009], which show that the area of an STT-RAM
tag cell is about twice of that of the CMOS tag. Implementing the tag array with
STT-RAM therefore incurs an area overhead even without the ECC protection. In
addition, the access energy to an STT-RAM tag array is also much larger than that to
a CMOS one. Consequently, we prefer using the CMOS technology and ECC protection
in the CAM-based tag array for caches with high associativity. For the SRAM tag
array in L1 caches of low associativity, we can still replace them with STT-RAM.

4. EVALUATION

In this section, we first present the evaluation setup and introduce how we evaluate
the vulnerability of the CMPs to soft errors. Then we discuss the evaluation results to
explore the trade-off among performance, power, and reliability.

4.1. Evaluation Setup

Our baseline configuration for our analysis is a 4-core out-of-order CMP using the
Ultra SparcIII ISA. We estimate the area of the four processing cores to be about
40mm2, based on the study of industrial CMP examples [Kahle et al. 2005; Kongetira
et al. 2005]. We assume that one cache layer fits either the 1MB SRAM or a 4MB
STT-RAM cache. The configurations are detailed in Table IV and Table V. Note that
the cache access time includes the latencies of cache controllers and routers. We use
the Simics toolset [Magnusson et al. 2002] and its extension models GEMS [Martin
et al. 2005] for performance simulations. We simulate multithreaded benchmarks from
the OpenMP2001 (www.spec.org) and PARSEC [Bienia et al. 2008] suites. We pin one
thread on each core during the simulation. For each simulation, we fast forward to
warm up the caches, and then run ROI (Region Of Interest [Bienia et al. 2008]) code in
the detailed mode.

For our 3D setup, we assume a heterogeneous 3D stack in order to incorporate the
STT-RAM and SRAM layers. The device layers are assumed to be thinned to 100um
(with 10–15um for interlayer interconnect and wiring layers) and integrated in a Face-
to-Back (F2B) fashion. Final thickness of the 3D stack is similar to the starting 2D
version due to the thinning. The TSV sizes are 10um at 20um pitch. The detailed
technology parameters are listed in Table III.

4.2. Metric for Soft Error Vulnerability

We use Mean Fault Per Instruction (MFPI) as the metric for vulnerability analysis,
which is defined in the following equation.

MFPI = number of errors encountered
number of committed instructions

(1)
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Table IV. Area, Access Time and Energy Comparison of SRAM, STT-RAM, and eDRAM Caches Including
ECC (65nm technology) [Gallagher and Parkin 2006]

Cache size Area Read Latency Write Latency Read Energy Write Energy Standby Power
1M SRAM 36.2 mm2 2.252 ns 2.244 ns 1.074nJ 0.956nJ 1.04W

4M STT-RAM 36.0 mm2 2.318 ns 6.181 ns 0.858nJ 2.997nJ 0.125W
4M eDRAM 35.1 mm2 4.053 ns 4.015ns 0.790nJ 0.788nJ 1.20W

Table V. Baseline Configuration Parameters

Processors
Number of cores = 4 Frequency = 2GHz
In-order Fetch/Decode/Retire; Out-of-Order Issue/LD/ST;
Fetch Width = Decode Width = Issue Width = Retire Width = 4;
IQ : 32 Entries, RAT & RF : 416 Entries, RUU : 32 Entries, LSQ: 128 Entries, ROB : 32 Entries
Memory Parameters
SRAM L1 (private I/D) 16+16KB, 2-way, 64B/cache line, 2-cycle, write-through
STT-RAM L1 (private I/D) read: 2-cycle, write: 16-cycle
SRAM L2 (shared) 1MB, 8-way, 64B/cache line, 8-cycle, write-back
STT-RAM L2 (shared) read 8-cycle, write: 20-cycle
SRAM L3 (shared) 4MB, 8-way, 64B/cache line, 18-cycle, write-back
STT-RAM L3 (shared) read 18-cycle, write: 30-cycle
L1 Protection Parity codes
L2/L3 Protection ECC, 8B/cache line
Main Memory 4GB, 300-cycle latency

We define fault to include only the errors caused by soft errors which cannot be
recovered directly by the affected component. For example, the parity check code of the
instruction queue can detect a single bit error but a recovery needs other fault-tolerant
mechanisms (such as checkpointing/restore, which is out of scope of this article). On
the contrary, the ECC code can directly recover the single bit error in the L2 caches.
We do not count such self-recoverable errors as faults in this work. The MFPI does not
only represent the vulnerability of the whole system but also shows the impact of each
component and its contribution to the total soft error rates. In addition, it also exposes
the delicate balance between performance and soft error reliability.

Though our definition of MFPI may appear similar to MITF (mean instructions to
failure) as first used by Weaver et al. [2004], there are differences in how we derive our
values. Whereas the MITF is derived from the traditional AVF [Mukherjee et al. 2003],
which is structure based, the MFPI is based on the instruction and tracking of the
residency of its corresponding data and control signal bits as they move through the
various components of the system. Our approach of deriving the errors encountered is
more similar to that used by Li et al. [2005], except that our focus is more instruction
based.

In this work, we trace the processing of each instruction, and calculate the time that
the data of each instruction is exposed to soft error strikes. The data of an instruction
may be stored in different memory components during execution. For example, the
operands could be stored in the register files; some data may be stored in caches before
being loaded into the pipeline. We systematically track and count all the exposed times
in the various components per instruction. To achieve this, we record the time when the
data is loaded into each component and the time when it is accessed by an instruction
or when it is updated. Consequently, we are able to calculate the total exposed time of
the data used by each instruction. If we assume that each data bit has r soft errors in
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Fig. 7. IPC comparison between STT-RAM and SRAM for configurations of L2 and L3 caches (normalized
to the first column).

a unit time when it is exposed to particle strikes, then the total number of errors that
may happen in each instruction is expressed by

number of errors = r ×
∑

n

data sizei × expose timei, (2)

where data sizei represents the ith data used in the instruction and its exposed time
to particle strikes is expose timei. (Note that we assume that errors in any instruction
can result in an SUE).

4.3. Experimental Results

In this subsection we present our experimental results on the SER vulnerability im-
provement, performance evaluation, power and thermal analysis of our proposed ar-
chitecture configurations.

4.3.1. Performance Evaluation. The IPCs for the different configurations in Section 3.2
are compared in Figure 7. As we discussed earlier, the benefit of replacing L2 SRAM
caches with STT-RAM is reduced when there are L3 caches. This is because the penalty
of an L2 cache miss is greatly mitigated by the L3 cache. In Figure 7, the performance
increases for most benchmarks when we replace both L2 and L3 caches with STT-RAM.
For four of the benchmarks (mgrid, canneal, galgel, and equake) the performance,
however, degrades with both L2 and L3 STT-RAM caches. The benefits of reducing
the L2 miss rates are offset by the overhead of long write latency to the STT-RAM
L2 caches. This conclusion is further supported when we only replace L3 caches with
STT-RAM. The results show that the performance increases for all benchmarks. The
last set of results in Figure 7 shows that, after we move the ECC of L2 caches to the L3
layer, we further improve the performance due to increasing capacity in the L2 caches.
The fast access speed of TSVs ensures no timing overhead for accessing the ECC in the
L3 layer. Since the capacity of the STT-RAM L3 cache is large, we get more benefits by
placing the ECC in the L3 layers.

In Figure 8, we compare the performance of using SRAM, STT-RAM, and DRAM
L1/L2 caches (due to the page limit, we assume that L2 is the LLC. The cases with
L3 caches show a similar trend.) When we only replace the SRAM L2 caches, the
configuration using STT-RAM L2 caches has the best performance for all benchmarks.
The results of using DRAM L2 caches are even worse than using SRAM caches for
some benchmarks because the DRAM has lower access speed for both read and write
operations, as shown in Table IV. In addition, the DRAM would suffer higher access
latency due to the need for constant refreshes, which we do not model in this work.

The results of replacing both the L2 and L1 caches are also shown in Figure 8.
Replacing the L1 has significant impact on the performance. For some benchmarks
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Fig. 8. IPC comparison of SRAM, STT-RAM, and eDRAM configurations of L2 and L1 caches (normalized
to the first column).

Fig. 9. IPC comparison of using STT-RAM and SRAM memory components in the pipeline (normalized to the
first column; “SRAM”means SRAM pipeline; “STT-RAM”means STT-RAM pipeline; “+ hybrid RUU” means
using hybrid STT-RAM and SRAM RUU, “+ Retirement buffer” means using the technique of retirement
buffer, “logic” means using double core).

with large working sets, we get more performance benefits by increasing the capacities
of the L1 caches with STT-RAM. For other benchmarks, the performance is degraded
because the long write latency of the STT-RAM offsets such benefits. The results of using
DRAM L1 caches show similar trend as that of using STT-RAM L1 caches. However,
the performance of using DRAM L1 caches is worse than that of using STT-RAM L1
caches. This is because the L1 cache has very high read access intensity and slow read
speed of DRAM L1 caches introduces more overhead.

Figure 9 compares performance of using STT-RAM memory components in the
pipeline against that of using SRAM. The IPC numbers of these two configurations
are shown as the first two bars in Figure 9. For the first three benchmarks (ammp,
fma3d, and galgel), the performance increases with STT-RAM, implying that we get
more benefits from increased memory capacity than the overhead of long write latency.
The performance of other benchmarks, however, decreases. The second and third bars
represent the IPC numbers when we employ the techniques proposed in Section 3.4.2.
For most benchmarks, by applying those techniques, the performance improves as com-
pared to the original pipelines using SRAM. The last two benchmarks (blackscholes and
swaptions) remain degraded, and this is because these benchmarks have higher access
intensity to the memory components in the pipeline as evidenced in Figure 10, espe-
cially the write intensity to RUU and ROB. The last bar represents the case that we
double the core to improve the vulnerability of logic. The performance is degraded when
compared to that in the previous one because we reduce the capacity of memory.

4.3.2. Soft Error Vulnerability Analysis. Figure 11 shows the normalized MFPI of the
CMPs with different configurations of L2 and L3 caches. As we mentioned, errors
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Fig. 10. Read and write numbers to different memory components in the pipeline.

Fig. 11. The comparison of vulnerability between STT-RAM and SRAM for different configurations of L2
and L3 caches (normalized to the first column).

recoverable in SRAM L2/L3 caches are not counted as faults when there is ECC. Hence,
the vulnerabilities of our L2/L3 caches themselves are not affected by replacing SRAM
with STT-RAM. However, the MFPIs of the L1 caches and the pipelines are related to
the performance of L2/L3 caches. For most of the benchmarks, the replacement of both
L2 and L3 caches reduces the period during which the data in L1 caches or pipelines
are exposed to particle strikes. The MFPIs of the CMPs decrease for these benchmarks.
On the other hand, the MFPIs of the last four benchmarks (mgrid, canneal, galgel,
and equake) increase with STT-RAM L2/L3 caches.

If we compare Figure 11 and Figure 7, we find that the MFPI and performance
are strongly correlated. When the errors of L2 and L3 caches are not counted, the
MFPI of CMPs shows the opposite trend to that of IPCs. When the IPC of CMPs
decreases, the period of processing data through the pipelines increases. At the same
time, the period that data is exposed in the L1 caches also increases so that the MFPI
increases. We can draw similar conclusions for other configurations. Consequently,
when we replace the originally ECC-protected caches with STT-RAM caches, we observe
that the performance does not degrade while the vulnerability of the whole system
improves.

The results of MFPIs for different configurations of L1 caches are shown in Figure 12.
Different from the cases of replacing L2/L3 caches, the errors of L1 caches are counted in
the MFPI because they are normally just protected by parity checking codes. Therefore,
replacing the L1 caches with STT-RAM can greatly reduce the number of MFPI by
eliminating errors in the L1 caches. In addition, the higher L1 cache hit ratios can help
reduce the data exposure period in the pipeline. When the performance degrades with
STT-RAM L1 caches, the MFPI of the pipeline increases. The MFPI of the whole CMP,
however, is still greatly reduced because the number of errors in L1 caches is much
higher than that of the pipeline. The MFPIs of using DRAM caches are also shown
in the Figure 12. The results show that using DRAM L1 caches increases the MFPI
greatly for almost all the benchmarks. The data is exposed for a longer time to particle
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Fig. 12. The vulnerability comparison of SRAM, STT-RAM, and DRAM for different configurations of L2
and L1 caches (normalized to the first column).

Fig. 13. The vulnerability comparison of using STT-RAM and SRAM memory components in the
pipeline (normalized to the first column).

strikes in the DRAM L1 caches, which have larger capacity but are only protected by
parity check code.

Theoretically, using STT-RAM in the pipelines can eliminate all faults in the memory
components. Only the soft errors in logic components should remain, which has been
shown relatively small at present. We do not model the soft errors in logic components in
this study. By incorporating the techniques in Section 3.4.2 to improve the performance,
we introduce extra SRAM components which may increase the MFPI. The MFPIs with
using these two techniques are shown in Figure 13, illustrating that we can improve
the vulnerability with relatively low performance degradation. We do not show the soft
errors of logic. Note that there are no soft errors in logic when we double the cores.

With the results for both performance and reliability, we can find the relationship
between these two metrics in the replacement of STT-RAM. For the lower-level memory
hierarchy, such as L2/L3 caches, the adoption STT-RAM can not only elide the soft
errors but also improve the performance so that the reliability of the whole system is
increased at the same time. For those memory components sensitive to access latency,
however, the reliability is improved by scaraficing the performance. Our work shows
the trade-off between these two metrics with different replacement strategies.

4.3.3. Power Consumption. As shown in Table IV, STT-RAM has the advantage of low
leakage power, but the write energy is higher than those of SRAM or DRAM. In this
section, we quantitatively analyze the power consumption of CMPs using STT-RAM
memory technologies. The power consumption of the caches and the processing cores
are compared separately in order to show the impact on different components.

When we account for the energy overhead of protection mechanisms in SRAM, re-
placing SRAM with STT-RAM may reduce both leakage and dynamic power. In L2 or
L3 caches, the power consumption of the ECC is composed of two parts. The first part
comes from the access power to the extra ECC bits; and the second part is introduced
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Fig. 14. The comparison of power consumption between STT-RAM and SRAM for different configurations
of L2 and L3 caches (normalized to the first column).

Fig. 15. The comparison of power consumption for different SRAM, STT-RAM, and DRAM configurations
of L2 and L1 caches (normalized to the first column).

by the ECC bits’ encoding and decoding. For example, there are 8Bytes of ECC codes
for each 64Bytes cache line in the caches we model. We can save about 20% of power
for each operation if we remove the ECC from the SRAM caches. Although the power
of write operations increases when using STT-RAM, the total power consumption can
still be reduced where the number of read operations dominates. For the parity check
code, the power consumption overhead is mainly caused by the encoding and decoding
operations. Our evaluation shows that removing parity check code can save about 5%
of power consumption.

The comparison of power consumption for different cache configurations is shown in
Figure 14 and Figure 15. When there are L3 caches in the processor, the leakage power
of the SRAM dominates because of the large capacity of caches. As shown in Figure 14,
after both L2 and L3 caches are replaced with STT-RAM, the power consumption is
greatly reduced. This is because the leakage power of STT-RAM caches is much lower
than that of SRAM caches. When only L3 caches are replaced with STT-RAM, the
total power increases because more dynamic power is introduced in the SRAM L2,
which is still lower than that of pure SRAM caches. When the ECC of the L2 cache
is moved to the L3 cache layers, the leakage power of caches is kept the same. The
total power, however, increases slightly because of the higher power consumption of
updating STT-RAM ECC.

Figure 15 compares the power consumption of using SRAM, STT-RAM, and DRAM for
L2 and L1 caches. The results show that the total power consumption decreases when
SRAM L2 caches are replaced with STT-RAM caches. Since there are no L3 caches
in the processor, the leakage power becomes less dominant. For some benchmarks,
when the intensity of write operations is very high, the power consumptions of using
SRAM and STT-RAM caches are comparable because of large energy of writing to STT-
RAM. The power consumption of using DRAM L2 caches is also shown in the figure. A
DRAM memory cell has lower leakage power than that of an SRAM cell. For similar
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Fig. 16. The comparison of power consumption using STT-RAM and SRAM memory components in the
pipeline (normalized to the first column.)

area, however, the total leakage power (including the refresh power) of a DRAM cache
is higher than that of an SRAM cache. Consequently, the total power increases with
using DRAM L2 caches.

The case is different when the L1 caches are replaced with STT-RAM. Since the
capacity of the L1 cache is very small, the benefit of reducing leakage power decreases
with using STT-RAM. Consequently, for benchmarks with high write intensity, the
power consumption increases with using STT-RAM L1 caches. On the contrary, using
DRAM L1 caches introduces more leakage power but the dynamic power decreases.
The total power consumption decreases for benchmarks with high access intensity to
L1 caches. For the CMPs with more processing cores, the leakage power becomes more
dominant and the benefits of reducing leakage power increase with using STT-RAM
caches. (The results are not shown due to the page limit).

The power consumption of the cores using SRAM and STT-RAM in-pipeline com-
ponents is shown in Figure 16. (Note that only core power, without any caches, is
displayed.) Although the STT-RAM write power is higher in general, some benchmarks
see reduced power dissipation in the core due to the performance degradation. After
using the techniques in Section 3.4.2, we consume more energy for accessing these
extra components as shown in Figure 16. We can also find that the power is greatly
increased when we double the cores.

The relationship between power consumption and reliability is similar to that be-
tween performance and reliability in the replacement of STT-RAM. For the L2/L3
caches, the power consumption is decreased and the reliability is improved. For the
other memory components, however, there is trade-off between power consumption
and reliability. Note that the power density also has an impact on the temperature
distribution of the system. The thermal analysis is provided in the next section.

4.3.4. Thermal Evaluation. We show the basic floorplan of each of the cores in our 4-core
CMP in Figure 17(a). Figure 17(b) shows the detailed thermal map of the processor
core layer. As the figure indicates, the hotspots center on the register file and the
execution units. Peak temperatures have high correlation with the processor layer
power densities, since the power density of the stacked L2/L3 layers are lower in
both SRAM and STT-RAM alternatives. Furthermore, as the relatively higher power
processor layer is placed close to the heat sink and the SRAM/STT-RAM layers are
placed closer to the board, the resulting peak temperatures are within manageable
ranges.

The thermal model of our stack alternatives includes a detailed model of the device,
wiring, and interlayer interconnect layers, full package, and a cooling solution. We used
both ANSYS and Flotherm to model the different granularities of the stack (TSV/wiring
components were modeled using ANSYS and the full-stack simulations were carried
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Fig. 17. (a) Basic floorplan of a core; (b) thermal map of the processor core layer (◦C); (c) peak temperatures
for the thermal alternatives.

out in Flotherm). Ambient temperature is 25◦C for the simulations. We explored a range
of thermal conductivities for the backend/wiring layers and the interlayer interconnect
layers for various 3D alternatives, and reported average values of the explored range.
We assumed a cooling solution based on product specifications for blade systems with
similar power ranges.

Figure 17(c) summarizes the peak temperatures for the stacking alternatives: (1) In
the first configuration, the L1/L2/L3 hierarchy is fully implemented in SRAM; (2) an
STT-RAM L3 is used to replace the SRAM L3; (3) L1/L2/L3 are all implemented in
STT-RAM; and (4) in addition to the STT-RAM L1/L2/L3, we have pipeline units (as
discussed in the previous section) replaced by STT-RAM and placed in an extra
layer. Since SRAM and STT-RAM are implemented in separate layers of the stack,
the functional units are moved to the corresponding device layers in the alternative
implementations. As the figure shows, configuration (2) has lower temperature than
(1) (the original full SRAM stack) does, mostly due to the reduced power dissipation.

Similarly, (3) has slightly lower temperature than the original SRAM stack. However,
the temperature advantages disappear in configuration (4), where the original core
floorplan is changed with the STT-RAM structures are placed in another layer. As a
result, the high power density functional units are placed closer to each other, and the
power density is elevated in the processor layer. The peak temperatures are about 5−6K
higher in this configuration compared to (1) and (3). In configuration (5), we keep the
STT-RAM-replaced areas in the pipeline as white space, preserving the original core
floorplan. The peak temperatures are reduced to 356K as a result of the additional
white space area. This indicates that with proper thermal planning the temperature
characteristics of the alternative stacking options can all be within desired ranges.
Note that the temperature is not increased much after doubling the core in case (6). It
is because the distribution of power density is similar.

5. CONCLUSION

In this work, we leveraged the emerging 3D integration and STT-RAM technologies to
improve the vulnerability of CMPs to soft errors. We explored various configurations
where different levels of the cache hierarchy were implemented in SRAM, STT-RAM,
or DRAM alternatives and evaluated these alternatives with respect to soft error reli-
ability, performance, power and temperature characteristics. Our experimental results
show the trade-offs between performance and reliability using 3D stacked STT-RAM.
For the average workload, replacing all levels of the memory hierarchy with STT-RAM
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virtually eliminates radiation-induced soft errors on-chip, improves the performance
by 14.5%, and reduces power consumption by 13.44%. The thermal characterization in-
dicates that the resulting peak temperatures are within manageable ranges, especially
with proper planning for temperatures.
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