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Abstract—The improvement of the computer system perfor-
mance is constrained by the well-known memory wall and power
wall. It has been recognized that the memory architecture and
the interconnect architecture are becoming the overwhelming
bottleneck in computer performance. Disruptive technologies,
such as emerging non-volatile memory (NVM) technologies, 3D
integration, and optical interconnects, are envisioned as promising
future memory and interconnect technologies that can fundamen-
tally change the landscape of the future computer architecture
design with profound impact. This invited survey paper gives
a brief introduction of these future memory and interconnect
technologies, discusses the opportunities and challenges of these
new technologies for future computer system designs.

I. INTRODUCTION

In the past decades, the performance of computer systems
has been improved by technology scaling and architecture
innovations, with the dramatic improvement in CPU computing
power via frequency scaling and/or multi/many-core architec-
tures. Every computing system requires a storage and com-
munication substrate to store and access data for its computa-
tional engines. While the computational engines (cores) have
continuously benefited from the scaling offered by Moores
law, it is widely recognized that future improvement of the
system performance, is constrained by the well-known memory
wall (which refers to the growing disparity of speed between
cores and memories due to the limitation of communication
bandwidth) and power wall constraints. Consequently, the
memory architecture and the interconnect architecture have
been a laggard/bottleneck in terms of both performance and
power improvements.

Disruptive technologies are expected to help the memory
hierarchy and interconnect to catch-up and tremendously scale
in performance, energy-efficiency, and storage capacity to
sustain the processing demands of the fast CPU cores. Three
disruptive technologies are envisioned as the keys for changing
the future landscape of computer system designs:

• Emerging non-volatile memory (NVM) technologies,
such as Sing Torque Transfer RAM (STT-RAM), Phase
change RAM (PCRAM), and Resistive RAM (ReRAM),
have demonstrated great potentials to be the replacement
of today’s SRAM/DRAM memory technologies;

• 3D integration technologies not only provide much
shorter on-chip interconnects but also enable the heteroge-
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nous integration that provides a cost-effective way to use
emerging NVMs with CMOS logics;

• Optical interconnect provides a promising low-power
and high bandwidth mechanism for both on-chip and off-
chip communication.

It is important for computer architects to study such emerg-
ing memory and interconnect technologies, to understand the
benefits and limitations for better utilizing them to improve
the performance/power/reliability of future computing systems.
This invited survey paper gives brief introduction of these
technologies, reviews recent advances in such emerging mem-
ory and interconnect technologies, discusses the benefits and
limitations of using these technologies at various perspective
of architecture design.

II. EMERGING NON-VOLATILE MEMORY TECHNOLOGIES

Technology scaling of SRAM and DRAM (which are the
common memory technologies used in traditional memory
hierarchy) are increasingly constrained by fundamental tech-
nology limits. In particular, the increasing leakage power for
SRAM/DRAM and the increasing refresh dynamic power for
DRAM have posed challenges for circuit/architecture designers
for future memory hierarchy design.

Recently, emerging memory technologies (such as STT-
RAM, PCRAM, and ReRAM), are being explored as potential
alternatives of existing memories in future computing systems
(Figure 1). Such emerging non-volatile memory (NVM) tech-
nologies combine the speed of SRAM, the density of DRAM,
and the non-volatility of Flash memory, and hence, become
very attractive as the alternatives for future memory hierarchy.
It is anticipated that these NVM technologies will break
important ground and move closer to market very rapidly.

STT-RAM is a new type of Magnetic RAM (MRAM) [1].
The storage elements of STT-RAM is the magnetic tunneling
junction (MTJ), in which a thin tunneling dielectric is sand-
wiched by two ferromagnetic layers, as shown in Figure 1. One
ferromagnetic layer (“pinned layer”) has a fixed magnetization
direction, while the magnetization of the other layer (“free
layer”) can be flipped by a switching current. An MTJ has a
low (high) resistance if the magnetizations of the free layer
and the pinned layer are parallel (anti-parallel), to represent
the storage of “0” or “1”.

PCRAM technology is based on a chalcogenide alloy
(typically, Ge2–Sb2–Te5, GST) material).The data storage ca-
pability is achieved from the resistance differences between an
amorphous (high-resistance) and a crystalline (low-resistance)978-3-9815370-0-0/DATE13/ c© 2013 EDAA



Fig. 1: Various emerging non-volatile memory technologies.

phase of the GST node. In SET operation, the phase change
material is crystallized by applying an electrical pulse that
heats a significant portion of the cell above its crystallization
temperature. In RESET operation, a larger electrical current
is applied and then abruptly cut off in order to melt and then
quench the material, leaving it in the amorphous state. PCRAM
has shown to offer compatible integration with CMOS tech-
nology, fast speed, high endurance, and inherent scaling of the
phase-change process at 22-nm technology node and beyond.
Phase change material has a key advantage of the excellent
scalability within current CMOS fabrication methodology, with
continuous density improvement.

Resistive RAM (ReRAM) and Memristor. In an ReRAM
cell, the data is stored as two (single-level cell, or SLC)
or more resistance states (multi-level cell, or MLC) of the
resistive switch device (RSD). Based on the storage mecha-
nisms, ReRAM materials can be classified as filament-based,
interface-based, programmable-metallization-cell (PMC), etc.
Based on the electrical property of resistive switching, RSDs
can be divided into two categories: unipolar or bipolar.
Programmable-metallization-cell (PMC)is a promising bipolar
switching technology. Its switching mechanism can be ex-
plained as forming or breaking the small metallic “nanowire”
by moving the metal ions between two sold metal electrodes.
Filament-based RRAM is a typical example of unipolar switch-
ing that has been widely investigated. The insulating material
between two electrodes can be made conducting through a
hopping or tunneling conduction path after the application of
a sufficiently high voltage. The data storage could be achieved
by breaking (RESET) or reconnecting (SET) the conducting
path. Such switching mechanism can in fact be explained with
the fourth circuit element, the memristor [2].

Figure 2 illustrates the comparison of emerging mem-
ory technologies against the traditional main-stream SRAM,
DRAM, and NAND-based Flash memory [1].

III. LEVERAGING EMERGING MEMORY TECHNOLOGIES IN

ARCHITECTURE DESIGN

As the emerging memory technologies are getting mature,
integrating such memory technologies into the memory hierar-
chies provides new opportunities for future memory architec-
ture designs. Specifically, there are several characteristics of
STT-RAM, PCRAM, and ReRAM that make them promising
as working class memories (i.e., on-chip caches and off-chip
main memories), or as storage class memories: (1) Compared
to SRAM/DRAM, these emerging memories usually have
much higher density, with comparable fast access time; (2)
Due to the non-volatility feature, they have zero standby power,
and immune to radiation-induced soft errors; (3) Compared to
NAND-Flash SSD, STT-RAM/PCRAM are byte-addressable.
In addition, different hybrid compositions of memory hierarchy
by using SRAM, DRAM, and PCRAM or MRAM can be
motivated by different power and access behaviors of various
memory technologies. For example, leakage power is dominant
in SRAM and DRAM arrays; on the contrary, due to non-
volatility, PCRAM or MRAM array consumes zero leakage
power when idling but a much higher energy during write
operations. Hence, the trade-off among using different memory
technologies at various hierarchy levels becomes an interesting
research topic.

A. NVM Architecture Modeling

For computer architects to explore new design opportunities
at architecture and system levels that the emerging memory
technologies can provide, architectural level cache/memory
model built with NVM such as PCRAMsim [3] and NVsim [4]
have been recently developed. Such architectural models pro-
vide the extraction of all important parameters, including
access latency, dynamic access power, leakage power, die area,
and I/O bandwidth etc., to facilitate architecture-level analysis,
and to bridge the gap between the abundant research activities



Fig. 2: The comparison of various memory technologies [1].

at process and device levels and the lack of a high-level cache
and memory model for emerging NVMs.

B. Leveraging NVMs as Cache or Main Memory

Replacing SRAM-based on-chip cache or DRAM-based
main memory with NVM can potentially improve performance
and reduce power consumption [5] [6]. With larger on-chip
cache capacity (due to its higher density), NVM-based on-chip
cache can help reduce the cache miss rate, which helps improve
the performance [7], [8]. Zero-standby leakage can also help
reduce the power consumption in cache/memory. On the other
hand, longer write-latency of such NVM-based cache may
incur performance degradation and offset the benefits from the
reduced cache miss rate. Although PCRAM is much denser
than SRAM, the limited endurance makes it unaffordable to
directly use PCRAM as on-chip caches, which have highly
frequent accesses. It is therefore a more feasible approach to
use PCRAM as main memory replacement.

C. Leveraging NVM to improve NAND-Flash SSD

NAND flash memory has been widely adopted by various
applications such as laptops and mobile phones. In addition,
because of its better performance compared to the traditional
HDD, NAND flash memory has been proposed to be used
as a cache in HDD, or even as the replacement of HDD
in some applications. However, one well-known limitation of
NAND flash memory is the “erase-before-write” requirement.
It cannot update the data by directly overwriting it. Instead, a
time-consuming erase operation must be performed before the
overwriting.

Compared to NAND flash memory, emerging NVM has
advantages of random access and direct in-place updating.
Consequently, one possible solution is a hybrid storage archi-
tecture to combine the advantages of NAND flash memory and
PCRAM/STT-RAM [9]. In such hybrid storage architecture,
PCRAM/STT-RAM is used as the log region for NAND-flash.
Such hybrid architecture has the following advantages: (1) the
ability of “in-place updating” can significantly improve the
usage efficiency of log region by eliminating the out-of-date
log data; (2) the fine-granularity access of PCRAM can greatly
reduce the read traffic from SSD to main memory; (3) the

energy consumption of the storage system is reduced as the
overhead of writing and reading log data is decreased with the
PCRAM log region; and (4) the lifetime of the NAND flash
memory in the hybrid storage could be increased because the
number of erase operations is reduced.

D. Mitigation Techniques for Emerging NVM Memory

The benefits of using these emerging memory technologies
in computer system design can only be achieved with miti-
gation techniques that can help address the inherited disad-
vantages that related to the write operations: (1) Because of
the non-volatility feature, it usually takes much longer and
more energy for write operations compared to read operations;
(2) Some emerging memory technologies such as PCRAM
has the wear-out problem (lifetime reliability), which is one
of the major concerns of using it as working memory rather
than storage class memory. Consequently, introducing these
emerging memory technologies into current memory hierarchy
design gives rise to new opportunities but also presents new
challenges that need to be addressed.

a) Techniques to Mitigate Latency/Energy Overheads of
Write Operations: In order to use the emerging NVMs as
cache and memory, several design issues need to be solved. The
most important one is the performance and energy overheads
in write operations. The NVM has a more stable mechanism
for data keeping, compared to a volatile memory such as
SRAM and DRAM. Accordingly, it needs to take a longer
time and consume more energy to over-write the existing
data. This is the intrinsic characteristic of NVMs. PCRAM,
MRAM, and ReRAM are not exceptional. If we directly re-
place SRAM/DRAM memory with NVM, the long latency and
high energy consumption in write operations could offset the
performance and power benefits, and even result in degradation
when the cache/memory write intensity is high. Therefore, it
is imperative to study techniques to mitigate the overheads of
write operations in NVMs. Such techniques include Hybrid
Cache/Memory Architecture [6] [10], Read-Preemptive Novel
Buffer Architecture [6],Redundant Write Elimination [11], etc.

b) Wear Leveling Techniques to Improve Lifetime for
NVMs: Write endurance is another severe challenge in
PCRAM memory design. The state-of-the-art process technol-



ogy has demonstrated that the write endurance for PCRAM is
around 1010 . The problem is further aggravated by the fact that
writes to caches and main memory can be extremely skewed.
Consequently, those cells suffering from more frequent write
operations will fail much sooner than the rest. Techniques that
proposed in the previous sub-section to reduce the number of
write operations to NVM can definitely help the lifetime of
the memory, besides reducing the write energy overhead. In
addition to those techniques, wear leveling technique attempts
to work around the limitations of write endurance by arranging
data access so that write operations can be distributed evenly
across all the storage cells [8]. Such wear leveling techniques
include: Row Shifting, Word-line Remapping and Bit-line
Shifting, and Segment Swapping [11].

IV. 3D INTEGRATION TECHNOLOGY

In a 3D integrated IC chip, multiple device layers are
stacked together. The layers could be connected with wire
bonding, through-silicon-vias (TSV), microbump, or even in-
ductive/capacitive contact [12]. Figure 3 shows a conceptual
2-layer 3D integrated circuit with direct vertical interconnects
called through-silicon vias (TSV).

Three-dimensional integrated circuits (3D ICs) [13], [14] are
attractive options for overcoming the barriers in interconnect
scaling, thereby offering an opportunity to continue perfor-
mance improvements using CMOS technology. 3D integration
also provides new opportunities for future CMP design, with a
new dimension of design space exploration. In particular, the
heterogenous integration capability enabled by 3D integration
gives designers new perspective when designing future CMPs.

Even though manufacturing/process techniques for 3D in-
tegrations are nearly mature, and 3D ICs offer tremendous
benefits, there are several challenges that hinder the successful
adoption of 3D architectures: (1) design space exploration at
the architectural level is essential to take full advantage of
3D integration and to build a high-performance 3D multi-core
systems. New opportunities brought by 3D technology can
result in innovations in new architectures for future many-core
chip multiprocessor (CMP) [15]. (2) there are no commercially
available electronic design automation (EDA) tools and design
methodologies for 3D ICs. The absence of EDA tools that
can explore the design space for 3D multi-core systems is an
impediment to researchers and industry practitioners in their
quest for the adoption of this new technology.

V. LEVERAGING 3D INTEGRATION IN ARCHITECTURE

DESIGN

The following subsections will discuss various architecture
design approaches that leverage different benefits that 3D
integration technology can offer, namely, wire length reduction,
high memory bandwidth, and heterogeneous integration.

A. Wire Length Reduction

Designers have resorted to technology scaling to improve
microprocessor performance. Although the size and switch-
ing speed of transistors benefit as technology feature sizes

continue to shrink, global interconnect wire delay does not
scale accordingly with technologies. The increasing wire de-
lays have become one major impediment for performance
improvement. Compared to a traditional two dimensional chip
design, one of the important benefits of a 3D chip over a
traditional two-dimensional (2D) design is the reduction on
global interconnects. It has been shown that three-dimensional
architectures reduce wiring length by a factor of the square
root of the number of layers used [16]. The reduction of wire
length due to 3D integration can result in two obvious benefits:
latency improvement and power reduction. For example, since
interconnects dominate the delay of cache accesses which
determines the critical path of a microprocessor, and the regular
structure and long wires in a cache make it one of the best
candidates for 3D designs, 3D cache design is one of the
early design example for fine-granularity 3D partition [17],
and the latency reduction can be as much as 25% for a two-
layer 3D cache. 3D arithmetic-component designs also show
latency benefits. For example, various designs [18] have shown
that the 3D arithmetic unit design can achieve around 6%-30%
delay reduction due to the wire length reduction.

Note that such fine-granularity design of 3D processor
components increases the design complexity, and the latency
improvement varies depending on the partitioning strategies
and the underlying 3D process technologies.

B. Memory Bandwidth Improvement

Three-dimensional integration has been envisioned as a solu-
tion for future micro-architecture design (especially for multi-
core and many-core architectures), to mitigate the interconnect
crisis and the “memory wall” problem. It is anticipated that
using 3D stacked memory with CPU in a package would be one
of the early commercial uses of 3D technology for future chip-
multiprocessor design [15], by providing improved memory
bandwidth for such multi-core/many-core microprocessors. In
addition, such approaches of memory stacking on top of
core layers do not have the design complexity problem as
demonstrated by the fine-granularity design approaches, which
require re-designing all processor components for wire length
reduction.

There are two possible approaches to leverage 3D stacked
memory for future microprocessor designs. One is to stack
memory on top of logic [15], [19], which requires a close
collaboration between microprocessor vendors and memory
vendors, and thermal management is a big challenge. The other
is to place 3D stacked memory (such as Micron’s Hybrid
Memory Cube) with CPUs on a silicon interposer [20] so
that the CPU design and 3D stacked memory design can be
decoupled, and the thermal management is much easier than
the first approach.

C. Heterogenous Integration

3D integration also provides new opportunities for future
architecture design, with a new dimension of design space
exploration. In particular, the heterogenous integration capabil-
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ity enabled by 3D integration gives designers new perspective
when designing future CMPs.

3D integration technologies provide feasible and cost-
effective approaches for integrating architectures composed of
heterogeneous technologies to realize future microprocessors
targeted at the ”More than Moore” technology projected by
ITRS. 3D integration supports heterogeneous stacking because
different types of components can be fabricated separately,
and layers can be implemented with different technologies.
It is also possible to stack optical device layers or non-volatile
memories (such as magnetic RAM (MRAM) or phase-change
memory (PCRAM)) on top of microprocessors to enable cost-
effective heterogeneous integration [5] [6]. The addition of new
stacking layers composed of new device technology will pro-
vide greater flexibility in meeting the often conflicting design
constraints (such as performance, cost, power, and reliability),
and enable innovative designs in future microprocessors.

D. Challenges for 3D Architecture Design

Even though 3D integrated circuits show great benefits, there
are several challenges for the adoption of 3D technology for
future architecture design: (1) Thermal management. The move
from 2D to 3D design could accentuate the thermal concerns
due to the increased power density. To mitigate the thermal im-
pact, thermal-aware design techniques must be adopted for 3D
architecture design [13]; (2) Design Tools and methdologies.
3D integration technology will not be commercially viable
without the support of EDA tools and methodologies that allow
architects and circuit designers to develop new architectures or
circuits using this technology. To efficiently exploit the benefits
of 3D technologies, design tools and methodologies to support
3D designs are imperative; (3) Cost implication. Cost analysis
and cost-driven design methodologies are also needed for 3D
IC technology to become main stream [21], [22]. (4) Testing.
One of the barriers to 3D technology adoption is insufficient
understanding of 3D testing issues and the lack of design-for-
testability (DFT) techniques for 3D ICs [23], [24], which have
remained largely unexplored in the research community.

VI. OPTICAL INTERCONNECT TECHNOLOGY

Even though 3D memory stacking can help mitigate the
memory bandwidth problem, when it comes to off-chip com-
munication, the pin limitations, the energy cost of electrical
signaling, and the non-scalability of chip-length global wires

Laser
source

Modulators Detectors

Splitter

Laser light

Detectors

Waveguides

Off
On

(not lit)
On
(lit)

Modulator

Detector

Fig. 4: A conceptual nanophotonic link, which consists of a laser
source, waveguides, and micro-rings as modulators or detectors.

are still significant bandwidth impediments. Recent develop-
ments in silicon nanophotonic technology have the potential
to meet the off-chip communication bandwidth requirements
at acceptable power levels. With the heterogeneous integration
capability that 3D technology offers, one can integrate optical
die together with CMOS processor dies. For example, HP Labs
proposed the Corona architecture [25], which is a 3D many-
core architecture that uses nanophotonic communication for
both inter-core communication and off-stack communication to
memory or I/O devices. A photonic crossbar fully interconnects
its 256 low-power multithreaded cores at 20 terabyte per
second bandwidth, with much lower power consumption.

In addition to helping the off-chip communication, the
emerging nanophotonic technology enables on-chip optical
interconnects that are faster and less power-consuming than
electrical wires, therefore it has been leveraged to build various
on-chip interconnects.

Figure 4 illustrates the basic component of the nanophotonic
interconnect, which consists of a laser source, waveguides
carrying light injected by the laser source, and micro-rings to
modulate and detect optical signals. With dense-wavelength-
division-multiplexing (DWDM), up to 128 wavelengths can
be generated and carried by the waveguides, which increases
the bandwidth density to over 320Gb/s/um. Micro-rings can
be electrically tuned into resonance (the on state) and remove
light from waveguides; or out of resonance (the off state) and
let light pass by unaffected. This mechanism is leveraged to
modulate light into on-off signals. Doping Ge in a micro-ring
turns it into a optical detector. When the doped micro-ring is
turned on, it removes light from the waveguide and converts
optical signals to electrical ones. Detecting is destructive which
means if a detector is turned on then downstream detectors
will not be able to detect light. A splitter is used to direct a
fraction of light power to another waveguide without affecting
modulated signals. It is needed to implement broadcast in
nanophotonic links.

Even though optical interconnect provides many promising
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features such as low power and high bandwidth [25], [26],
there are also key challenges needed to be addressed to
providing robust and reliable on-chip communication. Among
many challenges, the thermal sensitivity and process variations
(PV) of silicon photonic devices are the key issues [27].

VII. CONCLUSION

While the computational engines (cores) have continuously
benefited from technology scaling and multi/many-core inno-
vations, the future improvement of the system performance is
constrained by the well-known memory wall and power wall.
Disruptive technologies for future memory and interconnect
architectures, including emerging non-volatile memories, 3D
integrations, and optical interconnects, are envisioned as pos-
sible solutions to continue the performance scaling. Figure 5
illustrate the ideal ultimate future computer system architecture
with a combination of three disruptive future memory and
interconnect technologies that integrates non-volatile memories
and optical die together through 3D integration technology.
With all the initial research efforts in recent years, we believe
that the emerging of these new technologies will change the
landscape of future computer system designs.
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