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Abstract—Emerging non-volatile memory (NVM) technologies,
such as PCRAM and STT-RAM, have demonstrated great
potentials to be the candidates as replacement for DRAM-
based main memory design for computer systems. It is impor-
tant for computer architects to model such emerging memory
technologies at the architecture level, to understand the ben-
efits and limitations for better utilizing them to improve the
performance/energy/reliability of future computing systems. In
this paper, we introduce an architectural-level simulator called
NVmain, which can model main memory design with both
DRAM and emerging non-volatile memory technologies, and can
facilitate designers to perform design space explorations utilizing
these emerging memory technologies. We discuss design points
of the simulator and provide validation of the model, along with
case studies on using the tool for design space explorations.1

I. INTRODUCTION

Struggles to improve memory technologies are becoming a large
problem in increasing device capability for existing mainstream mem-
ory technologies such as DRAM. For several years there have been
issues in decreasing DRAM half-pitch needed to improve memory
capacity and price-per-bit metrics. As of the latest ITRS roadmap,
there are still no known solutions to some of the problems being faced
by DRAM, including reliable charge storage and sensing mechanisms
[1]. These struggles are drawing a lot of attention towards redesigns
and potentially even replacements for DRAM.

DRAM is also expensive in terms of power. Much of the power
dissipation is due to the interconnect [2]. Several recent papers have
focused on decreasing the power dissipation of the interconnect via
3D die-stacking. By stacking the memory directly on top of the CPU,
the power to drive long wires is unnecessary. Die-stacking has the
added benefit of increased pin count between the memory and CPU,
allowing for wide-IO buses and more channels than possible through
conventional off-chip memory subsystems [3] [4].

Refresh and stand-by power in the DRAM arrays themselves are
also two major sources of power dissipation in DRAM. Several
have proposed the replacement of main memory with non-volatile
memories. The intrinsic characteristic of non-volatile memories is
the fact that data is not lost. This implies the data does not need to
be refreshed and that peripheral circuitry such as word-line drivers,
sense-amps, and write drivers can be power gated without risk of
data loss. Unfortunately the write energy of non-volatile memories
is nominally high, which can eat away at much of these savings.
Some of these proposals therefore consider hybrids of DRAM and
non-volatile memories [5] [6].

Simply switching to the DRAM cells with non-volatile memory
cells is not a viable option, since there are several differences in
reliable operation between the two technologies. Some of the issues
with these technologies are longer latency times. Specifically, the
write latency on non-volatile memories can be orders of magnitude
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larger than the read latency. Due to the operation of the memory
cell, however, it is difficult to optimize these write latencies. Some
architectural-level approaches have been taken to help hide these high
latencies, including write cancellation, write pausing [7], using write
buffers, and smaller row buffer sizes [8].

Endurance, another write related issue, is another operational
difference between non-volatile memories and DRAM. Non-volatile
memories can only be written a finite number of times. This issue can
be potentially disastrous in instances where the memory can not be
easily replaced. Endurance times that are suitable for main memory
may not be suitable for applications in processor caches, where the
frequency of writes is much greater in lower-level caches. Normal
DRAM systems are considered to have infinite endurance (on the
order of 1015). Work in the non-volatile memory area uses measured
numbers around 108 – 109 for PCM [8] [9]. The endurance of the
memory must therefore be modeled to determine suitable operation.

When a non-volatile memory cell fails, a hard-fault occurs. This
error can not be corrected without the usage of some error correction
circuitry. Proposals for fixing hard-faults include error correcting
codes, extra storage area for dead cells, and pointers to different
memory cells to obtain the correct value [10] [11]. Modeling of hard-
errors is also important to ensure reliable operation of the memory
for long periods of time.

Much research has been done on the endurance of non-volatile
memory technologies, and the endurance is projected to increase
over time according to ITRS. As of now, some of these non-volatile
memory technologies are already in endurance ranges suitable for
use as main memory. Combining endurance improvement techniques
from multiple previous work can already provide decades of lifetime
for PCM. These techniques can easily be applied to other memory
cell types as well. Specifically, PCM based memory cells have been
well studied as candidates for main memory usage. In order to more
thoroughly explore the idea of non-volatile memory as a DRAM
replacement for main memory, we need to have a broader picture of
the overall characteristics of non-volatile memory.

In this paper we introduce an architectural-level simulator for both
types of main memory which can model energy and cycle-accurate
operation of both DRAM and non-volatile memories, including
hybrid designs. Our simulator can provide a broader picture needed
for exploring main memory. At a system-level, we are not interested
in a cell by itself, but rather the merging of these cells together into
a hierarchy of columns, rows, banks, ranks, and channels. Using our
simulator we can gather results of various organizations of entire
main memory designs, including memory organization, interconnect,
and memory controller. In this paper, we briefly highlight design
points of the simulator, and then demonstrate validity of our memory
models and compare with previous work. Finally, we demonstrate
usage through case studies.

II. SIMULATOR OVERVIEW

There are several reasons why simulation of the main memory
system is important. The operation of a single bank of memory
is a fairly simple state machine. Since the use of only one bank
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can cause latency to be increased for very large bank sizes, main
memory is normally partitioned into multiple banks which are joined
together using a shared interconnection bus or network. The most
common interconnect is a DDR-based transmission line bus, as
depicted in Figure 1. The model shown in Figure 1 depicts a single
rank consisting of N devices. Each device contains multiple banks
and a single row buffer. Each device typically outputs 4, 8, or 16 bits
at a time. The number of devices is chosen to have 64-bits of data
output in a single clock cycle. In our simulator, we provide several
bus models for reference, including a DDR-style bus and an optical
bus as proposed in [12]. Comparisons of these setups are given in
Section IV.

Complications to this state machine arise when multiple banks are
grouped together and share the same bus. The memory controller
must ensure commands issued to different banks will not attempt
to control the bus at the same time. Thus, there is some waiting
time banks may encounter, so the time for a single memory request
is not static. These banks can also be organized into one or more
ranks. Having various numbers of ranks can also increase contention
for the shared interconnect. This increased contention manifests
itself in queuing latencies. Static memory models that use a mean
value for memory latency with some variance are not adequate to
model memory under heavy contention. Since queuing latency grows
exponentially based on the number of items in the queue, such models
become highly inaccurate and result in very optimistic results.

Further constraints exist in main memory systems today to limit
the amount of power used by a single device and to limit the
peak current draw when multiple banks are operating simultaneously.
These constraints can cause additional delays to be introduced into
a memory request. In addition to these already existing timing
constraints, we consider the case of further timing constraints which
may exist in non-volatile memories. In order to limit the peak current
draw during overlap of activations of multiple banks, the row-to-row
activation delay (tRRD) was introduced. In non-volatile memories,
the write energies are often much higher than the read energies, and
can take much more time. In some bank organizations, the current
draw during a write can be as high as 25% of the current draw during
activation. The write current is also drawn for a larger number of
cycles. This means that significant overlap of writes in several banks
along with activation energies can cause large spikes in peak current.
This problem does not exist in DRAM systems but we introduce this
timing into our model to cover the possibility.

Simulators for DRAM, such as DRAMsim, already exist which
model these parameters [13]. However, these simulators are lacking
in areas required for the exploration of non-volatile memories.
Specifically, these simulators do not model endurance and hard-
faults in the memory. Since DRAM endurance is nearly infinite in
terms of computing, modeling these parameters is not necessary. In
non-volatile memory, endurance is arguably the number one factor
to consider when designing memory subsystems and is a major
research focus in the non-volatile memory arena; from a single

Fig. 1. A single DIMM model of DDR-style non-volatile memory.

cell memory to gigabytes of main memory. Furthermore, DRAMsim
lacks flexibility for easily implementing different types of memory
controllers, interconnects, or hybrid memory systems. These are large
areas of interest for current research and we attempt to provide as
much flexibility as possible to span the largest design space.

To estimate power, DRAM simulators normally use current spec-
ifications taken from product datasheets. This is a standard approach
to measuring power consumption in DRAM systems [14], and nearly
all datasheets provide average currents for activation, reads, burst
cycles and more. In the case of emerging non-volatile memories,
these datasheets may not be available, and the current specifications
may not be in the same standard format. In this case, we must
know the energy parameters for each step in the main memory read
or write cycle, as well as energy for the peripheral circuitry. Such
parameters can be gathered from tools like CACTI. In this work,
we gather energy values from NVSIM [15], a CACTI derivative
designed specifically for non-volatile memory bank design. For power
calculations, we can determine the average power consumption in
watts by dividing the total energy of all the circuitry involved in
memory operation by the total simulation time and multiplying by
the frequency of the memory system. More information on the power
model is provided in section II-B.

A. NVM Timing Model
Single Bank Timings. In a DRAM main memory system, it is as-
sumed that a complete read or write cycle operates nearly identically.
Since DRAM uses charge-based storage in capacitors, reading the
data from the DRAM array causes the data in the capacitors to be
destroyed. Therefore, for a simple read cycle, data must be restored
back to the DRAM array before the row can be closed and the
precharge command can begin. In non-volatile memories, the data
stored in the cells is not destroyed, and thus the data restoration
process is unnecessary for these non-volatile memories. This data
restoration time can inhibit consecutive reads to different rows in the
same bank, since the DRAM controller must ensure that both the
data restoration time and the time to read a column have been met
before precharing. Normally, the data restoration time is much higher
than the time to perform a column read.

In main memory terms, the data restoration time is denoted as
tRAS. An entire read cycle, denoted tRC, takes tRCD + tRAS + tRP
cycles, where tRCD is the activation time and tRP is the precharge
time. This read cycle time is the fastest time data can be read from
random different rows within a main memory bank, if we exclude
additional row-to-row (tRRD) and four window (tFAW) activation
delays. For non-volatile memories, we use a data restoration time
of zero. Thus, the fastest time for a read cycle is the sum of the
row activation time, column read time, and precharge time, so tRC
= tRCD + tBURST + tRP.

In almost all DRAM systems, the data restoration time is much
longer than the row activation + column read time. On average, tRAS
is five to seven times larger than tBURST. Therefore, a random read
cycle to different rows in non-volatile memories would be faster than
DRAM for similar row activation and precharge times.

All timings are enumerated in Table I. The names of the timings
use the same convention as [16], however they are slightly different
than what is given in [16]. The lines with tRAS (data restoration
time) needed to be changed as this value should be zero in non-
volatile memories. This value is kept since a popular organization
seen in non-volatile memory research is a hybrid DRAM+NVM
memory system [5] [6]. The simulator’s model also provides support
for refresh operations and refresh schemas. Using a configuration
with refresh enabled and DRAM timings, a channel is emulated as
DRAM memory while a different channel is emulated as NVM,
thereby simulating a hybrid organization much like what has been
seen in recent literature.

Inter-Bank Timings. In order to reduce the amount of power
dissipated and current drawn within a discrete time period, the timing
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TABLE I
BANK-LEVEL TIMINGS USED (SAME RANK, SAME BANK)

Last Next Value
Command Command

ACT ACT tRP + MAX(tRCD,tRAS)

ACT READ tRCD - tAL

ACT WRITE tRCD - tAL

ACT PRE MAX(tRCD, tRAS)

READ READ MAX(tBURST, tCCD)

READ WRITE tCAS + tBURST + tRTRS - tCWD

READ PRE tAL + tBURST + tRTP - tCCD

WRITE READ tCWD + tBURST + tWTR

WRITE WRITE MAX(tBURST, tCCD)

WRITE PRE tWR + tAL + tCWD + tBURST

PRE ACT tRP

PRE REF tRFC

REF ACT tRFC

REF REF tRFC

parameters tFAW (for Four Activation Window) and tRRD (for row-
to-row activation delay) were introduced. The tFAW timing is the
minimum time interval in which four activations can occur. This
helps to reduce the maximum power drawn by the memory. The tRRD
timing spaces out current-hungry row activation times to prevent peak
current from being over some maximum current-draw value. This
limitation applies for both activations in the same bank as well as
activations in different banks.

In non-volatile memory, write currents may also be very high.
Furthermore, write times in non-volatile memories can be as high as
hundreds of nanoseconds, which means overlap of writes and row
activations or writes with other writes is a very possible situation,
and these situations may also need to be considered and spaced
using timing parameters. Here we use tWWD for write-to-write delay,
tWAD for write-to-activation delay and tAWD for activation-to-write
delay.

Determining NVM Timings. To obtain the timing parameters used in
our demo simulatons, we use the circuit level simulator NVSIM [15].
Some of the non-volatile memory technologies supported are Memris-
tor based RAM (RRAM), Phase-Change Memory (PCM), and Spin-
Transfer Torque RAM (STT-RAM). Using this simulator we can
design a single bank based on constraints such as area, latency, energy
or energy delay product. The output provides a breakdown of all the
parameters needed for an entire read cycle, including row activation
and precharge time. Likewise, the output for a write cycle includes
row activation, SET or RESET of the NVM cells and precharge time.
The energy and latency values are calculated based on the word size,
which can also be specified to NVSIM.

Since main memory is normally organized into several devices, a
physical bank simulated in NVSIM will have smaller capacity than
the logical bank accessed during a read or write operation. As an
example, if we design a 16 MB bank with 8-bit word size this would
represent a logical bank of 128 MB and 64-bit word size, since 8 of
these banks are accessed in lock-step. A memory DIMM normally
holds 8 memory devices (assuming x8 output). Within each device
are several banks, which are defined as physical banks in this paper.
Since all 8 devices would be accessed simultaneously, the entire bank
is actually 8 times larger, which we define as a logical bank in this
paper. A typical device may contain anywhere from 4 to 16 physical
banks. The number of logical banks is the same regardless of the
number of physical banks.

To map the output from NVSIM to simulator timings, we use
simple calculations of the latency of the read or write operation
divided by the memory device clock period. This will give us the
number of cycles necessary for an operation in terms of the main
memory clock, e.g., the values of tRCD, tRP, etc. The number of
clock cycles is input to the configuration for simulator, which will
be the value used in simulation of the entire main memory.

To handle write operations within a bank, we assume that data
written from the bus is written to the sense amps. Upon a precharge
of the bank, the data in the sense amps is written back into the

memory cells. This approach seems like the best model, since we do
not need to wait for a costly latency on each write, and don’t need
to include write buffers to hold data in the case of multiple writes to
the same row occurring in succession. We model this by using the
NVSIM write latency as the tWR parameter in memory. With this
model, random reads can occur very fast, since the tWR parameter
only dictates time between a write and a precharge.

B. NVM Power Model
For energy mappings, we use both the exact values of read and

write energy output by NVSIM. NVSIM provides a breakdown of all
the energy usage involved in a read or write. The energy values used
in the power calculations are the sum of the energy values provided
in the simulation configuration. By making slight modifications to
NVSIM, we extracted the write energy per-bit required for energy
calculations of endurance circuitry, which may only write a subset
of bits in a word. The endurance modeler feeds back the number of
bits actually written to calculate the total write energy.

For each row activate command, the energy value for an activation
is added to the total energy consumption in each bank in each device,
or in each physical bank. Referring back to Figure 1, each device
contains a certain number of physical banks. Since each physical
bank is opened in lock-step when reading a 64-bit value, the total
system energy value is added from all N devices. In other words,
the activation energy is a summation of the activation energies of all
banks that are opened.

Since rows can remain open for longer periods of time, we add
read and write energies only during read and write commands. Again,
these values are updated in each physical bank, so the energy is
added to the total system energy N times. We modified NVSIM to
also output the energy required to either SET a bit (write a ’1’) or
RESET a bit (write a ’0’). Since an endurance model is incorporated
in the model, the number of bits written and what their values are
is known at simulation time. Using the total write energy value, we
subtract the the SET energy for each ’1’ bit that does not need to be
re-written, and subtract the RESET energy for each ’0’ bit that does
not need to be re-written. We take this approach because NVSIM’s
write energy consists of write buffers, wire energy dissipation, and
other factors, and do not want to subtract these as they are still used
even if a single bit is not touched.

As mentioned in Section II-A, the simulator also provides an en-
ergy calculation model based on DRAM’s average current. For power
calculations in DRAM system, typical IDDx current parameters from
datasheets are used to calculate the total system power. Details on
calculating DRAM power with IDD current values is provided in [14].

III. VERIFICATION

We performed several verifications on our simulator to confirm
that timing and power information were accurate. Power and timing
information is verified at multiple levels from the banks themselves
to ranks and finally channels of memory. Bank level timings are
similar to current DRAM hardware with some changes due to
intrinsic characteristics of non-volatile memories (e.g., no write-
recovery time). Timings are otherwise the same as shown in books
on DRAM memory [16]. Additionally, a current-based power model
is used for backward compatibility with DRAM modeling. In this
power model, current values can be copied from DRAM datasheets.
These values may not yet be available for non-volatile memories that
rely on energy parameters from CACTI or NVSIM.

A. Timing Verification
Timing verification at the bank level is provided automatically in

the source code. Any attempts to do illegal operations will result in
an error message. Examples of illegal operations at the bank level
include activating an open row, precharging a closed row, reading
a closed bank, reading to a non-open row, etc. At the rank level, a
bus diagram can optionally be enabled showing specific commands
being sent to and from memory. We use this diagram to determine if
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multiple banks attempt to place data on the data bus simultaneously.
Bus collisions also emit error messages. The lack of error messages
implies that none of the aforemetioned violations occurred.

Table I lists the timing values used for bank-level timing con-
straints. These are the times for a the next command to issue in
a single-bank system given the previous command. Power-up and
power-down operations can also be performed when a bank is in a
precharged or active standby state. The timings for these are simply
the time for the previous command to complete. In addition to these
times, some rank-level restrictions exist in a shared bus model. These
timings are shown in Table II.

TABLE II
RANK-LEVEL TIMINGS USED (SAME RANK, ANY BANK)

Last Next Timing

Command Command Value

ACT ACT tRRD (no more than 4 during tFAW)

READ READ MAX(tBURST, tCCD)

Same READ WRITE tCAS + tBURST + tRTRS - tCWD

Rank WRITE ACT tRRDW

WRITE READ tCWD + tBURST + tWTR

WRITE WRITE MAX(tBURST, tCCD)

READ READ tBURST + tRTRS

Different READ WRITE tCAS + tBURST + tRTRS - tCWD

Rank WRITE READ tCAS + tBURST + tRTRS - tCAS

WRITE WRITE tBURST + tOST

B. Power Verification
Verification of the current-based DRAM power model was also

performed, since this can be easily compared using DRAM datasheets
and the DRAMSim simulator. For this study, we choose the same
parameters for IDD current values and attempt to come as close as
possible to the scheduling policies in DRAMSim. Using this setup,
we run traces in both simulators and compare the calculated power
usage for each simulator.

We test using the trace file that comes with DRAMSim as an
example. The trace is converted to a format suitable for simulation.
The same numbers for IDDx values are used to calculate power
in both configurations. The table below shows a breakdown of the
energy values. Since the memory controller schedulers are not exactly
the same, lesser number of memory operations results in lower power
values. We use the open page mode, 4 row access before precharge
configuration in DRAMSim. We develop a first-ready, first-come
first-serve (FR-FCFS) memory controller to test our power model.
The configuration and results are shown in Table III. Unfortunately
the memory controllers are quite different. The DRAMSim default
memory controller only looks at the head of the queue for row
buffer hits, resulting in more than ten-fold increase in activates. Our
implementation does enforce starvation, however, it will not close a
row if there are no conflicting requests. The focus on this verifcation
is for power only, so we only describe the differences in the numbers
here.

We verified the correctness of the DRAM power model in two
ways. We first calculate the total power, background current, activa-
tion, burst, and refresh current by plugging in values to the DRAM
calculator [14]. These values include the number of reads, writes,
activates, cycles with all banks idle, and cycles with at least one bank
active. Additionally, we log the sequence of commands generated by

TABLE III
POWER VERIFICATION OUTPUT

NVMain DRAMSim

Activations/Precharges 63 1510

Reads 1466 1660

Writes 168 142

Total Power (W) 5.963 8.323

Total Background Current (mA) 14,399,680 14,376,480

Total Activation Current (mA) 544,320 13,046,400

Total Burst Current (mA) 16,440,320 16,382,080

Current per Activate (mA) 8640 8640

Current per Read/Write (mA) 629 627

our FR-FCFS memory controller and inject these into DRAMSim’s
command queue. In both case we obtain the same values, which is
expected for identical IDDx values.

C. Endurance Model Verification
The idea of endurance modeling is to create techniques that can be

used to increase the overall lifetime of the whole memory system. A
simple technique to do this is to only write the bits that have changed
when a writeback to memory occurs. In a traditional DRAM system,
entire rows are read by sensing and removing charge from capacitors.
Subsequently, this data must be restored back to the capacitors after a
read occurs. For a write, the data is read in a similar manner, updated,
and restored back to the capacitor cells. If this same methodology
is applied to non-volatile memory, some bits would be needlessly
updated.

Currently, memory is written and read by cacheline. In this case, a
non-volatile memory updating a value from 2 to 3 will only change
1 bit out of 512 bits. In this case, only one bit should be written
to preserve the lifetime of the remaining bits. The drawback is that
data must be read before it is written back, and extra circuitry must
be either (a) added to the bank circuitry to quickly compare the bits
(e.g., an XOR gate in the sense amps) or (b) a read occurs from the
memory controller for all writes, and a write of the data along with
a mask of bits to write occurs. For our study we assume case (a)
and increase the latency and energy of a write proportional to the
delay of the added XOR gate. The technique to compare bits before
writing back to memory cells is referred to as data-comparison write
(DCW) in this paper, and is described in depth in [9].

For our validation, we compare the average results of our model
compared to the results found in [9]. Unfortunately, not all the same
benchmarks could be used, however, the results on an average were
very similar to what is found in the previous work. We compare
our results with the average number of redundant writes shown in
Figure 3 in [9]. Additionally, we verify against another technique
called FlipNWrite [17]. This technique is more difficult to verify as
the previous work had few benchmarks. We simply verify that the
number of bits modified by FlipNWrite on average is less than that
of DCW.

The idea behind FlipNWrite is to count the number of bits that
would be written for a particular partition of memory (e.g., 32-bits,
64-bits, etc.). If the number of bits being modified is more than half
of this partition, then the data is inverted and and a flipped bit is set.
On reads, the flip bit is checked to determine if the data should be
inverted before returning to the memory controller. In other words,
the data is written either inverted or non-inverted based on which has

Fig. 2. Percentage of bits updated compared to no endurance model (lower is better).
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the lowest hamming distance. Intuitively, the number of bits written
should always be lower, since you require this. For our verification
setup, we choose a partition size of 32 bits. As our comparison
demonstration, we compare these two techniques versus having no
endurance saving technique whatsoever.

The results of the comparison are shown in Figure 2. Our simula-
tions are run using the SPEC2006 benchmark suite. We obtain data
values by connecting our simulator to gem5 [18]. The results are
taken simultaneously between all techniques, meaning the number
of writes that have occurred and the number of memory cycles
elapsed are equal. For our endurance distribution model, we use a
Gaussian distribution, meaning not all memory cells will have the
same endurance values. There is no correlation between endurances
of nearby cells. When a cell is written, a number from the Gaussian
distribution is chosen as the number of cycles remaining to write.
This value is decremented on subsequent writes to this bit.

The graph shows that in all cases FlipNWrite performed better
than DCW, as was expected. Additionally, our average is 17.8%,
which matches closely the value in [9], Figure 3, which shows
approximately 83% of cells are redundant writes. Since 83% are
redundant, only about 17% need to be written.

IV. CASE STUDIES

To demonstrate the flexibility of our simulator and provide a case
study, we demonstrate comparing different memory controllers. Since
the most significant issue with non-volatile memories are related to
writes, memory controller scheduling makes a difference both in
terms of performance and power. For our study, we compare two
simple memory controllers along with a more advanced recently
proposed memory controller that runs on a different interconnect than
the model shown in Figure 1.

A. Memory Controllers
Modeling different memory controllers is also a very popular topic,

not only due to non-volatile memory but due to multi- and many-core
architectures. Due to large write times in popular memories, such as
phase-change memory, memory controllers may attempt to split reads
and writes into different queues, and give very low priority to writes.
To demonstrate the simplicity of changing memory controllers in our
simulator, we ran a comparison of two simple and one more advanced
memory controllers.

The simple memory controllers compared in the study are a simple
close-page mode, first-come first-serve (FCFS) memory controller
and a first-ready, first-come first-serve (FR-FCFS) memory controller.
The FCFS memory controller issues all requests in the order they
arrive at the memory controller. Obviously this scheduling is too
simplistic and can lead to long queuing delays for requests going to
different banks or ranks. The next obvious approach is the FR-FCFS
controller. This scans the issue queue for requests that can be issued,
either because of a row-buffer hit or the target bank is closed and
can be activated to the row containing the data. For the request, we
expect the FCFS memory controller to perform worse than FR-FCFS
during periods of heavy memory traffic.

The more advanced controller is an implementation of the stack
controller described in [12]. Our sample stack interface controller
operates by guessing when a memory bank will be ready. A memory

Fig. 4. A stack interface model for non-volatile memory.

latency value (ML) equal to the row activation, burst read, plus
precharge timing is used as the guess value. Each bank has a timer
with the current ML value and the timer is decremented each memory
cycle. When the timer reaches 0, a memory request may be issued
by the memory controller to this bank. The stack controller makes
use of the flexibility in our simulator. The standard bus interface in
Figure 1 is swapped out for a stack interface, as shown in Figure 4,
however we can still use the bank-level timing and energy models
which are design to be modular.

Since memory timing is not as simple as just adding these
latencies, requests to the memory can occasionally come back as
not able to be issued. It is up to the bank to inform the memory
controller if the request could be issued yet or not. If requests are
not issued, the bank returns a NACK signal to the memory controller
and the request is added to the end of a NACK queue. At a timer
value of 0, requests in the NACK queue have higher priority over the
request queue.

In the proposed stack controller interface, requests do not return
until the bank has the data ready. Scheduling is as simple as decre-
menting a timer, so the resulting controller is much more simplistic
than a standard memory controller, resulting in much smaller area.
The idea is even more interesting in non-volatile memories, since
there is no data-restoration time in non-volatile memories. Therefore,
random read accesses sandwiched between activate and precharges
are faster than DRAM assuming similar activate and precharge
times. This method also implicitly allows for failures to be fixed or
circumvented without further complications to the memory controller.
One type of failure that may occur in non-volatile memory are hard-
errors, which can potentially be fixed, but not during the duration of
a typical read/write cycle.

For this comparison, we run traces of various SPLASH-2 bench-
marks without cycle timing constraints. That is, the memory opera-
tions are issued as fast as possible to each of the memory controllers
being compared. This methodology allows us to see the efficiency of
the memory controller under heavy load. As expected, the FR-FCFS
controller performs the best, since it is by far the smartest memory
controller. The FCFS controller performed the worst, since requests
in this controller will be blocked until the request at the head of the
issue queue is completed. The stack controller is between these two,
but closer to the FCFS controller in terms of latency. This is because
the timing for a read or write are not always equal to a memory

Fig. 3. Memory cycles (x-axis) per memory operation for various memory controllers (lower is better).
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Fig. 5. Total energy used normalized to DRAM for MRAM with FlipNWrite endurance scheme and without endurance.

activate plus read plus precharge time. As a result, some requests are
returned and reissued. For a reissue, the latency is guaranteed to at
least double.

B. Energy Comparison

To demonstrate our energy model, we also perform an experiment
comparing DRAM to MRAM. For this study, we use MRAM
parameters based on [19]. We simulate a 16MB bank with 512 word
sizes in NVSIM. For DRAM, CACTI 6.5 is used to simulate a 16MB
bank with 64 byte cacheline size. Results from both of these runs
were 0.564 pJ/bit and 10.881 pJ/bit for MRAM reads and writes and
1.13 pJ/bit and 0.93 pJ/bit for DRAM reads and writes. We can see
that the write energy per bit for non-volatile memories is much higher
than DRAM. However, in this case the read energy is lower. In our
target, we optimize the MRAM for read energy, therefore the MRAM
read latency is higher than the DRAM latency.

The energy values were used as input for the simulator’s energy
model. We used the SPEC2006 benchmark suite to generate the
number of bits written and read, as well as the number of activations
and precharges. Results of this are shown in Figure 5. In this graph,
MRAM+FlipNWrite represents the energy used when the FlipNWrite
endurance model is used. The MRAM bar represents energy when
an entire cacheline is written to the row for every write operation.

From the results we can see that endurance models inhibiting
bits from being written not only improves lifetime, but also greatly
helps to reduce the total power consumption used by the memory.
The remaining peripheral circuitry, such as output drivers, DLL, and
ODT circuitry are assumed to be on-par in terms of energy for both
DRAM and MRAM and are therefore not used as part of this energy
calculation (i.e., this compares array latency only).

V. CONCLUSIONS

In this paper we introduced a cycle-accurate main-memory sim-
ulator designed to model both DRAM and emerging non-volatile
memories. We discussed the basic model of a single bank along with
its extension to rank and channel level in terms of timing. We also
explored how to estimate the power of non-volatile memory systems
using input from lower-level circuit simulators such as CACTI or
NVSIM.

We also outlined our verification efforts in terms of timing, power,
and endurance modeling to prove the correctness of the simulator.
Timing is verified through long running simulations to check for
signs of invalid timing, such collisions on the bus or reads to the
wrong row. Power is modeled using either current and joule based
measurements. The values of the current-based method are compared
with DRAMsim. Endurance is verified by comparing the number
of bits changed versus the number of redundant writes reported in
previous work.

Finally, we demonstrate flexibility of the simulator by implement-
ing a different type of memory controller running on a different
type of interconnect than the standard DDR-bus model adopted from
DRAM systems. We also show simulation runs comparing the energy
of DRAM with MRAM to show how MRAM can provide a low-
power memory subsystem. Our tool hopes to alleviate difficulties in
design space exploration of main memory systems, a popular topic
in research today.
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