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Abstract—Fabricating circuits that employ ever-smaller transistors leads to dramatic variations in critical process parameters. This in

turn results in large variations in execution/access latencies of different hardware components. This situation is even more severe for

memory components due to minimum-sized transistors used in their design. Current design methodologies that are tuned for the worst

case scenarios are becoming increasingly pessimistic from the performance angle, and thus, may not be a viable option at all for future

designs. This paper makes two contributions targeting on-chip data caches. First, it presents an adaptive cache management policy

based on nonuniform cache access. Second, it proposes a latency compensation approach that employs several circuit-level

techniques to change the access latency of select cache lines based on the criticalities of the load instructions that access them. Our

experiments reveal that both these techniques can recover significant amount of the lost performance due to worst case designs.

Index Terms—Process variation, cache, address prediction, superscalar processors.

Ç

1 INTRODUCTION

IN parallel to ever-scaling technology, it is becoming
increasingly difficult to control critical transistor para-

meters for deep sub-micro designs [7]. The challenges in
fabricating small-feature-size transistors have resulted in
significant variability in these critical transistor parameters
such as channel length, gate oxide thickness, and threshold
voltage, across identically designed neighboring transistors
(intra-die variation [28]) and across different identically
designed chips (inter-die variation [29]). Variations occur
due to different factors during manufacturing, such as wafer
misalignment, random dopant fluctuations, and imperfec-
tions in planarization steps. The divergence between
designed and fabricated transistor parameters creates sig-
nificant functional correctness concerns such as stability
problems in memory cells, creation of new critical paths in
the design, and increased leakage currents. While designing
for the worst case process margins has been used as a
traditional option to deal with outliers, the degree of
variability encountered in the new process technologies
makes this a nonviable option for future designs [7], [10], [40].

Process variations are of a particular concern in memory
components that constitute a significant portion of the silicon
budget in processors. As memories are typically designed
using minimum feature sizes for density reasons, process
variation effects are most significant [32]. These variations in
memory circuits can result in reliability concerns which
include read stability, write failures, and access time
increases. Such effects demand additional techniques as
compared to traditional memory fault tolerance such as row
and column sparing. Also, operating the entire memory
based on the worst case process variation delay can result in
performance loss.

While read, write, and hold failures are very important to
address, access timing failures are of particular interest
because the prior work [4], [11] shows that they can occur
much more frequently than read, write, and hold failures. In
addition, timing failures present unique opportunities to take
advantage of. In particular, it needs to be noted that apart
from the design for the worst case option (which can solve
timing problem by prolonging access times), there are at least
two alternate ways of coping with this increased impact of
process variability on timing errors in the context of caches
and other memory components. The first of these is to adapt
the execution to variable access latency. For example, instead
of uniformly assuming the worst case latency for all locations,
one can try to take advantage of variable latencies of different
memory locations. The other option is to modify the latency of
select cache locations to enhance performance at the expense
of extra power consumption and/or accelerated aging. Our
goal in this paper is to explore these two alternate options and
compare them against the current practice of designing for
the worst case scenario.

Focusing on on-chip data caches, this paper makes the
following contributions:

. Exploiting variable access latency: We present an
architectural mechanism using which one can

IEEE TRANSACTIONS ON COMPUTERS, VOL. 58, NO. 7, JULY 2009 865

. M. Mutyam is with the Department of Computer Science and Engineering,
Indian Institute of Technology, Madras 600036, India.
E-mail: madhu@cse.iitm.ac.in.

. F. Wang is with Qualcomm, Inc., WC220K, 5775 Morehouse Drive, San
Diego, CA 92121. E-mail: fwang@qualcomm.com.

. R. Krishnan, V. Narayanan, M. Kandemir, Y. Xie, and M.J. Irwin are with
the Department of Computer Science and Engineering, Pennsylvania State
University, University Park, PA 16802.
E-mail: {rkrishna, vijay, kandemir, yuanxie, mji}@cse.psu.edu.

Manuscript received 7 Mar. 2007; revised 21 Jan. 2008; accepted 27 July 2008;
published online 3 Feb. 2009.
Recommended for acceptance by A. Gonzalez.
For information on obtaining reprints of this article, please send e-mail to:
tc@computer.org, and reference IEEECS Log Number TC-2007-03-0075.
Digital Object Identifier no. 10.1109/TC.2009.30.

0018-9340/09/$25.00 � 2009 IEEE Published by the IEEE Computer Society

Authorized licensed use limited to: Penn State University. Downloaded on December 6, 2009 at 22:07 from IEEE Xplore.  Restrictions apply. 



enhance performance of the application that uses a
variable latency cache. It makes use of both address
prediction [6], [8] and the March test [9], and tries
to issue instructions that depend on a load which
accesses a low latency cache location as early
as possible.

. Selective latency compensation: We present an approach
that dynamically reduces the latency of select cache
locations by relying on circuit mechanisms that trade-
off power and reliability with performance. Note that
we apply these mechanisms selectively as indiscri-
minate use of them can lead to significant power
consumption and accelerated aging.

. Experimental evaluation: We present an experimental
evaluation of these two techniques and compare
them to the worst case design practice. Our experi-
mental results, obtained using 12 SPEC 2000 CPU
benchmarks [3] and SimpleScalar toolset [2] show
that exploiting variable access latency brings sig-
nificant performance benefits over the worst case
design option. In addition, our experiments with
selective latency compensation indicates that we are
able to improve performance over our first optimiza-
tion (exploiting variable access latency). Overall, our
results demonstrate that exploiting both variable
access latency and selective latency compensation is
very effective and can be expected to replace the
worst case design option in the near future.

Our techniques can work not only for manufacturing

defects but also for variations that are gradual degradations

over time. Though we do not consider the time degradation

effects in this paper, by refilling the latency table at regular

intervals, we can minimize such effects.
Note that our techniques can be extended to other

process-variation-prone memory structures such as TLBs

and L2 caches. For larger sized caches such as L2 caches, we
can adopt our techniques by partitioning the cache into
coarse-grained banks and apply the prediction logic for each
of these banks to find their latencies. We can easily extend
our techniques for TLBs with minimal hardware overhead.

The rest of this paper is organized as follows: The next
section presents the simulation platform and default values
of our major simulation parameters. Section 3 discusses the
impact of process variation on cache memories. Sections 4
and 5 present the technical details of our variable latency
exploitation and selective latency compensation techniques,
respectively. The experimental results for each technique
are also given in the respective sections. Section 6 discusses
related work, and Section 7 concludes the paper.

2 EXPERIMENTAL PLATFORM

We use SimpleScalar toolset [2] to perform our experimental
analysis. We modify SimpleScalar to include port config-
uration for L1 data/instruction caches. We consider two
read ports and one write port each for both L1 data and
instruction caches. In our implementation, for each load
request, we check whether or not a port is available, and if
a port is available, we assign it to the requested load
instruction. On the other hand, to keep the implementation
simple, if the ports are not available, we block the requested
load instructions. Our default configuration parameters are
shown in Table 1. We use six SPEC 2000 CPU integer
benchmarks and six SPEC 2000 CPU floating-point bench-
marks (see Table 2). As shown in [21], for each benchmark,
we fast-forward and execute application-specific number of
instructions (shown in Table 2).

Fig. 1 illustrates the three pipeline structures against
which our approach is compared. The first of these, shown
in Fig. 1a, depicts the ideal case with no process variation. In
this case, the cache access is assumed to be pipelined in two
stages, each taking one cycle. Fig. 1b, on the other hand,
shows one way of dealing with the impact of process
variation which influences both these pipeline stages during
cache access. The delay of either pipeline stage can exceed
that of the nominal cycle time due to process variation. Note
that clock period for a stage is determined by worst case
pipeline stage; hence, even if process variation increases the
latency of one of the cache pipeline stages to two cycles, this
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Our Default Configuration Parameters
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Benchmark Codes Used in Our Experiments
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results in a four-cycle penalty for a two-stage pipeline.
Fig. 1c shows another possible solution to process variation.
In this solution, the cycle time is increased. Fig. 2 shows the
same cases as Fig. 1 except that we consider a three-stage
pipelined cache. Note that the solutions in both Figs. 1b and
1c (and Figs. 2b and 2c) are based on the worst case design
paradigm, and can lead to significant losses in performance.

3 ANALYSIS OF CACHE FAILURE DUE TO PROCESS

VARIATION

Fig. 3 shows a typical on-chip cache organization. In this
organization, the decoder first decodes the address and
selects the corresponding wordline in the data and tag
arrays. Each SRAM cell along the selected wordline has a
pair of bitlines, which are initially highly precharged. Sense
amplifiers monitor the change on bitlines and determine
the stored bits in SRAM cells. The bits read from the tag
array are compared to the tag bits of the address. In an
n-way set-associative cache, the results of n comparators
are used to drive a valid (hit/miss) output and the output
multiplexers. The output multiplexer drivers select the
correct output drivers so that the data output is available.
To achieve higher throughput, cache access in modern
microprocessors is usually divided into several pipeline
stages [19], [20]. For example, a cache access can have two
or three pipeline stages. In our two-stage pipeline, the first
stage performs address decoding and the second stage
accesses tag and data arrays, and performs sensing,
comparison, and data output. In our three-stage cache
pipeline, on the other hand, the tag comparison and data
output constitute the third pipeline stage.

The intra-die variations within a processor can lead to
variability in the behavior of the different portions of
identically designed components. These variations have
significant impact on the memory cells because they are
typically designed using minimum-sized transistors for
density reasons. Based on the underlying physical phe-
nomenon causing the variation, the variation can be totally
random (as in the case of threshold voltage fluctuations

due to random dopant fluctuation [29]) or spatially
correlated (due to lithographic variation [10]). The critical
parameter variations include channel length (L), gate oxide
thickness (Tox), and threshold voltage (Vth). In this work,
we consider the threshold voltage (Vth) variation as the
major source of intra-die variation, because the effect of
other parameter variations can be translated as effective
variation in threshold voltage [4]. The intra-die variations
can result in the following problems for on-chip cache
memories:

. Functional failures: This category of failures includes
memory cell read/write/hold failures. Read failures
result from variations in the memory cell that result
in the data value toggling when the cell is accessed.
In the case of a write failure, the drive strengths of
the memory cell are affected by the process varia-
tion, preventing the data value of the cell from being
modified. In addition to read and write failures,
when operating at lower voltages, data retention
failures are possible due to process variation.

. Timing failures: The process variation effects can
increase the access times for the memory reads
and writes. The increase in access times can result
from variations in the decoder, memory cell, sense
amplifiers, or tag comparators.

. Noise margin reductions: The process variations can
cause changes in the voltage transfer characteristics
of the inverter loop, thereby affecting the noise
margins of the design. This can make the different
cells asymmetrically susceptible to different external
noise sources such as radiation-induced soft errors.

Timing failures due to the variation in cache access
delays are observed to be dominant failure mechanism and
are shown to be about an order of magnitude higher than
the failure rate of other mechanisms [4], [11]. Consequently,
addressing timing failures is critical for dealing with
process variation effects. Fig. 4 depicts a typical cache
access and the plausible effect of process variation on the
access time. The address is asserted and, in response to this,
the corresponding wordline is activated. The wordlines
have considerable parasitic capacitance, and hence, take
finite time to be activated. Also, the decoder acts as a major
contributor to this delay. Bitlines are precharged to Vdd=2
and, once the wordline is active, bitlines begin to switch.
The bitlines are also have considerable capacitance, and
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Fig. 1. Different scenarios assuming an original cache access

latency of two cycles. (a) Pipeline progress without process variation.

(b) Increasing number of cache access cycles. (c) Increasing clock

cycle time.

Fig. 2. Different scenarios assuming an original cache access latency

of three cycles. (a) Pipeline progress without process variation.

(b) Increasing number of cache access cycles. (c) Increasing clock

cycle time.

Fig. 3. A typical cache organization [35].
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hence, take finite time to be activated, which is termed the
bitline delay (or cell access delay). Sense amplifiers are used
to reduce the bitline delay so that they swing only about
10-20 percent of Vdd. Sense amplifiers have their own delays
and contribute to the access time of the cache line. The bold
lines in Fig. 4 capture the cache access in the absence of
process variation. As can be seen from this figure, due to
process variation, various components of the cache can
possibly get affected adversely and the delay can be
increased. The dashed lines in Fig. 4 illustrate how the
different components can contribute to the total delay
variation. In the event of process variation, the access time
can exceed the maximum allowed (nominal) access time,
leading to access timing failure.

Intra-die variations make the cache a nonuniform
structure where different cache blocks or different portions
of a cache block can have different access times. For example,
an increased delay in the wordline driver increases the delay
of the entire word. In contrast, an increase in threshold
voltage of an access transistor of a memory cell affects the
access time of only that bit. The delay in accessing a cache
line can be broken down into various components. The
access time includes the decoder delay, wordline delay,
cell access time, bitline delay, sense amplifier delay, and
comparator delay. The cycle time of the cache is determined

by factoring in the sum of the worst case delays of the
different components in a single pipeline stage. However,
with process variation, the delays of each of these compo-
nents can vary significantly, resulting in access times to
different cache cells in the same design to vary significantly.

Fig. 5 shows the decoder delay variations for a 2 KB cache,
which has 128 rows of 16 bytes (128 bit) and is simulated
using BPTM 70 nm technology [1] in SPICE. For simulations,
we consider the threshold voltage (Vth) as the major source of
intra-die variation. From [4], we know that the effect of
other parameters can be translated as effective variation of
20 percent in threshold voltage. In our experimental analysis,
we consider 5, 10, and 20 percent variation in threshold
voltage. Fig. 5 shows the access delay variations for different
rows. From the results, it is obvious that the variation in delay
increases as the percentage of variation increases. This also
translates to less number of slower lines for lesser variation
percentages. From our experimental analysis, we find similar
trends in the case of delay variations in bitlineþsense
amplifierþcomparator. It indicates that the intra-die varia-
tions cause a large variation in access time for different cache
lines and different bits. There are two conventional worst-
case-based design approaches to accommodate such varia-
tions. The first one is to increase the clock cycle time based on
the worst case access time, which can have a negative impact
on the overall pipeline performance. In comparison, the
second approach maintains the original clock cycle time, but
each stage requires multiple clock cycles, determined based
on the worst case delay. Note that clock period for a stage is
determined by worst case pipeline stage; hence, even if
process variation increases the latency of one of the cache
pipeline stages to two cycles, this results in a four-cycle cache
access instead of two cycles for a two-stage pipelined cache.
Similarly, we will need six cycles instead of three cycles in a
three-stage pipelined cache. Note that while this second
approach only affects the cache performance, it can also result
in many of the faster lines being utilized suboptimally.
Overall, both these conservative approaches—based on the
worst case design scenario—can lead to significant perfor-
mance losses, and one may expect these losses to be even
more in the future.

Fig. 6 illustrates the impact of timing delays induced by
process variation on IPC values for both integer and
floating-point benchmarks. The first bar in the figure
represents the IPC degradation due to worst case design
scenario, where the entire cache operates with a uniform
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Fig. 5. Delay variations for different rows (decoder delay) for a 2 KB cache implemented using 70 nm technology with intra-die variation.

Fig. 4. Cache access timing diagram. The solid lines capture the
behavior of the different signals when no process variation occurs,
whereas the dashed lines represent the impact of process variation.
WLdelay, BLdelay, and SAdelay correspond to wordline delay, bitline delay,
and sense amplifier delay, respectively.
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access latency of four cycles (with two pipeline stages), with
respect to an hypothetical ideal fabrication process with no
variation is considered, where all cache sets are assumed to
have an access latency of two cycles. The second bar of each
application in the figure gives the IPC degradation due to
worst case design scenario with six-cycle latency (with three
pipeline stages) with respect to an ideal case scenario
with three-cycle latency. From this figure, we see that the
maximum IPC degradation is up to 3.5 and 5.63 percent for
two-stage and three-stage pipelined caches, respectively,
with an average IPC degradation of 1.51 and 2.82 percent,
respectively. Considering the IPC degradation and the fact
that process variation may adversely impact only a small
portion of the cache, there is a strong motivation to
investigate alternate options, instead of working with the
worst case access latency uniformly across all cache lines.

Motivated by the discussion so far and experimental
results presented above, in the rest of this paper, we explore
two potential ways to mitigate the impact of process
variation at the cache line granularity, instead of working
with the worst case design scenario. While process variation
influences designs at the granularity of a single memory cell,
we consider the resulting effects at cache line level. Also,
since cache layout is regular, this reduces the systematic
layout-dependent process variations [31]. Moreover, sys-
tematic process variation effects are more pronounced only
at the cache bank level, and consequently, we only model
random variation effects at cache line level. First, in Section 4,
we study the possibility of working with a cache where
different sets have different access latencies. In order to do
this, we propose a scheme that predicts the cache set to be
accessed by a load operation ahead of time and adapts
execution accordingly. Our second technique, explained in
Section 5, considers employing circuit compensation techni-
ques that attempt to shift the latencies of the cache lines
negatively impacted by process variation toward their
nominal values in a selective manner. These circuit com-
pensation techniques can result in additional power over-
heads and/or accelerated aging.

4 EXPLOITING VARIABLE ACCESS LATENCY

In this section, we present an approach that takes advantage
of the variance in access latencies of different cache lines.
Our goal is to minimize the performance penalties shown in

Fig. 6. We start by noting that, in order to take advantage of
the variances in access latencies, we need to be able to
predict ahead of time the latency that will be taken by a
given load operation. More specifically, given the static
address of a load, we should be able to predict the latency
that will be incurred by the data cache access.

4.1 Proposed Architecture

Fig. 7 shows the proposed architecture for variable latency
caches and the corresponding pipeline. This architecture has
two major components: set predictor and latency table. Given
the static address of a load instruction, the set predictor
predicts the cache set address of the data to be accessed. In
this work, we employ a 2-delta stride-based address predictor
[14] for set prediction. Stride-based address predictors
predict the next address by adding the sum of the most
recent address to the difference of the two most recent
addresses produced by an instruction. That is, if AN and
AN�1 are the most recent values, then the predictor computes
ANþ1 ¼ AN þ ðAN �AN�1Þ. In the 2-delta stride-based meth-
od, two strides are maintained. One of these strides (s1) is
always updated by the difference between the two most
recent values, whereas the other stride (s2) is used for
computing the predictions. When s1 occurs twice in a row,
then it is used to update the prediction stride s2. Once the
address of a load instruction is predicted, we compute the
corresponding set address. We consider the size of the
prediction table as 2K entries because it is providing good
accuracy with the nominal power and area overhead as
compared to other sizes such as 1K, 2K, 8K, and 16K entries.

The second component of our design is the latency table
that maintains the access latencies at a cache set granularity
(assuming that each cache set has a single latency which is
the largest latency among all its lines). The latency table for
the cache sets can be obtained by augmenting the March test
[11] employed during the functional testing of memory
components. A March test involves applying a specific
sequence of operations that read and write values of 0s and
1s to different locations in a memory. This sequence has been
traditionally used to weed out static faults such as stuck-at
faults. Recently, modifications have been suggested to the
March test that can also identify the effects of process
variation such as destructive readout failures [11]. The
latency table we employ can be initialized through such a
test that captures access time failures before the operational
phase of a microprocessor. The memory locations where
access failures can be removed through operating at a slower
frequency are provided a bit value of 1 in the latency table,
whereas those that can complete within a single cycle with no
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Fig. 6. IPC degradation due to baseline cases with respect to the ideal

cases for two-stage and three-stage pipelined caches, respectively.

Fig. 7. Proposed architecture and corresponding pipeline for exploiting

variable latency data cache. PL and AL are predicted and actual

latencies, respectively.
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access failures are initialized to 0. Note that the March test
also marks other bits to indicate permanent failures to enable
disabling these locations. This includes timing failures that
cannot be compensated by even doubling access latency. It
also needs to be mentioned that the latency table itself may be
subject to process variations. However, due to the reduced
wordline capacitance offered by a single cell used in our
lookup table, even with process variation, the cycle time
never exceeds the sum of the decoder and word line delay of
the cache. Specifically, in our simulation, the decoder delay
of the latency table was 100 ps with a variation of 11 ps, which
is less than 145 ps, the mean delay of the cache decoder for a
16-byte cache line. We calculated the energy and area
overhead due to the prediction table and the latency table
using CACTI 4.2 [38]. By adding the 2K entry prediction
table and 128-entry 1-bit latency table to the 16 KB L1 data
cache with two read ports and one write port, we incur
21 percent area overhead and 9.7 percent energy overhead
with respect to the L1 data cache.

We index the latency table using the predicted set
address to obtain the cache access latency so that the
dependent instructions can be issued accordingly. It is
important to note that as there are multiple pipeline stages
between decode and dispatch, our set prediction and
latency table access for the predicted latency do not fall in
the critical path. We issue dependent instructions only if our
load hit/miss predictor indicates that the load instructions
will hit in the L1 data cache (akin to Alpha 21264 [20]) and
the dependent instructions are issued based on the pre-
dicted latency of the corresponding load instructions.
Assuming for simplicity that we have two latency values,
C1 and C2, and due to process variation, we have C1 < C2,
there are a total of four possible scenarios, i.e., ðC1; C1Þ,
ðC1; C2Þ, ðC2; C1Þ, and ðC2; C2Þ, where the first component in
each pair is the predicted latency and the second component
is the actual latency. We note that compared to the baseline
architecture (the worst case design using a latency of C2),
there is a performance gain in the case of ðC1; C1Þ and no
performance loss in the cases of ðC2; C2Þ and ðC2; C1Þ. On the
other hand, in the case of ðC1; C2Þ, since we issue the
dependent instructions early, we need to replay the
instructions. This is the only scenario where we can incur
some performance penalty. So, we consider scenarios
ðC1; C1Þ, ðC2; C1Þ, and ðC2; C2Þ as the latency prediction hits
and ðC1; C2Þ scenario as the latency misprediction. In order
to replay the dependent instructions, we implemented a
selective replay [19] technique where the mispredicted load
and its dependent instructions are squashed and replayed.
The prediction accuracy of our stride-based prediction
technique is shown in Fig. 8. It is clear from the figure that
the latency prediction accuracy is high and it is around
90 percent for an L1 data cache in which process variation is
modeled by assuming 5 percent variation in the threshold
voltage.

There are two important issues that need to be clarified
at this point. First, the latency table in Fig. 7 is initialized
prior to execution with the actual latency values of the
cache sets. Consequently, the only time one can mispredict
the latency is when an address misprediction occurs; in
other words, the latency prediction is correct as long as the
address prediction is correct. Second, as mentioned above,
the latency table keeps access latencies at a set granularity.
The reason for this is that working at the set granularity

makes the implementation simpler, since we need to store
(encode) only one latency value for each set. Instead, if we
work at a cache line granularity, predicting the data address
would not be sufficient for predicting the access latency; we
would also need to predict the way that will be accessed by
the load instruction. However, inaccuracies in such a
prediction can lead to additional squash penalties and a
predictor that attempts this needs to maintain more
information than a simple address predictor.

Note that latency prediction at cache line granularity
has more potential to deal with variability than that of
cache set granularity. However, the current way-prediction
techniques for data caches are not accurate enough as in
instruction caches [33]. Furthermore, to predict the latency
of a cache line instead of a cache set, the latency table
has to maintain n bits per set, where n is the cache
associativity, which increases the hardware overhead.

4.2 Evaluation

Recall that we mentioned earlier that increasing clock cycle
time as an option for coping with the worst case delays
resulting from process variations. Assuming conservatively
that an increase in access latency can be compensated with a
cycle time increase of 5 percent, the execution time increases
by 5 percent (over the ideal case with no process variation).
In comparison, the experiments with the proposed scheme
(with variable latencies under the original clock frequency)
reveal an average increase of around 0.67 percent in
execution time as compared to the ideal case with no
process variation (refer to the first bar in Fig. 9). Therefore,
we can conclude that our approach is an effective option for
dealing with process variation.

The proposed architecture benefits over the baseline
architecture by permitting dependent instructions to be
issued based on the variable latencies captured by the latency
table. We see from the second bar in Fig. 10 that the proposed
scheme reduces the IPC degradation over the ideal case (i.e.,
cache with no process variation such that the access latency is
two cycles) two-stage pipelined cache to 0.67 percent. Note
that the perfect prediction reduces the IPC degradation over
the ideal case to 0.47 percent (the first bar in Fig. 10). The
difference between our prediction technique and a perfect
prediction scheme stems from the overheads incurred by
squashing and replaying instructions whenever the pre-
dicted latency is smaller than the actual latency.
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Fig. 8. Accuracy of prediction technique. Here we assume 5 percent

variation in the threshold voltage.
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We next study the impact of the percentage of cache sets
whose access times are increased due to process variation. So
far we assumed 5 percent variation in the threshold voltage.
We now study the effectiveness of our approach when
the threshold voltage variations are increased to 10 and
20 percent. It is obvious that the variation in delay increases
as the percentage of threshold voltage variation increases,
which can be translated to more number of slower cache
lines for higher threshold voltage variation percentages. The
average IPC degradation results given in Fig. 11 indicate that
our scheme gets more effective in terms of reducing the
IPC degradation over the ideal case when a smaller portion
of the cache lines are affected by process variation.

Fig. 12 shows results similar to those given in Fig. 10,
considering a three-stage pipelined cache instead of a
two-stage pipelined cache. We find that the average IPC
degradation of the baseline case (designed for the worst
case with six-cycle latency) over the ideal case is 2.82 per-
cent, whereas the average IPC degradations of the perfect
prediction and our prediction technique over the ideal case
are 1.1 and 1.5 percent, respectively.

So far we assumed that a process-variation-affected set
takes twice the nominal delay of a clean (i.e., nonprocess
variation affected) set. We now study the effectiveness of
our technique when the difference between the access
latencies of process-variation-affected sets and clean sets is

small. We conducted experiments by assuming a process-
variation-affected set takes four-cycle latency (i.e., baseline
latency is four cycles), while a clean set takes three-cycle
latency (i.e., ideal latency is three cycles). From Fig. 13, the
average IPC degradation of the baseline case over the ideal
case is 0.78 percent, whereas the average IPC degradation of
our prediction technique over the ideal case is 0.4 percent.
From these results, it is clear that even for nonuniform
access latency caches with the variation in latencies is small,
our technique can achieve performance close to the ideal
case performance. We also conducted experiments with
different issue widths, RUU sizes, and load/store queue
sizes. The results are shown in Fig. 13. From the figure, for
scenarios where issue width is reduced or sizes of RUU and
LSQ are reduced, we can see the similar trends for our
technique. Overall, our technique is effective in reducing
the performance penalty due to process variations.

Note that techniques to exploit variable access latency in
memory components are already proposed in literature in
the name of nonuniform cache access (NUCA) designs. Due
to increasing global wire delays across the chip, the data
residing in the cache portion closer to the processor can be
accessed faster than that of the data residing farther from the
processor. In order to minimize the impact of growing wire
delays in the large cache designs, NUCA designs [21] are
proposed. In NUCA designs, large caches are broken into
banks such that the banks can be accessed with different
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Fig. 10. IPC degradation for different approaches with respect to the
ideal case of two-cycle latency for a two-stage pipelined cache. Here we
assume 5 percent variation in the threshold voltage.

Fig. 11. Percentage degradation in IPC values over the ideal cache with

no process variation when a two-stage pipeline is considered.

Fig. 9. Percentage of increase in execution cycles of our techniques over
the ideal case with no process variation. Here we assume 5 percent
variation in the threshold voltage.

Fig. 12. IPC degradation for different approaches with respect to the
ideal case of three cycle latency for three-stage pipelined cache. Here
we assume 5 percent variation in the threshold voltage.

Authorized licensed use limited to: Penn State University. Downloaded on December 6, 2009 at 22:07 from IEEE Xplore.  Restrictions apply. 



latencies and the partitioning the large cache into smaller
banks is done based on the cache locations distance from the
processor. These NUCA designs can be easily adopted to the
variations problem. When systematic variations are consid-
ered, cache locations which are physically close to each other
are strongly correlated and have similar variation impact,
so the cache can be broken into set of banks based on the
correlation factor and access with different latencies. A
similar approach is considered in horizontal yield-aware power-
down cache architecture technique [30]. Our technique is
similar to the NUCA design, but we apply our technique to
smaller size L1 data caches and partition the cache into set of
banks such that each bank can accommodate a single cache
set. The reason for considering such a finer granularity cache
banks is to minimize the performance loss due to process
variations significantly. One can partition process-variation-
affected caches into coarse-grain cache banks for minimizing
the overhead due to extra hardware required to maintain the
latency table and prediction logic, but it may not be effective
in terms of reducing the performance loss due to process
variations. For larger caches such as L2 and L3 caches,
generally it is not a good idea to use fine-granularity cache
banks as the overhead due to latency table and prediction
logic is very significant, so our technique can be applied in
such cases by considering large size banks.

5 SELECTIVE LATENCY COMPENSATION

The approach described in the previous section improves
performance by exploiting the variance in access latencies of
the different cache sets. While the improvements obtained
are reasonable, one can do even better if all cache sets can
operate with the minimum access latency. We first discuss
several circuit techniques that compensate the increase in
access latency due to process variations. After that, we
propose an architectural solution that exercises these circuit
techniques selectively to ensure that critical data are
accessed from the cache lines that have low access latency.
It is important to exercise these compensation mechanisms
selectively since they incur extra power consumption. Note

that our goal is to approach the performance of ideal case
with the minimal additional power consumption.

5.1 Circuit Compensation Techniques

There are different variability-aware adaptive techniques
that can be employed to gain back the performance loss
incurred due to process variation at the cost of other factors
such as leakage and dynamic power consumption. Here, we
present details of two important techniques we employ.
Other possible techniques can be found in [4], [12], [32].

. Body biasing: Body biasing techniques can be used
effectively to adjust the transistor threshold (Vth). The
body bias can be optimized during post-fabrication
test or dynamically changed during runtime. Adap-
tive body biasing methods [12], [16], [39] have been
adopted in circuits to explore the trade-offs among
performance and power. Some of these methods [12],
[39] apply a single-body bias across an entire die,
adjusting Vth for all NMOS transistors and/or all
PMOS transistors, so that the inter-die process
variation can be mitigated. However, in our ap-
proach, intra-die variation is the reason that causes
variances in access latencies across the different
cache sets. Therefore, body biasing must be applied
at a smaller granularity within die, i.e., at the
granularity of a cache set. A locally generated body
biasing scheme, which is proposed by Gregg and
Chen [16] and requires very little overhead, is used in
our approach, so that each cache set can be
individually body biased.

Forward Body Biasing (FBB), where the device
body-source junction is forward biased, is an
effective technique to improve circuit delay and
robustness without requiring transistor redesign.
Fig. 14a shows the concept behind FBB. Usually
the body of PMOS (NMOS) transistors is tied to
Vdd (Vss) (i.e., in Fig. 14a, Vpb ¼ Vdd and Vnb ¼ Vss);
however, when the body of NMOS or PMOS is
forward biased (i.e., Vpb < Vdd and Vnb > Vss), the
effective threshold voltage of the transistor is
lowered, so that the circuit delay is reduced.

Fig. 15 shows the effect of FBB technique on the
cell delay and the decoder delay. It can be seen from
the experiment that when the transistors are not body
biased (nominal), cell (decoder) has a large delay and
variation. When forward body bias is applied, the
delay is improved and the variation becomes smaller.
Researchers [7], [27] have shown that increasing the
body biasing can achieve better improvement when
FBB is less than 0:5 V, and then starts to get worse. It
was empirically shown [7] that 450 mV is the optimal
FBB for sub-90 nm technology. Our experiments
indicate that the SRAM cell can have about 50 percent
of delay reduction, while the decoder delay reduction
is about 10 percent, when an optimal FBB 450 mV is
applied to a cache line. Therefore, by employing
forward body biasing technique, a slower cache line
can be speed-up at runtime. However, the potential
performance improvement does not come for free.
Specifically, lower threshold voltage incurs higher
leakage power (our experiments show that the cell
leakage increases about sixfolds when 450 mV FBB is
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Fig. 13. IPC degradation for different schemes with respect to the ideal
case for different configurations. Here we assume 5 percent variation
in the threshold voltage. We use the notation kissue-n-m-p(q)cycle in the
x-axis which indicates issue width is k, the RUU and LSQ sizes are n
and m, respectively, and the ideal and baseline access latencies for L1
cache are p and q, respectively.

Authorized licensed use limited to: Penn State University. Downloaded on December 6, 2009 at 22:07 from IEEE Xplore.  Restrictions apply. 



applied). Reducing leakage power is a critical design
goal for caches, and therefore, FBB should be applied
only if it is necessary (i.e., only when the performance
benefits it brings are higher than the extra power
consumption it causes).

. Wordline boosting: WL (wordline) boosting can also
be utilized to compensate for the victim cache lines.
Wordline boosting increases the wordline voltage to
be higher than nominal Vdd, so that the access
transistors for the SRAM cell are much easier to be
turned on, resulting in a faster access time for the
SRAM cell. Fig. 14b shows the implementation of
the wordline boosting technique. Control and
Control signals control whether the virtual Vdd of
the wordline driver should be connected to a
higher Vdd. Fig. 16 shows the effect of the wordline
boosting on the access time for the memory cell. It
can be seen that the mean cell access time can be
improved from about 65 to about 30 ps. However,
due to larger voltage swing on the wordline, which
drives large gate capacitance, the dynamic power
consumption is increased. Furthermore, this techni-
que also affects the reliability of the memory cell.
Due to the increase in the operating voltages, the
memory cell becomes more vulnerable to various

accelerated aging failures, such as Time-Dependent
Dielectric Breakdown (TDDB) and Electromigration
[36]. Using a similar model to the one presented in
[36], we observe that the Mean Time To Failure
(MTTF) of a memory cell due to TDDB may reduce
by 4.2 percent, with just a minor increase in the
operating voltage of the memory cell from 1 to
1:05 V at 350 K. Another significant impact of
voltage increase of the wordline is on the lifetime
of the memory cell. The functionality of transistors
are typically affected over time due to the electron
trap generated in the oxide, also termed the Hot
Carrier Effects [24]. Such effects are aggravated by
the increase in the operating voltages, and there-
fore, have a direct impact on the lifetime of
operation of the memory cells. As a result, similar
to the FBB techniques, Wordline Boosting should be
applied selectively only to those victim cache lines
that can provide significant performance goals.

5.2 Architectural Approach for Selective
Compensation

We now discuss our approach that selectively activates the
circuit techniques discussed above. In the proposed
approach, the functionalities of the address prediction logic
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Fig. 15. Effect of FBB technique on the cell delay and the decoder delay:

the SRAM cell can have about 50 percent of delay reduction, while the

decoder delay reduction is about 10 percent, and the variations become

smaller, after an optimal FBB 450 mV is applied to a cache line.

Fig. 14. Circuit compensation techniques for slower cache lines:
(a) Body biasing: usually Vpb (Vnb) is tied to Vdd (Vss). FBB forces Vpb
(Vnb) to be lower (higher) than Vdd (Vss). (b) Wordline boosting: the output
of the wordline driver can be switched to a higher Vdd so that the access
transistors for SRAM cells are easier to be turned on.
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and the latency table are the same as discussed in the
previous section. The new component is the criticality
predictor that predicts whether a given load instruction is
critical or not. In this context, a critical load is a load that
needs to be executed as early as possible in order to
maximize performance, whereas a noncritical load can
tolerate a long latency. We use the criticality predictor
proposed in [34]. It is observed in [34] that 25 percent of the
loads are critical and of the remaining 75 percent of loads,
results 43 percent of loads are used only after 2 or more
cycles and almost 50 percent of the time the results are used
after 10 or more cycles. It is also observed in [34] that the
performance loss due to doubling the L1 data cache access
latency for loads whose results are not immediately used is
negligible (2 percent) whereas doubling the cache access
latency for all loads results in 10 percent performance loss.
When a critical load accesses a data block, the data block is
also considered as critical, and hence, the access latency of
the block should be minimized in order to reduce the
performance penalty. We classify loads as critical or
noncritical based on whether their results are used
immediately in the next cycle or not. In order to classify
loads, we use the criticality classification via rename register
as in [34]. We add two extra bits to each rename register,
which are initially in the original state (00) (see Fig. 17).
Whenever a load writes its data to the rename register, the
bits change to (01). Based on whether or not the rename
register is read in the next cycle, the bits change to (11) or
(10), respectively. Once we identify the criticality informa-
tion, we update the criticality bit in the prediction table. The
criticality bit is used to change the latency of the set which is
predicted by the next dynamic instance of the load. As we
access the prediction table for each dynamic invocation of a
load, we reidentify the criticality information.

The address of a load instruction is used to access both the
address predictor and the criticality predictor. The output of
the address predictor is fed to the latency table to predict the
access latency. The criticality predictor predicts whether or
not a load instruction is critical. When the cache is accessed,
we activate the compensation circuitry of the accessed set if
the output of the criticality predictor is positive (i.e., it
predicts that the load is critical) and the current access
latency is larger than the minimum latency value. Since both

critical loads and noncritical loads can access the same cache
lines, our approach also periodically (in every 2,000 cycles)
deactivates the compensation circuitry for all the cache sets
to reduce the incurred extra power consumption.

5.3 Evaluation

We now quantify the impact of selective latency compensa-
tion on IPC. The third bar for each benchmark program in
Figs. 10 and 12 show the IPC degradation with respect to
the ideal case when using selective compensation circuit.
From Figs. 10 and 12, it is clear that the selective latency
compensation scheme reduces the IPC degradation to 0.35
and 0.63 percent for the two-stage and three-stage pipelines,
respectively. The percentage of increase in execution cycles
of the selective compensation technique is 0.35 percent over
the ideal case with no process variation (refer to the second
bar of Fig. 9). From Fig. 13, it is clear that the selective
compensation technique can also work effectively for
nonuniform access latency caches with the variation in
latencies is small. From Fig. 13, we can see that selective
compensation technique works better even for smaller issue
machines and reduced sizes of RUU and LSQ.

As the effects of random variations on L1 data caches are
modeled in this paper, so far we took a random point in
the variation space which represents a processor with its
L1 data cache having some cache lines as fast and some as
slow, where the number of cache lines which are fast/slow
is determined based on the variation in the threshold
voltage. Instead of considering a single random point in the
variation space, we now study the impact of our techniques
by considering 100 such random points with each point
represents a processor with its first level cache having
different number of cache lines as fast/slow. Fig. 18 shows
the IPC distribution for “Galgel” and “Twolf” benchmarks
when considering 100 random points in the variation space
by assuming 5 percent variation in the threshold voltage.
From the figure, it is clear that our techniques perform better
than the baseline case.

We now discuss the leakage overhead due to the
selective compensation technique. The total leakage energy
overhead (as shown in Fig. 19) is calculated using two
factors: 1) the cell’s leakage energy overhead when FBB is
applied and 2) the number of times FBB is applied. For the
first factor, from our experiments, when 450 mV FBB is
applied, we observe around sixfold increase in the cell’s
leakage energy, and for the second factor, for each bench-
mark running on SimpleScalar simulator, we calculate the
total number of simulation cycles during which FBB is
applied to a set of process-variation-affected cache sets
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Fig. 16. Effect of wordline boosting technique on cell delay: access time

can be reduced by more than 50 percent and variation becomes smaller.

Fig. 17. Load criticality identification [34].
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which are selected using our selective compensation
technique. The leakage power overheads incurred by this
selective scheme are small (around 5.54 percent increase in
leakage energy for FBB; refer to Fig. 19), as compared to a
brute-force approach that compensates the latencies of all
cache sets (sixfold increase in leakage energy).

6 RELATED WORK

We discuss related efforts in two categories. In the first
category are the process-variation-related efforts, whereas
the second category includes the work on mitigating
negative impact of long memory access latencies.

It has been shown that both inter-die [29] and intra-die
[28] process variations have significant impact on both
performance and power consumption of a chip [7], [10],
[40]. The effects of process variation need to be properly
addressed so that the variations in performance/power can
be reduced. Adjusting the body bias of transistors is an
effective way of modifying the operating parameters [12],
[16], [39]. The body biasing can be applied during
postfabrication test or dynamically adjusted during run-
time. One can apply a single body bias for all NMOS
transistors or PMOS transistors for the entire die [7], which
can only address the inter-die variation; a finer granularity
within-die body bias [16], [39] can help reduce the impact
of intra-die variation. A locally generated body bias method

[16] allows for highly localized body biasing with very little
overhead. The impact of process variation on memory has
been analyzed by some previous work [4], [11], [18].
Chen et al. [11] made a complete analysis of the emerging
SRAM failure mechanisms due to process variations and
proposed two test solutions. Heald and Wang [18]
examined the SRAM variations found with sub-100-nm
designs. Agarwal et al. [4] analyzed SRAM cell failures
under process variation and proposed a new variation-
aware cache architecture suitable for high-performance
applications. For a small-sized embedded SRAM, the
decoder and the wordline drivers are responsible for the
majority of the delay and energy variation, and therefore,
Papanikolaou et al. [32] present techniques for variable
tapered buffer design for embedded SRAM decoder, so that
the decoder configuration can be changed at runtime.

Ozdemir et al. [30] proposed four yield-aware cache
microarchitecture schemes for data caches, which include
turning off all cache ways or horizontal regions of the cache
that cause delay variations and/or have high leakage or
working with variable latency caches. The main difference
between our technique and the variable latency cache
architecture (VACA) scheme proposed in [30] is that we
use prediction mechanism to issue dependent instructions
of a load instruction, whereas in the VACA scheme, the
functional units are augmented with special buffers that
allow the dependent instructions of a load instruction to
stall for necessary number of cycles if the load instruction
is delayed. Hung et al. [17] proposed a soft-error and
variation-aware cache architecture to improve yield and
reliability with low overheads.

Several techniques have been proposed to address the
increasing access latency problem of memory components.
Address prediction [5], [6] tries to predict the load addresses
in the front-end of the pipeline and accesses data cache
speculatively. Memory dependence prediction [13], [26]
predicts dependence between a load and prior stores to
reduce load issue delay and improve performance. Load
reuse [37] compares the operand values of a previous
dynamic load instruction stored in its reuse table with the
values read from the register file of the current dynamic load.
Load value prediction [8], [23] tries to predict the values that
would be brought by load operations early in the pipeline.
Note that the latency problem identified and studied in this
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Fig. 19. Leakage energy overhead over the baseline case due to

applying FBB in the selective latency compensation technique. Here we

assume 5 percent variation in the threshold voltage.

Fig. 18. IPC values for (a) “Galgel” and (b) “Twolf” benchmarks for 100

different cache configuration points. Here we assume 5 percent variation

in the threshold voltage.
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paper is different from the main problem attacked by these

previous studies. Our work focuses on mitigating the impact

of process-variation-induced problems in cache memories.

There have also been efforts [15], [22] that deal with process

variation in other components of a processor.

7 CONCLUSION

In this work, we focused on the timing failures resulting

from process variation and proposed two novel mechan-

isms to cope with these failures. Our first approach deals

with timing failures by allowing, where possible, some

cache sets to operate with higher access latencies. Our

second approach tries to compensate for the effects of

process variation by trading off higher energy consumption

and/or accelerated aging with better performance. Based

on our experiments, we make the following observations:

. Based on our circuit simulations, we found that the
decoder and cache array delays can vary by up to 24
percent when modeling intra-die variations in 70 nm
process technology. We also found that forward
body biasing and wordline boosting techniques can
regain some of the performance losses due to
process variation.

. We observed that working with variable access
latencies (i.e., adapting execution based on them)
can bring significant performance gains as com-
pared to pessimistic approaches that adopt the
worst case design scenario (either in the form of
increasing clock cycle time or in the form of
increasing the number of cycles required to access
the cache). The predictive scheme implemented in
this work enables the recovery of 67 and 65 percent
of the lost performance due to increasing number of
access cycles for two-stage and three-stage pipelined
caches, respectively. We also found this technique to
be effective across different applications and ma-
chine configurations explored in this paper.

. Our experiments with selective latency compensa-
tion indicated that this approach can be very
effective and recover the performance loss due to
increasing the number of access cycles by 93 and 92
percent for two-stage and three-stage pipelined
caches, respectively. We demonstrated that the
power overheads incurred by this selective scheme
are small (around 5.54 percent increase in leakage
energy for FBB), as compared to a brute-force
approach that compensates the latencies of all cache
sets (sixfold increase in leakage energy).
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