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Abstract
Interconnect is one of the major concerns in current and fu-

ture microprocessor designs from both performance and power
consumption perspective. The emergence of three-dimensional
(3D) chip architectures, with its intrinsic capability to reduce
the wire length, is one of the promising solutions to mitigate
the interconnect related issues. In this paper we implement a
few components of a microprocessor using custom design to
show the potential performance and power benefits achievable
through 3D integration under thermal constraints. We also in-
troduce a standard cell based 3D design flow which leverages
the commercial 2D design tools. Using this design flow we pro-
vide performance results of wide range of arithmetic units in
3D, thus introducing a fast method to analyze the performance
benefits of 3D designs. In contrast to prior work, which mostly
investigates single components of a processor, our work takes
multiple components into consideration and the experimental
results are promising in terms of delay and power reductions.
Complex designs in 3D that have equivalent performance com-
pared to a simple 2D designs is taken for IPC improvement
analysis. An IPC improvement of 11% shown for a micropro-
cessor implemented in 2-strata 3D technology.

1 Introduction
Interconnect accounts for a major portion of power con-

sumption and communication delay of microprocessors, solu-
tions to mitigate wire-related problems have been widely pro-
posed in recent years. The use of three-dimensional (3D) in-
tegrated technology [1, 2, 3, 4, 5] is one technique being vig-
orously researched to alleviate the problems of interconnects.
In 3D technology, device layers are processed separately and
stacked vertically with 3D vias [6] providing the vertical con-
nection between dies. One key advantage of 3D chips over tra-
ditional two-dimensional chips is the direct wire length reduc-
tion. This in-turn reduces parasitics associated with long in-
terconnect leading to power savings, and latency improvement
associated with global interconnects.

Recently, there has been quite an amount of work in literature
looking into the implementation of processor components in 3D
technology [4, 7, 8, 9]. Das et. al [1] has developed tools that
supports custom 3D layouts, placements, and routing. There
are companies that ships 3D-stacked SRAM and DRAM prod-
ucts [10]. However, there are only few works focusing on 3D
micro-architectural studies for high-performance microproces-
sors. For instance, potential benefits of implementing a micro-
processor in 3D technology were described [2] [11], that does
3D exploration at architectural level and not much information
is available on individual component designs. Recently Kiran
et al. [7] [8] [9] have looked into 3D implementation of in-
dividual components in microprocessor and provided detailed�
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custom design for each components.
Thermal issues is considered to be a potential problem in 3D

layers that are away from heat sink. Through a proposed CAD
flow design of circuits in 3D, performance and power benefits of
3D designs are studied under thermal constraints [12]. Increase
in bus frequency and width are projected as major contributors
to performance increase when going from 2D to 3D [13]. Here,
only the memory (cache and DRAM) is implemented in 3D
and the system frequency is kept low to reduce thermal prob-
lems. This loss in system frequency can be recovered by in-
telligent placement of core components in multi layers. Intel
case study showed that the worst-case temperature can be kept
under control by using 3D design to reduce the total power con-
sumption, thus achieving a performance benefit of 15% from
3D designs[14].

In this paper, we explore the custom design of few impor-
tant micro-architectural blocks that includes instruction sched-
uler, Kogge Stone prefix adder, and logarithmic shifter. Com-
parisons between 2D and 3D implementations of these compo-
nents show favorable results for 3D design in terms of perfor-
mance and power under thermal constraints. Further we pro-
pose a standard-cell based design-flow to design components
in 3D and obtain performance characteristics. However, due to
the complexity of micro-architecture, the whole gain of 3D in-
tegration is much more difficult to determine; more specifically,
a full microprocessor implementation for a specific technology
is required. Therefore, our work demonstrates the potential ad-
vantages of the 3D micro-architecture to architects and thus help
the designers to make decisions at an early stage of the design
process.

The rest of the paper is organized as follows. Section 2
briefly reviews the 3D technology. Section 3 investigates the
possibilities of implementing the components of a microproces-
sor in 3D. Section 4 presents and discusses experimental results.
We conclude this paper in the last section.
2 Background of 3D Technology

There are numerous novel 3D integrated technologies un-
der development [15]. One of the most promising styles of 3D
technologies is wafer-bonding technology [6], in which 3D inte-
grated circuits are formed by vertical stacking of multiple strata.
Each stratum is an active device layer and is processed indepen-
dently, and 3D vias provide die-to-die connections. There are
two types of bonding techniques, face-to-face and face-to-back,
that are shown in Figure 1. In face-to-face bonding [2, 5], the
3D vias are processed and deposited on top of metal layers as
the traditional metal etching technologies. Although this ap-
proach can provide higher via density, due to the similarity of
synthesizing the regular on-die interconnects, it allows only two
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active layers in a 3D stack. For face-to-back bonding [1, 4], on
the other hand, any number of dies can be stacked. However,
vias in this configuration must be etched through the back side
of a die and less via density is possible due to the less resolu-
tion of the etching process compared to its counterpart. In our
approach, we assume a face-to-back bonding technology.
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Figure 1. (a) Face-to-face bonding. (b) Face-to-back
bonding.

The distance between two top metal layers is about the height
of 5  m to 20  m and the dimension of die-to-die vias vary from
1  m-by-1  m to 10  m-by-10  m depending on the technology
[4, 5, 6]. The relatively large size of via makes the interconnect
delay going through wafer to be relatively much smaller. As
reported in [5], the communication delay of a die-to-die via is
much less than a FO4 delay in the 70nm technology.

3 Processor Modules in Exploration
In this section we first analyze the custom design of individ-

ual components like instruction scheduler, Kogge Stone adder
and Logarithmic shifter in 3D. Then we describe a standard cell
based 3D design flow which leverages the commercial 2D de-
sign tool.����� ���������������! #"$�%���'&�(*)+�-,.(/�

The instruction scheduler consists of two major components,
wake-up and selection logic. The wake-up logic is responsible
for awakening instructions and the selection logic determines
which instructions to be issued up to the maximum issue width
of a processor. Due to its complexity, it consumes a lot of energy
and is also predicted to be a clock speed limiter [16] as feature
size scales.

The architectural level structure of both wake-up logic and
selection logic are shown in Figure 2. Our implementations of
these components adopted the architectural designs proposed
in [16]. The delay of the wake-up logic can be expressed as021436587:9<;>=6?A@CBADFEHGCI�JK;>=6?A@ML+?M=6NPO�JQ;SRTDULV?A=6NPO

, where
;>=6?A@CBADUEWGCI

represents the time taken by buffers to drive tag bits,
;S=6?A@MLV?A=6NPO

represents the time for a comparison cell implemented as CAM
structure to pull down the match line, and

;XRTDULV?A=6NPO
represents

the time needed to OR individual match line. The delay of the
selection logic is composed of the propagation time for request
signals to get to the root arbiter cell, the time for the root arbiter
cell to generate the grant signal, and the time to propagate the
grant signal to the selected instruction for starting execution.

The delay of the wake-up logic is affected by both issue
width and window size, whereas the selection delay is mostly
influenced by the size of the instruction window. More specif-
ically, the

; =6?M@MBADUEHGCI
is the most influential one in deciding the
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Figure 2. (a) Wake-up logic. (b) Selection logic.

overall delay of the issue logic based on HSPICE simulations
results shown in Figures 3(a), 3(b), and 3(c). Figure 3(d) shows
the power consumption increase with window size due to big
cumulative capacitance, and with issue width due to more wires
that needed between functional units and comparison cells.

(a) (b)

(c) (d)

Figure 3. Wake-up logic delay breakdown and power
with different issue widths and different window size.

Figure 4(a) shows the delay breakdown of the wake-up logic
with different issue widths and a fixed instruction window size
of 64. It can be observed that the time of

;XRFDFLV?A=6NPO
is only af-

fected by the issue width, albeit slightly. This is because the de-
lay of an OR gate is mainly decided by the number of input pins
it has, which corresponds to the issue width. On the other hand,
window size has greater impact on the delay than issue width
because the wire delay is more eminent in advanced technolo-
gies. Note that, neither the window size nor the issue width af-
fects the time of tag-match since the comparison cell is designed
based on CAM structure and its delay is solely dependent on the
time for discharging the match line. Figure 4(b)shows the delay
breakdown of the selection logic for different window sizes and
issue width of 8. As can be observed, the delay of the arbiter
is independent of the window size and the increase in delay for
forward and backward paths are not 100% for window size 8 to
16 and window size 32 to 64 due to the

3.Y[Z!\
structure [16] of

the selection logic.
As current and future micro-architectural designs have ten-

dencies of adopting wider instruction issue width and larger
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(a) (b)

Figure 4. (a) Wake-up logic delay breakdown. (b) Se-
lection logic delay breakdown.

window size, the long latency of
; =6?A@CBADFEHGCI

will only exacerbate.
One solution to tackle the wire-induced problems is the move to
3D technology, and thus implementing this logic in 3D to miti-
gate the derivative issues of

; =6?A@CBADFEHGCI
. From this point of view,

two possible partitioning approaches can be applied to the long
tag-drive lines. The first one is referred to as horizontal parti-
tioning (shown in Figure 5a), which cuts the tag-drive lines in
half horizontally and place one-half length of tag-drive lines on
the first layer and that of the other on the second layer assuming
two active device strata are used. In other words, we duplicate
the tag-drive lines with only half-long length of tag-drive lines
onto each layer and thus lowered wire capacitance can be ac-
quired. We refer the second approach to as vertical partitioning
(shown in Figure 5b), which separates the tag-drive lines verti-
cally into two halves. That is, we can assume tag[0:3] is on one
stratum while tag[4:7] is on another stratum.
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Figure 5. (a) Horizontal partitioning of tag-drive. (b)
Vertical partitioning of tag-drive.

���6] �_^a`b�8 .�!&-cd(e�! #�Q^f(*�! .g$�
In this section, we look at 3D arithmetic unit designs. Ac-

cording to [3], highly parallel circuits benefit more from the in-
creased number of neighboring gates in 3D systems than those
highly serial circuits. Therefore, we only investigate some arith-
metic function units that can have potential improvement on
critical paths while implemented on 3D.

3.2.1 Kogge Stone adder

The Kogge Stone (KS) adder [17] is one of the fastest adders
in CMOS design. Since the interconnect length in the critical
path increases linearly with the number of inputs, wire delay
dominates its performance in the current deep sub-micron tech-
nologies [18].

Figure 6(a) shows the 2D placement of the 16-bit KS adder
and Figure 6(b) shows the corresponding schematic 3D place-
ment of this adder in 4 strata. For the sake of clarity only the
bottom 3 strata are shown. The 3D strata are shown in different
colors in order to match the corresponding 2D design. Note that,
3D via contacts, not shown in the figure, are needed for signals
to travel across strata. The critical path in 2D kogge stone adder
spans from top-right corner to the bottom-left corner [18]. The
critical path (highlighted in bold line) as identified by circuit
simulation in the 2D adder spans across 12 cells against 3 cells
in 3D. It is visible from the 3D placement that the cell place-
ment wraps around for every 4 cell, which gives a maximum of
4x wire length reduction in 3D along the critical paths.

(a)

(b)

Figure 6. 16-bit KS adder[18] in 2D (a) and 3D (b), crit-
ical path is shown in bold line.

3.2.2 Logarithmic shifter
Another design which has wire delay impacts on performance
is the logarithmic shifter [17]. The 2D layout of the 8-bit log
shifter in Figure 7(a) shows the linear dependence of wire length
on the number of inputs. The metric used here to calculate the
wire length is the number of cells crossed by the wire before
reaching the destination (i.e., wire length is calculated in num-
ber of cell units).

The cells in the 8-bit log shifter are 2-1 muxes which gets it
select signal from s0, s1, and s2. Figure 7(b) shows the place-
ment of the shifter cells in 2 strata. The 2D implementation of
log shifter has a critical path highlighted in bold line of 10 cells,
while as the corresponding path in 3D spans only 4 cells and 2
vias as shown in the figures.���h� ij`b^lkm,#">npoT"_�b�_^a^f(/�� #g_�

Custom design takes huge amount of time for designing and
testing. Hence designing larger components necessitates a stan-
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(a)

(b)

Figure 7. Log shifter[18] in 2D (a) and 3D (b), critical
path is shown in bold line.

dard cell based design flow to automate 3D design. Recent ef-
forts have focused on developing tools for supporting 3D phys-
ical design [1]. Many study has looked in to the physical design
framework for 3D IC which includes floor-planning, placement
and routing issues [19, 20, 21].

We propose an easy-to-adopt 3D design flow (shown in Fig-
ure 8) that augments the commercial 2D design flow to do per-
formance exploration of 3D design. This tool-set provides ca-
pability for fast exploration of 3D design space at an early stage
of design with accuracy. We synthesized various designs using
Synopsis Design Compiler. Then placed, and routed the designs
using Cadence silicon ensemble [22]. MIT PR3D [23, 1] which
is a 3D partition tool, was used to partition the 2D design into
various layers. Synopsis PrimeTime [24] was used for timing
analysis. Timing data for the 3D design was extracted using
our in-house 3D net-list extraction and timing data generation
scripts, which insert 3D inter-wafer via timing information into
the net-list, to generate 3D timing data.
4 Experimental Results

The processor’s components mentioned in Section 3.1 and
3.2 were all modeled in 70nm technology BSIM transistor mod-
els [25]. The implementations of these custom designs were
based on a MIT tool, 3D Magic [1], which is a layout tool cus-
tomized for 3D designs. The latency and power of all compo-
nents in 2D and 3D were acquired through a combination of
circuit-level HSPICE simulations. To model the performance
and delay impacts of the 3D via more accurately, the RC delay
of 3D via is added to the circuits to reflect its influence. The
resistance of 3D via is estimated to be 10 q>r ohm-cm s based on
actual resistance measurement [26], and the capacitance is es-
timated as the capacitance of a 1  m-by-1  m contact using the

Figure 8. 3D-CAD design flow.

top metal layer and the height of the interlayer via is assumed
to be 2  m. Based on the benefits of transferring to 3D, we eval-
uated the performance impact of 3D microprocessor with some
applications from SPEC2000 benchmark suite.tu��� ���������������! #"$�%���'&�(*)+�-,.(/�

Figure 9a shows the latency benefits for tag-drive by using
different numbers of strata. For the horizontal partitioning, we
observed the latency improvement of 44% when moving from
2D to 2-strata 3D implementations, 22% from two to three strata
and an additional 16% improvement with the move from two to
four strata. For the vertical partitioning, we only show the result
of 4% improvement for 2 strata because adding more device lay-
ers has little benefit. Therefore, only the horizontal partitioning
will be considered in the following experiments.

(a)

(b) (c)

Figure 9. (a)Tag drive latencies, (b)Single loop delay
of issue logic, and (c)Power consumption under dif-
ferent stratum configurations.

Based on Figure 9a the delay of the tag-drive scales linearly
as the number of window sizes increases for two strata. How-
ever, we can observe some flat performance trends for both three
and four strata. This is because the number of window entries
located on different strata are the same in some cases and thus
results in the same tag-drive latency. For example, window size
40 has partitions of 3, 3, and 4 sections of window entries and
each of the section has four window entries (due to the selection
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logic structure) So the window size 40 have the tag-drive delay
of traveling 4 sections of window entries and reaching down the
tag comparison cells.

we have evaluated the single loop delay (wake-up and select)
reduction obtained from 3D integration and the result is shown
in Figure 9b. The average delay reduction is 23% across all five
window sizes when comparing 2D and 2-strata 3D implemen-
tations. Additional reductions, 6% and 10%, can be observed
when implemented upon three and four strata. Note that, the se-
lection logic is pitch-matched to the wake-up logic and 3D vias
are added as needed. The delay time of the selection logic is not
changed significantly in 3D due to its

36Y[Z!\
structure. Figure 9c

shows the power comparison between 2D and 3D implementa-
tions. The average power reduction is 16% for all five window
sizes with two strata, and additional reductions, 6% and 8% are
obtainable with three and four strata implementations. Based on
the preceding results, we observe that the issue logic is a wire-
bound structure. Thus, the move from 2D to 3D is essentially
helpful in relieving the wire-related impacts.tu�6] �_^wvS�� .�!&�cd(*�! #�xcd"�)-�-,#(*�

Table 1 shows the power and performance results of both
the KS adder and the log shifter when implemented on 2D and
3D, using custom layout designs. The results shown in Table 1
for 16-bit Kogge Stone adder elicit an improvement in perfor-
mance (power saving) from 20.23% (8%) in 2-strata to 32.7%
(22%) in 4-strata 3D design. We consider only a 2-strata im-
plementation for the log shifter because only marginal benefit is
observed when going beyond two strata. The improvements are
also noticeable for the 16-bit (32-bit) log shifter on 2-strata 3D
with 13.4% (28.4%) on performance and 6.5% (8%) on power
compared to the 2D implementation.

70nm technology
16-bit KS adder Log 16 Log 32

delay(ps) power(mw) delay power delay power
2D 504 0.87 224 0.77 398 2.0

2-strata 402 0.80 194 0.72 285 1.84
3-strata 385 0.74
4-strata 339 0.68

Performance improvement and power savings of 3D over 2D design
2-strata 20.23% 8% 13.4% 6.5% 28.4% 8%
3-strata 23.6% 15% - - - -
4-strata 32.7% 22% - - - -

Table 1. 2D and 3D implementations of adder and
shifter using custom layout designs.

BK-Brent Kung, KS-Kogge Stone
TSMC 90nm technology

Delay (ns)
BK Adder KS Adder Booth Mult Array Mult

# of input bits (32bit) (32bit) (9bit) (8bit)
2D 1.35 0.83 3.78 4.09

2-strata 1.22 0.72 3.27 3.56
3-strata 1.08 0.68 2.18 3.31
4-strata 1.08 0.65 2.18 3.18

Performance improvement of 3D over 2D design
2-strata 9.6% 13.3% 13.4% 12%
3-strata 20% 18.1% 42.3% 19%
4-strata 20% 21.7% 42.3% 22.2%

Table 2. 2D vs 3D performance comparison of Brent
Kung adder, kogge stone adder, Booth and Array Mul-
tiplier using 3D-CAD design flow

On the other hand, we used our standard cell 3D design flow
to design variety of arithmetic units ranging from 32-bit prefix
adders to (8 and 9 bit) multipliers in 3D. These arithmetic units
were designed using our 3D design flow with TSMC 90nm stan-
dard cell library. Improvement in performance of the 3D design

as the number of device layers increases is evident from the
results shown in Table 2. Its interesting to observe that the per-
formance of 32-bit Brent Kung adder and 9-bit Booth multiplier
in 3D does not improve for more than 3 layers of integration.
These trends are very important to be captured at a very early
stage of design for an efficient 3D IC design. In this regard our
proposed tool flow aids quick 3D design analysis.

(a) (b)

Figure 10. Temperature profile of (a)Instruction sched-
uler, (b)Arithmetic units.

tu�h� yz&�(*��c{vX,|vX�uv},.~��� #�
Thermal impact of the proposed custom designs are analyzed

using a 3D hot-spot tool HS3D [27]. We use a Silicon layer
thickness of 10  m and an interlayer thickness of 2  m [28], and
via pitch of 1  mx1  m. The thermal analysis assumes an ambi-
ent temperature of 45 � C around the modules, as the experiments
are done for individual modules. Average Peak-temperature in-
crease of a 4 layer design from a 2D design for 8 wide issue
logic is 10 � C for all window sizes (Figure 10a), 16-bit kogge
stone adder (KS16) is 5 � C, 16-bit and 32-bit Log shifter (Log16
and Log32 respectively) is 20 � C (Figure 10b). Significant ther-
mal impact on Log shifter is due to its compact 3D design and
minimal power reduction in 3D, compared to the issue logic and
kogge stone design.

Without considering the thermal impact of 3D design, the
performance and power improvement of all the custom designs
in 3D from their 2D are provided in Section 4A and 4B. The
performance (power) improvement of the 3D design over 2D
accounting for the thermal delay-degradation (leakage power
increase) is still 31.5% (22.6%) for 8 wide issue logic averaging
over all window sizes, 29.24% (15.1%) for 4-layer 16-bit Kogge
Stone adder, 6.64% (0.4%) for 2-layer 16-bit Log shifter and
21.6% (1.2%) for 2-layer 32-bit Log shifter.

The performance (power) improvement accounting for ther-
mal delay-degradation (leakage power increase) is 21.6%
(15.5%) for 2 layer design of 8-wide issue logic averaging over
all window sizes. The layout for 16-bit kogge stone is such that
the power density in 2 and 3 layer designs are not effective in
increasing its temperature compared to its 2D design and hence
no significant difference in performance and power compared to
its 2D design. The performance improvement thus achievable
from 3D even after including the thermal impact is substantial.tu��t ��(/�!oF"X��cdv}�u�*(Q �cd��v}���

we consider the performance impact from a 2-strata proces-
sor in which we observe the largest gain, and with the reason
that the performance and cost are unjustified when going be-
yond two strata with the current available technology. From the
results shown in section 4.3, we observe that the latency of the
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issue logic, KS adder, shifter can be reduced by 21.6%, 20.23%,
and 21.6% with a 2-strata 3D technology under thermal con-
straints created by 3D placement. Based on the recent results
reported in [4, 5], the cache can be clocked 10% � 13% faster
when implemented upon a 2-strata 3D architecture. Since the
structure of a register file is similar to that of cache, we assume
similar benefits. We also assume the Load/Store queue to have
same latency reduction as in issue logic due to their similarities.

3D benefits allows for either a larger and complex design
(such as a larger window size) or a faster design (such as a faster
L2 cache). Instruction scheduler designed in 3D with twice as
many entries is claimed to have same latency as the original 2D
implementation[8]. we have thus enlarged some structures in
order to exploit more instruction-level parallelism, and lowered
latencies for some memory components. Table 3 lists the pa-
rameters for both 2D and 3D processors. Note that to have a
fair comparison between a 2D and a 3D design, we assume that
the clock rates are equivalent.

We used an architectural level simulator, Simple-Scalar [29],
with applications from the SPEC2000 benchmark suite to eval-
uate the performance impact. The result is shown in Figure 11.
As can be observed from the figure, the enlarged structures and
the lowering latencies in 3D can effectively extract more IPC
compared to the conventional 2D implementation of proces-
sors. The average IPC speedup is 11% across all five applica-
tions; however, we believe more improvements can be achieved
if more 3D-optimized components can be incorporated.

2D 3D
Issue width 8 8

Window size 32 64
ROB Size 128 128
IL1,DL1 32KB,3 cycle 64KB,3 cycle

Register File 128 128
Load/Store Queue 16 32

Unified L2 1MB,8 cycle 1MB,7 cycle

Table 3. Processor parameters for 2D and 3D imple-
mentations.

Figure 11. IPC results for 2D and 3D processors.

5 Conclusion
The 3D technology can reduce wire length effectively and

this technique is especially prominent for wire-bound functional
units in bringing power down from charging and discharging
long wires. In this paper, we have explored the potential benefits
of a few components of a microprocessor when implemented in
3D. From our experimental results, we showed that delay and
power can be reduced as the number of active layers used in-
creases considering thermal constraints. Based on the latency
improvement, we evaluated the performance impact through ar-
chitectural level simulator with SPEC2000 applications and the

result shows an average speedup of 11% can be achieved com-
pared to the conventional 2D implementation of microproces-
sor. We introduce an automated 3D design flow which helps in
early exploration of 3D design. The results from the design flow
show prospects for designing the ALU components in 3D.
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