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Abstract- As technology scales, temperature in modern high-
performance VLSI circuits has increased dramatically. Tem-
perature affects not only the performance but also the power,
reliability, and cost of the system. In this paper, we examine
two approaches to reduce the on-chip temperature: one is to
reduce the power densities of hot functional units by allocating
more die area (growing units), and the other one is to use three
different migrating computation (MC) techniques to migrate
activities among duplicated functional units. Through the use
of tools for architectural power and temperature estimation, the
effectiveness of these two methods are evaluated for the Alpha
21264 microprocessor.

I. INTRODUCTION

As technology scales, temperature in modem high-
performance microprocessors has increased dramatically due
to smaller feature sizes, higher packing densities and rising
power consumptions. A hotspot in a modem chip might have
a temperature of more than 100°C , while the intra-chip
temperature differentials can be larger than 10 - 200C.

High temperatures have a dramatic impact on performance,
power, reliability, and the cost of the system. For example,
interconnect (Elmore) delay increases approximately 5% and
MOS current drive capability decreases approximately 4%
for every 10°C temperature increase [1], which can cause
timing violations. The leakage power increases exponentially
with a temperature increase. At sufficiently high temperatures,
many failure mechanisms, such as electromigration (EM),
and time-dependent dielectric (gate oxide) breakdown, are
significantly accelerated [2]. The implication of all these
temperature impacts is that thermal awareness is fundamental
to all applications of chip design.

In this paper, We examine two approaches to reduce the
on-chip temperature: one is to reduce power densities of hot
functional units by allocating more die area, and the other
one is to use three different migrating computation (MC)
techniques to migrate activities among duplicated functional
units. Through the use of tools for architectural power and
temperature estimation, the effectiveness of these two methods
are evaluated on the Alpha 21264 microprocessor.
The paper is organized as follows: Section II presents the

related work, Section III explains two temperature reduction
methods. Section IV discusses our experimental methodology.
Section V shows the experimental result, and we conclude
with Section VI.

II. RELATED WORKS

Thermal-aware design techniques for electronic systems
have mainly focused on the board level or package level [3][4].
Thermal placement for standard cell ASIC design has been
investigated for several years. For example, Chu and Wong
used matrix synthesis problem (MSP) to model the thermal
placement problem and three algorithms were proposed to
solve it [5]. Tsai and Kang also proposed a method [1] to
calculate temperature based on power estimation for standard
cell placement. Thermal placement can also be refined by
partitioning; for example, Chen et al. proposed a partition-
driven thermal placement model [6] for standard cells, making
use of multigrid-like approach to simplify the thermal problem
at each level of finer granularity, facilitating the inclusion of
temperature constraints on the placement.

Recently, we have seen an increasing interest in the micro-
architecture level thermal management, which employs dy-
namic thermal management (DTM) [7] that use runtime
knowledge of application behavior and the current thermal sta-
tus of different functional units to adjust instruction execution.
Dynamic thermal management can be implemented in a

number of ways, two of which are microarchitectural tech-
niques and clock and voltage scaling techniques. Brooks and
Martonosi in [8] found that microarchitectural techniques incur
a smaller performance penalty than clock and voltage scaling
for all types of thermal loads, low to extreme.

III. AREA-BASED TEMPERATURE REDUCTION
TECHNIQUES

In this section, we examine two techniques for reducing
hot spot temperatures. One technique, growing units, is a
simple static design-time technique that exploits the relation-
ship between temperature, power, and area. Another technique,
migrating computation, which can be static or dynamic, builds
upon the first technique.

A. Growing Units
Increasing the area of a hot functional unit has a direct

impact on its temperature. Tsai in [1], developed the following
relationship between chip temperature, power consumption,
and area.

Ptotal105 . area (1)
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Equation (1) shows that increasing the area of a functional
unit, holding everything else constant, will decrease the tem-
perature (T) above the ambient temperature (Ta). So, without
using any other thermal management techniques, one could
conceivably reduce thermal hot spots by increasing the area
of hot functional units.

B. Migrating Computation
Migrating computation adds an interesting dimension to

area-based temperature reduction. MC does not double the
area of a hot functional unit, per se, but instead makes use
of a duplicate, or spare. Power, and thus heat dissipation,
is then spread across the chip by migrating computational
duties between these duplicate functional units. There exists
the possibility that MC will be able to further reduce hot spots
beyond the "growing" technique. This is possible since not
only is the area of the unit increased, but it is spread out
across the chip, allowing for greater lateral heat dissipation
and greater distance between hot units.

1) Types of MC: A couple different methods for MC
have been proposed by Skadron and Heo in [9] and [10]
respectively. The method in [9] uses the concept of primary
and secondary units. A temperature threshold is set for the
primary unit, and when met, computation is migrated to the
secondary unit. When the primary unit cools down, computa-
tion is migrated back. Hysteresis (a lower-bound temperature
threshold) is used to prevent rapid pingponging between the
primary and secondary units.
Heo in [10] proposes pingponging between two duplicate

units. Intervals of 20-200,us are suggested as optimal for
achieving the greatest performance improvement. It is pro-
posed that though thermal sensors will be used in practice, they
will be used to keep the processor very close to overheating
to maximize performance benefit, thus leading to near 50%
duty cycles. This is the duty cycle which is used throughout
our simulations when using this time-based technique.
We propose that, in practice, 50% duty cycles may not

always be achieved. If, for example, one of the MC units
heats or cools faster than the other because of neighboring
units being hot or cool respectively, the duty cycle will
depart from 50%. Thus we propose the swapping method.
Swapping uses two or more units and migrates from one to
the next upon reaching a maximum temperature. The increased
flexibility of the swapping technique should reduce the number
of unnecessary migrations, as explained in the next section.

2) MC and Performance Issues: As mentioned in Sec-
tion III-B. 1, migrating a functional unit negatively impacts
performance. Specifically, each migration takes a constant
time during which execution must be stalled. Consequently,
a design goal for implementing efficient MC should be to
minimize the number of migrations.

Crucial to minimizing migration is to minimize the number
of unnecessary migrations, that is, those that do not occur as
a direct result of a thermal crisis. Unnecessary migrations can
occur in the primary-secondary scheme when the primary unit
cools to below its low threshold and computation migrates
from the secondary unit which has not yet heated. Such

TABLE I
BASE CONFIGURATION

Unit Avg Temp
IntQ 90.3460
ITB 87.4480
FPQ 86.7040
Dcache 86.1780
IntReg 85.9160
Icache 85.7420

a scenario is possible if the upper and lower temperature
thresholds are set too closely.
The time based migration scheme can also introduce un-

necessary migrations by migrating computation regardless of
load. This could be mitigated by either stopping migration
during low-load periods or by using a temperature-based MC
technique.
When a unit migrates, it must stall execution while it trans-

fers any state information it holds to the new unit. Memory
elements such as register files, queues, TLB's, and caches must
transfer information upon migration. Execution units, on the
other hand, can simply finish the current operation and migrate
without having to transfer any intermediate results. Hence,
designers must consider migration time when determining on
which units to apply MC.

IV. METHODOLOGY

Various SPEC2000 benchmarks (3 integer and 3 FP)
were simulated on a modified version of the Wattch [8]
architectural-level power estimation tool. Results were then
time-multiplexed to reflect the work distribution of a multi-
tasking operating system. Floor plans were generated using a
genetic algorithm floorplanner [11].
The last step in the simulation process is the actual calcu-

lation of on-chip temperatures. HotSpot from the University
of Virginia [12] fulfills this role. As input, HotSpot takes the
power traces from Wattch and the floor plan from the floor-
planning tool and outputs cycle-by-cycle per-unit temperatures
and steady-state per-unit temperatures. HotSpot was modified
to support migrating computation by allowing it to choose
which MC unit to assign the incoming power to based on the
scheme being used. This is done on a cycle-by-cycle basis.

Crucial to achieving realistic results in HotSpot is perform-
ing a proper warm up on the chip and heat sink [12]. To do this,
we ran the simulator for 1.2B cycles using 60°C as the initial
temperature for both the chip and heat sink. Once this long
warm up was complete, the simulator was run again, only this
time using 700M cycles from the middle of the power trace (so
that the caches are trained) and the steady state temperatures
from the previous run as the initial temperatures.

V. EXPERIMENTAL RESULTS AND DISCUSSION

In this section, we present experimental results for migrating
computation and unit growing.
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TABLE II
BAsE+2INTQ+2ITB+2FPQ+2INTREG

Unit Time=l Swap vl Swap v2
IntQ l 81 81 83
IntQ 2 81 81 82
ITB 1 75 80.5 83
ITB 2 83 80.5 84
FPQ-1 83 80 83
FPQ2 75 80 83
IntReg 1 77 81 81
IntReg-2 81 81 79
Dcache (hottest unit) 86 86 86

A. Effectiveness of Different MC Schemes

Table I shows the temperature of each functional unit in the
basic configuration. As a temperature goal, we chose 860C.
Instead of applying MC to all units, Dcache and hotter, we

applied MC only to units FPQ and hotter. (Adding IntReg later
proved to be a better configuration.) By not applying MC to
the caches, we not only save die space, but we also avoid
the performance hit associated with migrating large memory

structures.
To examine the effectiveness of the three different MC

schemes time, primary-secondary, and swap we applied
each in different combinations to the various floor plans
developed. The first scheme to be tested was time-based
migration. An initial period of one cycle usually resulted in
the maximum number of migrations, however, it also almost
always resulted in the greatest per-unit temperature reduction
for the MC units, and always produced the lowest average

temperature for MC pairs/groups. Table II shows that for
equal peak chip temperatures, time-based migration results
in lower per-unit temperatures versus two different swapping
configurations.
Though the number of migrations can be reduced by in-

creasing the migration period, time-based migration lacks the
ability to throttle migration when units are not in thermal
crisis.

Adding redundant functional units, of course, comes with
the expense of increased die area. As technology scales down,
it may seem that the addition of MC units to cool the chip
would scale infinitely. However, experiments show that this
is not a valid assumption. While the MC units themselves
cool down significantly as more are added, the peak chip
temperature does not fall nearly as fast. At some point, the
MC units will cool to the ambient temperature of the chip,
and further reduction of the peak temperature will not be
possible. If the peak chip temperature at which this occurs

is relatively high, MC may not be an effective temperature
reduction technique.

B. Best MC Configuration for the 21264

Based on several factors temperature reduction, number
of migrations, and area increase we chose the best MC
configuration for the Alpha 21264 microprocessor. We settled
on using four sets of MC pairs (2 units), all using the swap
migration scheme. MC was applied to the IntQ, ITB, FPQ, and
IntReg resulting in a 14% area increase. Peak chip temperature

Fig. 1. Base configuration temperature map

reduction was 4.350C a 4.8% reduction from the original peak
temperature of 90.35°C. Figures 1 and 2 show a temperature
map for the original processor layout and the finalized MC
layout.
The base configuration has a noticeably higher average

temperature, a greater temperature differential, and a higher
peak temperature than the MC configuration. MC reduces
the hot spot and average temperatures and provides a more

even thermal distribution. Average chip temperature for the
MC-optimized configuration was 76.96°C, a 4.080C reduction
from the base configuration.

Figure 3 shows peak and average temperature reduction as a

function of normalized area. Points indicate simulation results
and the line is a logarithmic regression. Clearly, increasing the
die area through MC will not result in an infinite temperature
reduction.

C. Unit Growing

To study the effects of unit growing, we developed floor-
plans for configurations identical to the MC versions, but used
monolithic units. For example, we took the base+2IntQ MC
configuration and produced a floorplan with an IntQ of double
the area and same aspect ratio. This was done similarly for
triple and quadruple MC unit configurations. Though results
were similar to those in Figure 3, unit growing did not produce
as great a temperature reduction as MC.

D. Performance Headroom

Either MC or growing can reduce hot spot temperature. One
of the two ways to exploit this is to increase the chip's op-
erating frequency. Assuming that we use the same packaging
technology as the basic 21264 chip, we can bump up the chip
frequency until the peak temperature hits about 900C the
peak temperature of the basic chip. We call the amount of
frequency increase the performance headroom. It is directly
dependent upon the amount of reduction in peak temperature,
as seen in Figure 4. Figure 4 shows the frequency/temperature
characteristics for several different floor plans, each with its
own temperature reduction. The horizontal line represents
the peak temperature of the base configuration and thus the
cooling capacity of the packaging. The final MC configuration
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Fig. 3. Peak and average temperature reduction as a function of normalized
area when using MC

tions. The primary-secondary scheme has the benefit of being
dynamic in nature, however the need to select two tempera-
ture thresholds (for hysteresis) makes proper implementation
of this technique very complex. Additionally, this technique
produces more migrations than the swapping technique.

Simulations show that while the addition of more MC units
will reduce their own temperature, they do not provide enough
of a cooling effect to significantly reduce the temperature of
the remainder of the chip. Furthermore, there is a point where
adding more area to a chip will not appreciably reduce the peak
temperature, so migrating computation and unit growing have
practical limits. Application-specific issues include weighing
the cost savings from loosened packaging constraints with the
decrease in chip yield because of increased chip area.

However, in high-performance markets where chip price
may be less of an issue, MC and unit growing could prove to
be effective techniques for increasing the operating frequency
of existing designs. Since the performance hit due to migra-
tions is negligible (worst case 0.06%), peak temperature can
be aggressively targeted, enlarging the performance headroom.

Unit growing has the advantage of being a extremely simple
to design. No extra control logic is necessary, so there is no
additional latency involved. However, it may prove to be more
difficult to place relatively few large units in a floor plan than
many smaller units.

Area-based hot spot reduction techniques, when combined
with another fail over DTM technique, could be the key
to more powerful and cooler CPU's. It remains to be seen,
however, if they can overcome design and yield overhead and
if MC can perform migrations efficiently.

we chose, represented by the 4.35°C line, can be clocked up to
about 2.15GHz. Other configurations with lesser temperature
reductions can not be clocked up as high. The worst case
performance penalty due to migrations was 0.06%, which
could easily be mitigated by increased operating frequency.

VI. CONCLUSION
Based on the results of our experiments, the swap migration

technique provides the best temperature reduction / migration
count ratio. Though time-based migration usually results in the
lowest temperature, it induces the greatest number of migra-
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Fig. 4. Performance headroom for various peak temperature reductions
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